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INSTRUCTIONS TO CANDIDATES

1.  This examination paper consists of FIVE (5) questions and comprises ELEVEN (11) printed pages, and a separate sheet of diagram.  The first question comprises 20 Multiple-Choice Questions (MCQs).  
2.  This is an OPEN BOOK examination.

3.  Answer all questions.  You may use pencil to draw diagrams.

4.  Answer the MCQs on the MCQ Answer Sheet provided.  Answer questions 2 – 5 on the Answer Book provided.

5.  For Question 5a, you are required to make modifications to the diagram on the separate sheet.  Please tie this sheet to your answer book(s).
6.  Fill in question numbers 1 to 5 in sequence on the cover page of your Answer Book as shown below.

Section I: Multiple Choice Questions [20 marks]

· Write as well as shade your Matriculation Number clearly on the MCQ Answer Sheet provided.   Do not write your name.

· There are 20 Multiple Choice Questions.  Each question has one correct answer.  Shade your answers clearly on the MCQ Answer Sheet.

· Each correct answer will earn you one mark.  No penalty will be given for incorrect answers.

· Do not bend, fold or soil your MCQ Answer Sheet.

1.1
Convert decimal value (888)10 to base-5.

A.
(444)5
B.
(12023)5  

C.
(131313)5
D.
(12021)5
E.
(31320)5
1.2
A certain 5-bit self-complementary code is used to represent the 10 decimal digits 0 through 9.  Given that (246)10 is represented as 00010 00100 00110 in this code, what is the representation for (375)10?

A.
00110 00100 00010

B.
00011 00111 00101

C.
11101 11011 11001

D.
11001 11101 11011

E.
11010 11110 11100

1.3
Given a floating-point number representation with 1 sign bit, 5-bit normalised mantissa, followed by 4-bit 2’s complement exponent, which of the following is closest to zero?

A.
0 10000 1000

B.
1 11111 1111

C.
0 10000 0000

D.
1 11111 1000

E.
0 11111 0000

1.4
Given this Boolean function J(A,B,C) = m(0,1,7) + d(2,5,6), which of the following SOP expressions (need not be minimal) represent J(A,B,C)?

i.
A'.B' + A.B
ii.
A'.B' + B.C
iii.
A'.C' + B'.C + A.B
iv.
A'.B' + A.C
v.
A'.B' + A.B.C
A.
(i), (ii) and (iii)

B.
(iii), (iv) and (v)

C.
(i), (ii), (iv) and (v)

D.
(i), (iii), (iv) and (v)

E.
(i), (ii), (iii), (iv) and (v)

For 1.5 – 1.7, refer to the K-map for a Boolean function K(A,B,C,D) as shown below, where X represents don’t care value.


1.5
If “PI” means “Prime Implicant” and “EPI” means “Essential Prime Implicant”, which of the following statements about the K-map for K(A,B,C,D) is true?

A.
There are 6 PIs and 1 EPI.

B.
There are 6 PIs and 2 EPIs.

C.
There are 7 PIs and 1 EPI.

D.
There are 7 PIs and 2 EPIs.

E.
There are 7 PIs and 3 EPIs.

1.6
How many alternative minimal POS expression(s) are there for K(A,B,C,D)?

A.
1

B.
2

C.
3

D.
4

E.
5

1.7
An 8:1 multiplexer with selector lines S2S1S0 (where S2 is the MSB) is used to implement the function K(A,B,C,D) above.  Assuming that ONLY the constants 0 and 1 are allowed at the multiplexer’s input lines, which of the following sets of selector inputs is correct?

i.
S2S1S0 = ABC
ii.
S2S1S0 = ABD
iii.
S2S1S0 = ACD
iv.
S2S1S0 = BCD
A.
(iii)

B.
(iv)

C.
(ii) and (iii)

D.
(ii), (iii) and (iv)

E.
(i), (ii), (iii) and (iv)

1.8
Given the following implementation using a 4:1 multiplexer, what is the function L(A,B,C,D)?

A.
 m(0, 1, 2, 3)

B.
 m(5, 6, 8, 11)

C.
 m(1, 2, 5, 6)

D.
 m(1, 2, 5, 6, 9, 10, 13, 14)
E.
 m(2, 5, 9, 14)

1.9
In a 5-variable Boolean function, what are the minterms that differ from m20 by one literal?

A.
m0, m5, m10, m15, m25

B.
m4, m8, m16, m24, m28

C.
m4, m16, m21, m22, m28

D.
m4, m21, m22, m24, m28

E.
m8, m10, m12, m28, m30

1.10
Which of the following statements is NOT correct?

A.
There are 256 distinct Boolean functions on three Boolean variables.

B.
The theorem A + A' = 1 is the dual of the theorem A.A' = 0.

C. A NAND gate can be created by using only NOR gates.

D.
Using the same number of bits, the 1’s complement number system represents a range of values smaller that that of a 2’s complement number system.

E.
The inverse of x + y.z is x' + y'.z'.
Each of the next ten questions contains five choices as before. You should choose the one most appropriate choice.

1.11 Clearly, the more the number of instructions executed per second by a processor, the better it is. Hence, MIPS is an appropriate measure that can be used for comparing the performance of two computers.
A. That is true irrespective of which two computers you are comparing.

B.
Choice A is completely true, provided the two computers run the same program.

C.
That depends on which two computers you are comparing.

D.
MIPS cannot be used for measuring performance, because it is an ISA.

E.
All of the above are incorrect.

1.12 Using whatever you have learnt in this course, you are designing a new processor architecture. How should you account for the clock-cycle time?

A.
Your design has no influence on the clock-cycle time; it will be determined solely by your Electrical-Engineering friend who will implement your design in Silicon. 

B.
Your Electrical-Engineering friend will determine what the clock cycle time can be when he/she implements it in Silicon, but your design also has some influence on it.

C.
Clock-cycle time is never accounted for anywhere in the design. You can clock the processor any way you like.

D.
The clock-cycle time is entirely determined by you. Your Electrical-Engineering friend has no control over it.

E.
None of the above.

1.13  Given a program in a high-level language and an ISA, the number of machine instructions that this program will translate into depends on:

A.
The ISA and the compiler translating the program.

B.
How the ISA is implemented.

C.
On both the above.

D.
On none of A and B.

E.
It does not depend on the ISA. It depends only on the compiler.

1.14 The ISA uniquely determines the architecture of a processor.

A.
The above statement is correct.
B.
ISA only determines how any program when translated into assembly language looks like, and not the processor architecture. 

C.
There can be many different architectures corresponding to an ISA.

D.
ISA determines only how the compiler looks like, not the processor architecture.

E.
None of the above.

1.15  In the course, we have looked into different storage possibilities on the processor: stack, accumulator, register load-store, etc. All of them are however implemented using registers. 

A.
The above statement is correct.
B.
We did not study how they are implemented.

C.
The underlying implementation mechanism for all of them is using a cache and not registers.

D.
Finally all of them are implemented in the main memory.

E.
None of the above.

1.16 What is meant by a “32-bit processor”?

A.
The registers on the processor are 32 bits wide.

B.
The ALU can directly operate on 32-bit data.
C.
The processor fetches 32 bits from the memory at a time.

D.
A and C are both true.

E.
A and B are true, but C need not be true.
1.17   For ISAs with stack as the storage mechanism on the processor, arithmetic/logical operations do not explicitly need their operands to be specified. 

A.
Therefore such stack based architectures always result in the smallest code size in terms of machine language instructions.

B.
Accumulator based ISAs always result in the smallest code size.

C.
Register load-store architectures always result in the smallest code size. 

D.
Code size is not determined by the storage mechanism on the processor. 

E.
None of the above.

1.18 Comparing RISC and CISC.

A.
CISC is better than RISC because it is more complex.

B.
The number of instructions a program gets translated into is more in the case of CISC.

C.
CISC machines always have a higher MIPS rating compared to corresponding RISC implementations.

D.
RISC is always better than CISC because one of the lessons we have learnt is “simplicity is always better”.

E.
None of the above.
1.19  In the MIPS “j <label>” instruction, the left-most four bits of the jump address come from the PC.
A.
It could have been eight or sixteen bits as well, with everything else remaining same.

B.
These four bits could have been all zeros or all ones as well. 

C.
This is because of historical reasons, Intel originally did something like this and everyone copied them. 

D.
Because we would always like to jump relative to the PC. The 26 bits came from the jump instruction and last two bits are zero. So that leaves 4 bits to be taken from the PC.

E.
None of the above.

1.20 Which of the following statements IS correct?

A.
The “computer architecture” that you studied in this course is applicable only to desktop computers.

B.
LRU is the most effective replacement policy used in caches.

C.
Reducing the number of instructions in a program will always make it run faster.  

D.
Microprogramming is the technique of writing smaller programs.

E.
All the above are false.

Q2.
[20 marks]

a)
Simplify the following function using Boolean algebra.  State the theorem you use at every step.
[3 marks]




Z(A,B,C,D,E,F)  = A'.C.E' + A.B.C'.F + A.C'.E.F + A'.C'.E'.F' + A.B'.E.F

b)
If the function Z above is expanded into sum-of-minterms form, how many minterms are there?
[5 marks]

c)
The set {AND, OR, NOT} is a complete set of logic gates because any logic function can be implemented using the gates in this set.


The set {AND, NOT} is also a complete set.  To prove it, we need to show that the OR function can be implemented using AND and NOT gates.  Draw the logic diagram for the implementation.
[4 marks]

d)
The set {XOR} a not a complete set.  Choose one other logic gate (other than NAND and NOR which are universal gates) to add into this set, and prove that the new set is complete.
[8 marks]

Q3.
[20 marks]

The table on the right shows the Biquinary code. 

A BCD-to-Biquinary code converter is to be designed.  It accepts a 4-bit BCD code ABCD and generates a 7-bit Biquinary code PQRSTUV. Answer the following parts.

a)
Write out the minimal SOP expression for P.
[2 marks]

b)
Given only inverters, 2-input AND gates and 2-input OR gates, implement both P and Q.  Draw the logic diagram, using the fewest number of gates.
[3 marks]

c)
Write out the sum-of-minterms expression for R, using the m notation.  Do not include don’t-care terms.
[1 mark]

d)
The block diagram of a 2(4 decoder is shown below. Using at most two such decoders, one 2-input OR gate and no other logic gate or device, implement S.
 
  
[4 marks]


e)
The function Good(P,Q,R,S,T,U,V) takes in a 7-bit Biquinary code PQRSTUV and generates the output 1 if PQRSTUV is a valid Biquinary code, or 0 otherwise.  Implement the function Good using any appropriate MSI device(s) and logic gate(s) that you have learned in this course. [Hint: You may use some Full Adders and a 4-bit Parallel Adder (as shown above), or you may use other devices of your choice.]
[10 marks]

Q4.
[15 marks]

	Instruction Class
	Frequency (%)
	Cycles

	Integer arithmetic/logic
	40
	1

	Load
	20
	1

	Store
	10
	2

	Branch
	20
	3

	Floating point
	10
	6


a) Imagine that you have a 300MHz processor on which you will have to run a program P. Using a simulator, you found the following instruction mix for P, and the number of clock cycles required for each instruction is also given.

i) What is the CPI and MIPS rating of this processor for the program P?








          [2 marks]

ii) Now by using an optimising compiler, you manage to eliminate 30% of the integer arithmetic/logic operations, 30% of the load instructions, and 25% of the floating-point instructions. Everything else remains the same. What is the speedup of the optimised program compared to the previous one? 





          [2 marks]

iii) What is the CPI and the MIPS of the optimised program?         [1 mark]

iv) You know that lower the CPI, the better it is, and higher the MIPS, the better it is. Since the CPI of the optimised program increases, and the MIPS decreases, was this really an “optimisation”? Explain your answer. 






          [3 marks]

v) Now suppose that instead of using the optimising compiler, you want to improve the processor. Towards this, what you plan to do is improve the floating-point unit of the processor, so that floating-point instructions take less clock cycles to execute. What is the upper bound on the speedup that you can obtain by this improvement, compared to your original processor? (Both the processors use the original P, without optimisation). 




          [3 marks]


b) The MIPS assembly language program given below is an unsuccessful attempt to do the following: Registers $R0 and $R1 contain memory addresses. Words from addresses starting with the memory address contained in $R0 are to be copied into the memory with the starting address contained in $R1. This copying process should stop after the program finds the word 0 in the memory. Additionally, the number of words copied should be stored in the register $V0. The terminating word (i.e. the 0) should be copied but not counted.


$V1 is a temporary register used in the program. You need not preserve the contents of $V1, $R0 and $R1.


 loop:
LW
$V1, 0($R0)
 

ADDI
$V0, $V0, 1
 

SW
$V1, 0($R1)
 

ADDI
$R0, $R0, 1
 

ADDI
$R1, $R1, 1
 

BNE
$V1, $0, loop

Write down the correct version of this program, briefly explaining the changes you made. 







          [4 marks]





Q5.
[25 marks]

a) The single-cycle 32-bit control and datapath that we studied in the class is reproduced in the additional sheet that accompanies this question paper.  Recall that in this form, the datapath only supports 32-bit load operations. Now we would like to enhance the instruction set with two new I-format instructions LLUH and LULH.











The Load From Lower To Upper Halfword (LLUH) instruction takes the least significant 16 bits from a 32-bit word in the data memory and places them into the most significant 16 bits of the indicated destination register, and the least significant bits of this register are all zeroed. The Load From Upper To Lower Halfword (LULH) does the reverse, as shown above. The memory address for both the instructions is generated in the same way as in the LW instruction that you know of from MIPS. What changes in the datapath are necessary to incorporate these two new instructions? What are the new control signals? You need not show how the control signals are generated. Show your changes in the datapath given in the additional sheet and also provide a very brief textual description and justification. 




          [8 marks]
b) Recall the five-stage pipelined architecture that we discussed in the class (without bypassing). Now consider the following code block:

ADD  R3, R4, R5

SUB   R7, R3, R9

ADD  R8, R9, R10

ADD  R4, R8, R12

i) If this processor is running on a clock having 3-ns clock cycle, then what is the execution time of this code block? 

          [3 marks]

ii) Can the execution time of this code block be improved without changing the final result of the computation it does, by just reordering the different instructions? If so, then write down the instruction sequence having the smallest execution time and state this execution time. 






          [4 marks]

c) Consider a 32-bit processor with 32-bit words and byte-addressable memory. This processor has a 512-byte two-way set-associative cache. It has 4-word cache lines and uses LRU replacement policy. 

i) Split the 32-bit address into tag, index and cache-line offset fields. Which address bits are these fields comprised of?


tag:
index:
cache-line offset: bits 3 – 0 (this is given) 

          [2 marks]

ii) How many sets does this cache have? 


           [1 mark]

iii) Draw a block diagram for this cache. Show the incoming 32-bit address and the outgoing “Cache Hit” signal. Show all the logic elements like comparators and multiplexers Use the above “index” field in your diagram, and show the tag matching logic. Don’t forget to label the address bits, data widths, all the blocks you have used, and the widths of all the lines/buses. 




          [7 marks]

=== END OF PAPER ===
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