
CS5234: Combinatorial and Graph Algorithms

Problem Set 6–9

Mini-Project 2: Travelling Salesman

The travelling salesman problem is one of the most studied combinatorial optimization problem
in computer science. Both from the perspective of theory and practice, people have long attempted
to find good solutions—and good solutions have implications for a variety of other related problems.

In this mini-project, you will examine both the approximation algorithms from this semester,
as well as several heuristics, and compare their performance on real data. Part of the goal is to
determine how these algorithms scale as the networks/graphs/maps get very large, so implement
your algorithms as efficiently as possible.

Problem 1. The first part of the mini-project is to find/generate networks graphs. You will use
(at least) three different graphs. For each type of graph, write some code that will generate/import
the specified graph. Your graphs should be undirected. Try to use graphs that are as large as
possible.

(a) (Random Graphs) We will consider the random graph T (n,D, p) parameterized by the num-
ber of nodes n, a distance D, and a probability p. For each of the n nodes, assign it a location
uniformly at random with an x-coordinate between [0, D] and a y-coordinate between [0, D]. That
is, each node lies at a random point in the D ×D square.

(b) (Real Maps) Choose (at least) two maps from:

http://catalog.data.gov/dataset?organization_type=City+Government#topic=cities_navigation

or
http://snap.stanford.edu/data

that contain interesting location data. For example, you might look at the locations of emergency
calls in Seattle: https://catalog.data.gov/dataset/seattle-real-time-fire-911-calls. Or
you might look at locations of motor vehicle collisions. Or various road networks: http://snap.

stanford.edu/data/#road. Choose maps that seem interesting to you! For each map that you
choose, import the location (and perhaps other useful information) of each node. You may need to
normalize the location information (e.g., transforming latitude/longitude into something easier to
work with).

(c) (Optional: Non-uniform Graph) In the real world, cities (or locations) are not spread uni-
formly. Develop a random graph model that yields interesting non-uniform distributions, e.g., with
clusters or other “texture.”
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Problem 2. A classic heuristic for the travelling salesman problem is known as neareast neighbor :

• Begin at any node.

• While there is some node that has not yet been visited:

– Visit the neareast node that has not yet been visited.

• Return to the original node.

This heuristic is relatively simple to implement, and often works quite well in practice. Prove that
this heuristic is an O(log n) approximation of the optimal TSP tour.

Hints: Think about the set cover greedy approximation analysis, wherein we show that for some
ordering of the elements, the cost of element i is bounded by 1/i. If you remain stuck after working
on it for a while, e-mail me for further hints.

Problem 3. Implement several TSP algorithms and compare how well they perform (in terms
of minimizing the cost of the cycle), how fast they execute, and how big they scale (in terms of
the graph size). How do different implementations trade-off these aspects? How do the heuristics
compare to the approximation algorithms? Try the following algorithms:

(a) Implement the simple 2-approximation algorithm from class.

(b) Implement the neareast neighbor heuristic from the previous problem.

(c) Implement another heuristic of your choice. Do the best you can to trade-off performance,
speed, and scalability.

(d) (Optional.) Implement the 1.5-approximation algorithm from class, or a modified (simpler)
version which does not find an optimal matching—but instead finds an approximate matching.

Problem 4. (Optional.) How stable is the solution to your travelling salesman instance? What
if the location of each city is not precisely known, but in fact may be in a circle of some radius
around the specified location? Find the best solution you can, assuming the location of each city
is known, and then examine how much the solution degrades when the actual location of each city
is revealed.

Or, consider another notion of stability: what happens if new cities are added to your tour?
Choose a random subset of the cities and calculate the best tour you can. Then, add each additional
city (chosen at random), one at a time, re-calculating a good tour each time. How much does the
tour change? Are some heuristics more stable than others?
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