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All 20 questions are compulsory. 

[1]
To study the computer architecture of Intel's Pentium processor, one needs to understand

(a) the instruction set supported by the Pentium processor

(b) the hardware internal design of the Pentium processor chip

(c) the logic circuit and data path control inside the Pentium processor

(d) (a) and (b) only

(e) All (a), (b), and (c) (ANS)

(e) is the correct answer, by definition of computer architecture (the study of computer organization, covering (b) and (c), and instruction set architecture, covering (a).

[2]
Given a 32-bit number under the 1's complement representation, how many distinct values can it represent?


(a)
232
(b) 232 – 1 (ANS)

Be careful not to assume that just because 32 bits gives you 232 possible values, the number of distinct values is 232. There are two ‘0’s in 1’s complement, a +0 and a –0, giving us only 232-1 distinct values.

(c) 231
(d) 231 – 1

(e) None of the above

[3]
Given a number 1101 and assuming the base of its number system is unknown, what can be concluded about this number?

(a) The base of its number system must be equal to 2.

(b) The number must be a negative number.

(c) Its value in decimal is equal to (13)10.

(d) (a) and (c).

(e) None of the above (ANS).

We cannot assume (a) because 1101 can be represented in any base larger than base-1 (i.e. base-2 and above), we cannot assume (b) because we don’t know what number system 1101 is in (e.g. 1101 will be negative if it is in the two’s complement number system, but positive if it is in decimal, or unsigned binary). We cannot assume (c) since we don’t know what the base is, and consequently what the weights of each digit are. So only answer left is (e).

[4]
If N hexadecimal digits are needed to represent the value of a number with three octal digits, what is the minimum value of N?

(a) 1

(b) 2 (ANS)

(c) 3

(d) 9

(e) None of the above

Let’s take a 3-digit octal number XYZ. In binary this will be x2x1x0    y2y1y0     z2z1z0. Regroup into groups of 4-bits to convert to hexadecimal: x2    x1x0 y2y1     y0 z2z1z0.  You will get the minimum number of hexadecimal digits if x2 is 0, giving you just: x1x0 y2y1     y0 z2z1z0.

[5]
Given the space of N bits, if the absolute magnitudes of the largest positive and negative values that the space can represent are the same, the number system being used can be:

(a) 1's complement only

(b) 2's complement only

(c) sign-and-magnitude only

(d) (a) and (c) (ANS)

(e) all (a), (b), and (c)

Amongst the number systems shown in (a), (b) and (c), the 2’s complement system has an asymmetrical

property:  the largest negative number is not the same in magnitude as the largest positive number. E.g. in 8-bi 2cns, largest negative value is –128, largest positive value is 127. So the answer is (d).

[6]
Given two numbers (1234)m1 and (5678)m2, where m1 and m2 are the bases of their number system respectively. Which of the following statements(s) can be concluded?

(a) m1 must be less than m2.

(b) the decimal value of (1234)m1 must be less than the decimal value of (5678)m2.
(c) the maximum value of m1 is less than the maximum value of m2.

(d) the minimum value of m1 is less than the minimum value of m2. (ANS)

(e) None of the above

We cannot conclude (a), as we do not know what the largest digit that can be represented in base m1 is. We cannot conclude (b) since we don’t know what the bases m1 and m2 are, and hence what the weights of each digit’s position is. Without this knowledge we cannot convert either value to decimal, and cannot decide which number is bigger. We cannot conclude (c) as we don’t know what the largest digit of either number base is.

(d) is correct as the minimum value for m2 is 9 (otherwise you cannot represent the digit ‘8’), while the minimum value for m1 is 5 (to allow you to represent 0 to 4). So minimum of m1 is less than minimum for m2.
[7]
Which of the following is true for floating point number representation?

(a) Floating point number is used to increase the range of number value presentation by trading off the presentation accuracy. (ANS)

(b) Floating point number uses two's complement to represent negative number.

(c) The number of bits for exponent gives the accuracy of the number to be represented.

(d) The number of bits for mantissa gives the range of the number to be represented.

(e) None of the above

(a) is correct; The more bits that is used to represent a fraction, the more accurate the fraction is.

The number of bits allowed for a floating-point (FP) number is limited (e.g. to 32 bits on most machines), and introducing the exponent increases the range of FP numbers. By introducing an exponent, the number of bits used to represent the fraction is decreased (since some of them are now used for the exponent), and accuracy decreases.

(b) is not usually true; most FP systems use a signed-magnitude representation to represent +ve and –ve FP numbers.

(c) is incorrect; the number of exponent bits gives us the range of the FP number, and likewise (d) is incorrect, since the number of mantissa bits gives us the accuracy.

[8]
Given a number, which of the following statement(s) is(are) true?

(a) BCD must always need more binary bits for the number representation than the binary coding does.

This is obviously incorrect, as the binary representation for ‘9’ (1001) is identical to the BCD representation for ‘9’ (1001), thus both are exactly the same length.

(b) It is possible for the BCD representation to be exactly the same as the binary representation. (ANS)

Again this is the case for ‘9’.

(c) The BCD representation is generally more compact (in terms of the bits used) than the binary representation is.

Generally the BCD representation is less compact and requires more bits. E.g. it takes 12 bits to represent 127 (0001 0010 0111) and only 8 bits in binary (1111 1111)

(d) Arithmetic operation on BCD number is simpler than that on binary number.

This is definitely not true. For more details on BCD addition, see the textbook

(e) None of the above.

[9]
In data transmission, the single even-party bit approach can be used to:

(a) Detect odd number of bit errors. (ANS)

All parity can detect an odd number of bit errors. For example, suppose we want to send the bit pattern 011011 over the network.

Using even-parity, we will attach a parity bit of ‘0’ (since the number of ‘1’ bits is already even), giving us:

0110110

Suppose 3 bits are wrongly sent, and the other side receives:

1100100

The error can be detected from the fact that the number of ‘1’ bits is odd.

Suppose we had an even number of errors (say 2 bits are wrong):

0111010

The number of ‘1’ bits is still even, and passes the parity test. The receiving side will not be able to detect the error.

(b) Detect even number of bit errors.

As explained above, the parity system cannot detect even errors.

(c) Correct odd number of bit errors.

(d) Correct even number of bit errors.

Parity can only detect errors, it cannot correct them.

(e) None of the above.

[10]
Given two machines M1 and M2, a program is found to execute faster in M1 than in M2. Which of the following statement(s) is(are) true?

(a) The clock speed of M1 must be higher than that of M2.

I have emphasized many times that faster clock rate is not equal to better performance. Part of the reason is that to increase clock rate, compromises in organization design may lead to higher class CPIs, and higher overall CPIs. Thus while the clock rate may be doubled, compromises can lead to the CPI being tripled, resulting in an overall loss of performance.

(b) The average CPI of the program in M1 is lower than that in M2.

Again not true. The average CPI of the program in M1 might be 1.5x higher than M2, but if the clock rate of M1 is twice as fast, this will compensate for the larger CPI and result in better performance.

(c) The total number of instruction executed in M1 is smaller than that in M2.

Not true again. The program in M1 can have more instructions executed than the program in M2, but if M1 can execute much more instructions per second than M2 (i.e. higher instruction thruput), then M1 will finish its program faster.

(d) All (a), (b), and (c).

(e) None of the above (ANS).

[11]
A compiler tries to improve the performance of a program by replacing its complex instructions (with longer execution time) by more simple instructions (with shorter execution time). Which of the following(s) can be concluded?

(a) The total number of instructions executed is increased.

This is obviously true. By replacing 1 complex instruction with n simple instructions, and n>1, the number of instructions that needs to be executed increases.

(b) The average CPI of the program is reduced.

The simpler instructions require fewer clock cycles each, and hence the average number of cyclers per instruction will go down (though the total number of clock cycles over all the instructions may actually go up). So this is true.

(c) The clock cycle time is reduced.

Clock cycle time is independent of the instructions used, regardless of whether they are simple or complex instructions, so this is false.

(d) (a) and (b). (ANS)

Since (a) and (b) are correct while (c) is false, this is the correct answer.

(e) All (a), (b), and (c).

[12]
The ISA design and hardware implementation of a processor affects:

(i) the total number of instructions executed in a program

ISA design will definitely affect the total number of instructions executed. For example, if I wanted to do a fast-fourier transform (this is a function that maps time-domain signals to the frequency domain; you’ll get to know more about it in CS2105), and if my instruction set supports an ‘fft’ instruction, then I will just use this’fft’ instruction to do the transform, giving me just 1 instruction in my program.

On the other hand if my instruction set design does not include an ‘fft’ instruction, I will probably have to implement it myself using hundreds of simple instructions, and the number of instructions in my program is now in the hundreds.

So this is true.

(ii) the average CPI of a program

The hardware implementation will affect the CPI of each instruction class, and hence affect the average CPI. So again this is true.

(iii) the clock cycle time seen by the program.

Depending on the implementation of the hardware, you can use a higher clock rate, or you might be forced to use a slower clock rate. In any case, hardware implementation will affect your clock rate, and hence your clock cycle time. So this is true.

(a) (i) only

(b) (ii) only

(c) (iii) only

(d) (i) and (ii)

(e)
All (i), (ii), and (iii) (ANS)


Since (i) (ii) and (iii) are true, this is the only correct answer.

Given a machine with 800 MHz, the measurement of a program execution is as follow:

	Instruction Class
	CPI
	Execution Frequencies

	A
	1
	3,000,000,000,000,000,000

	B
	2
	2,000,000,000,000,000,000

	C
	3
	2,000,000,000,000,000,000

	D
	4
	1,000,000,000,000,000,000


Answer Question [13] and [14]:

[13]
What is the CPI of the program?


(a)
1.700


(b)
2.000

(c) 2.125 (ANS)

(d) 2.500

(e) None of the above.

Substitue Y = 1,000,000,000,000,000,000, giving us 3Y, 2Y, 2Y and Y for the frequencies of A, B, C and D respectively. 

Total number of instructions = 3Y + 2Y + 2Y + Y = 8Y.

Find the total number of cycles: 3Y x 1 + 2Y x 2 + 2Y x 3 + Y x 4

Divide the two, and you will get 2.125.

[14]
To IMPROVE the performance of the program, the compiler suggests to replace class D instructions with class A instruction in the ratio 1:N. That is, one class D instruction will be replaced by N class A instructions. What is/are the possible values of N?


(a)
3 (ANS)


The class D instructions are 4x slower than the class A instructions. Hence to have an improved execution time, you can have at most 3x as many class A instructions (note that N must be an integer). 

(b) 4

If you replace 1 class D instruction with 4 class A instructions, performance remains the same (i.e. there is NO IMPROVEMENT!) So this answer is wrong. Anything above 4 will result in worse performance.

(c) 5

(d) All (a), (b), and (c)

(e) None of the above.

Suppose a program runs in 8888 seconds on a machine, with "multiply" and "divide" instructions responsible for 3333 seconds and 4444 seconds respectively.

Answer Question [15] and [16]

[15]
How much do we have to improve the speed of "multiply" instruction if we want the program to run 2 times faster?


(a)
2


(b)
3

(c) 4

(d) 5

(e) None of the above (ANS)

To answer this question, just apply the Amdahl’s Law equation:

TNew = TUnaffected + Taffected  / speedup

We want to double performance (i.e. halve execution time), so TNEW = 4444 seconds. TUnaffected = 8888 – 3333 = 5555 seconds. TAffected here is the timing of the multiply instruction (the instruction we want to improve), and is equal to 3333 seconds.

4444 = 5555 + 3333/speedup.

This speedup is clearly impossible to achieve, since TUnaffected is already larger than TNew. No matter how much we speedup the multiply instruction, we cannot achieve a timing of 4444 seconds.

[16]
A hardware designer is told to improve the speed of "multiply" and "divide" instructions simultaneously. What will be the upper bound of the program speedup (that is, the limiting value that the program speedup cannot go beyond)?


(a)
4


(b)
8 (ANS)

(c) 10

(d) insufficient information to determine

(e) None of the above.

Now TAffected = timing of multiply + timing of divide = 7777 seconds. TUnaffected = 8888 – 7777 = 1111 seconds. The upper bound on the speedup is given if we assume that we optimize both multiply and divide to the point where they take no time (0 seconds) at all. So now TNew is just equal to TUnaffected = 1111 seconds. The speedup is thus 8888 / 1111 = 8 times. 

[17]
Given a N-bit data with M-bit address, which of the following(s) is(are) true?


(a)
N is directly proportional to M (i.e. if N is large, then M is large).


(b)
N is inversely proportional to M (i.e. if N is large, then M is small).

(c) N must be greater than or equal to M.

(d) N must be smaller than or equal to M.

(e) None of the above (ANS)

The main thing to remember is that there is absolutely no relationship between the data size of a machine (which determines the range of values that can be represented) and the address size (which determines how many words of data your memory can store). Hence none of the relationships can be true, and (e) is the only correct answer.

[18]
To specify a data memory operand in a MIPS R2000 instruction, how many operand bits are needed?


(a)
5


(b)
16

(c) 21 (ANS)

A “data memory operand” refers to the operands that are used to compute the absolute address of the data we want to load. In a lw instruction for example, we have lw $reg1, displ($reg2). “Data memory operand” refers to the displ($reg2) portion of the instruction.

So we need 5 bits to represent $reg2, and 16 bits to represent displ (see the format of the I-type instructions in the textbook), giving us 21 bits.

(d) None of the above

A given machine has 12 bit instructions and 4 bit addresses. Some instructions have two addresses, some have one address and the rest have zero address. All three types of instructions exist in the machine and the encoding space is COMPLETELY utilized.

[19]
What is the maximum number of instructions with one address?


(a)
16


(b)
239 (ANS)

(c) 240

(d) 256

(e) None of the above

This has been discussed to death in tutorials and help sessions, so I will leave out the answer here.

[20]
Alternatively, what is the minimum number of instructions with zero address?


(a)
1


(b)
4

(c) 16 (ANS)

This one might surprise many of you; the minimum number of zero-address instructions (let’s call this Class K) is not 1 as many would assume. To understand why, let’s look at the instruction format for the class K instructions:


While it is possible to restrict Opcode3 to just 1 value (e.g. 0000), this will not be practical as the remaining values 0001 to 1111 cannot be used by the previous instruction classes anyway. Hence it is only practical to use them entirely for class K, giving us 16 class K instructions as the minimum.

(d) 256

(e) None of the above

END

Opcode1


0001





Opcode2


0000





Opcode3


0000 to 1111
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