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• PSet2	please	read	instructions	for	submissions
• Please	followPiazza for	questions	and	announcements
• Because	of	some	ambiguities	in	PSet2,	we	will	be	lenient	in	

grading.	TF	is	a	super	useful	skill.

• If	re-grade	question	or	request,	please	come	to	office	hours	or	
send	a	message	on	Piazza.

• To	improve	learning	and	your	experience,	we	will	publish	
solutions	to	PSets.
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Recursive	Neural	Networks
• Focused	on	compositional	representation	learning	of	
• Hierarchical	structure,	features	and	predictions
• Different	combinations	of:
1. Training	Objective

2. Composition	Function

3. Tree	Structure
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Overview
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Last	lecture:	Recursive	Neural	Networks

This	lecture:	Different	RNN	composition	functions	and	NLP	tasks

1. Standard	RNNs: Paraphrase	detection

2. Matrix-Vector	RNNs:	 Relation	classification

3. Recursive	Neural	Tensor	Networks:	 Sentiment	Analysis

4. Tree	LSTMs: Phrase	Similarity

Next	lecture

• Review	for	Midterm.	Going	over	common	problems/questions	from	office	
hours.	Please	prepare	questions.



Applications	and	Models

• Note:	All	models	can	be	applied	to	all	tasks

• More	powerful	models	are	needed	for	harder	tasks

• Models	get	increasingly	more	expressive	and	powerful:
1. Standard	RNNs: Paraphrase	detection
2. Matrix-Vector	RNNs:	 Relation	classification
3. Recursive	Neural	Tensor	Networks:	 Sentiment	Analysis
4. Tree	LSTMs: Phrase	Similarity
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Paraphrase	Detection

6

Pollack	said	the	plaintiffs	failed	to	show	that	Merrill	and	
Blodget directly	caused	their	losses

Basically	,	the	plaintiffs	did	not	show	that	omissions	in	
Merrill’s	research	caused	the	claimed	losses

The	initial	report	was	made	to	Modesto	Police	December	
28

It	stems	from	a	Modesto	police	report



How	to	compare
the	meaning

of	two	sentences?
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RNNs	for	Paraphrase	Detection

Unsupervised	RNNs	and	a	pair-wise	sentence	comparison	of	nodes	
in	parsed	trees	(Socher	et	al.,	NIPS	2011)
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RNNs	for	Paraphrase	Detection
Experiments	on	Microsoft	Research	Paraphrase	Corpus	
(Dolan	et	al.	2004)
Method Acc. F1

Rus et	al.(2008) 70.6 80.5

Mihalcea	et	al.(2006) 70.3 81.3

Islam	et	al.(2007) 72.6 81.3

Qiu et	al.(2006)	 72.0 81.6

Fernando	et	al.(2008) 74.1 82.4

Wan	et	al.(2006) 75.6 83.0

Das	and	Smith	(2009)	 73.9 82.3

Das	and	Smith	(2009)	+	18	Surface	Features 76.1 82.7

F.	Bu	et	al.	(ACL	2012):	String	Re-writing	Kernel 76.3 --

Unfolding	Recursive	Autoencoder	 (NIPS	2011) 76.8 83.6

9 Dataset	is	problematic,	a	better	evaluation	is	introduced	 later



RNNs	for	Paraphrase	Detection
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Recursive	Deep	Learning

1. Standard	RNNs: Paraphrase	Detection
2. Matrix-Vector	RNNs:	 Relation	classification
3. Recursive	Neural	Tensor	Networks:	 Sentiment	Analysis
4. Tree	LSTMs: Phrase	Similarity
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Compositionality	Through	Recursive	Matrix-Vector	Spaces

12

One	way	to	make	the	composition	function	more	powerful	was	by	
untying	the	weights	W

But	what	if	words	act	mostly	as	an	operator,	e.g.	“very”	in
very	good

Proposal:	A	new	composition	function

p		=		tanh(W							+	b)c1
c2



Compositionality	Through	Recursive	Matrix-Vector	
Recursive	Neural	Networks

p		=		tanh(W							+	b)c1
c2 p		=		tanh(W												+	b)C2c1

C1c2
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Predicting	Sentiment	Distributions
Good	example	for	non-linearity	in	language
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MV-RNN	for	Relationship	Classification

Relationship	 Sentence	with	labeled	nouns	for	which	
to	predict	relationships

Cause-
Effect(e2,e1)

Avian	[influenza]e1 is	an	infectious	
disease	caused	by	type	a	strains	of	the	
influenza	 [virus]e2.

Entity-
Origin(e1,e2)

The	[mother]e1 left	her	native	[land]e2
about	the	same	time	and	they	were	
married	in	that	city.

Message-
Topic(e2,e1)

Roadside	[attractions]e1 are	frequently	
advertised	with	[billboards]e2 to	attract	
tourists.
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Sentiment	Detection

16

Sentiment	detection	is	crucial	to	business	
intelligence,	stock		trading,	…



Sentiment	Detection	and	Bag-of-Words	Models

17

Most	methods	start	with	a	bag	of	words
+	linguistic	features/processing/lexica

But	such	methods	(including	tf-idf)	can’t	
distinguish:

+	white	blood	cells	destroying	an	infection

−	an	infection	destroying	white	blood	cells



Sentiment	Detection	and	Bag-of-Words	Models

• Sentiment	is	that	sentiment	is	“easy”
• Detection	accuracy	for	longer	documents	∼90%
• Lots	of	easy	cases	(…	horrible	…	or	…	awesome …)

• For	dataset	of	single	sentence	movie	reviews	
(Pang	and	Lee,	2005)		accuracy	never	reached	
above	80%	for	>7	years

• Harder	cases	require	actual	understanding	of	
negation	and	its	scope	+	other	semantic	effects



Data:	Movie	Reviews

Stealing	Harvard	doesn’t	care	about	
cleverness,	wit	or	any	other	kind	of	
intelligent	humor.

There	are	slow	and	repetitive	parts	
but	it	has	just	enough	spice	to	keep	it	
interesting.
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Two	missing	pieces	for	improving	sentiment

1. Compositional	Training	Data

2. Better	Compositional	model



1.	New	Sentiment	Treebank	



1.	New	Sentiment	Treebank	

• Parse	trees	of	11,855	sentences
• 215,154	phrases	with	labels
• Allows	training	and	evaluating	

with	compositional	information



Better	Dataset	Helped	All	Models

• But	hard	negation	cases	are	still	mostly	incorrect
• We	also	need	a	more	powerful	model!

75
76
77
78
79
80
81
82
83
84

Training	with	Sentence	
Labels

Training	with	Treebank

Bi	NB

RNN

MV-RNN

• Positive/negative	full	sentence	classification



Better	Dataset	Helped

• This	improved	performance	for	full	sentence	
positive/negative	classification	by	2	– 3	%

• Yay!

• But	a	more	in	depth	analysis	shows:	hard	
negation	cases	are	still	mostly	incorrect

• We	also	need	a	more	powerful	model!



2.	New	Compositional	Model

• Recursive	Neural	Tensor	Network
• More	expressive	than	previous	RNNs
• Idea:	Allow	more	interactions	of	vectors



2.	New	Compositional	Model

• Recursive	Neural	Tensor	Network



2.	New	Compositional	Model

• Recursive	Neural	Tensor	Network



Recursive	Neural	Tensor	Network
Recursive	Deep	Models	 for	Semantic	Compositionality	Over	a	Sentiment	Treebank	
Socher	et	al.	2013



Details:	Tensor	Backpropagation Training

• Main	new	matrix	derivative	
needed	for	a	tensor:

2.3 Derivatives of Eigenvalues 2 DERIVATIVES

from which it follows

@(X�1)kl
@Xij

= �(X�1)ki(X
�1)jl (60)

@aTX�1b
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= �X�TabTX�T (61)
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@X
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From [32] we have the following result: Let A be an n⇥ n invertible square
matrix, W be the inverse of A, and J(A) is an n⇥n -variate and di↵erentiable
function with respect to A, then the partial di↵erentials of J with respect to A
and W satisfy
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If A is real and symmetric, �i and vi are distinct eigenvalues and eigenvectors
of A (see (276)) with vT

i vi = 1, then [33]

@�i = vT
i @(A)vi (67)

@vi = (�iI�A)+@(A)vi (68)

2.4 Derivatives of Matrices, Vectors and Scalar Forms

2.4.1 First Order
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Petersen & Pedersen, The Matrix Cookbook, Version: November 15, 2012, Page 10



Details:	Tensor	Backpropagation Training
• Minimizing	cross	entropy	error:

• Standard	softmax error	message:

• For	each	slice,	we	have	update:	
• Main	backprop rule	to	pass	error	down	from	parent:

• Finally,	add	errors	from	parent	and	current	softmax:	



Positive/Negative	Results	on	Treebank

74

76

78

80

82

84

86

Training	with	Sentence	Labels Training	with	Treebank

Bi	NB
RNN
MV-RNN
RNTN

Classifying	Sentences:	Accuracy	improves	to	85.4



Fine	Grained	Results	on	Treebank



Negation	Results



Negation	Results
• Most	methods	capture	that	negation	often	makes	

things	more	negative	(See	Potts,	2010)
• Analysis	on	negation	dataset
• Accuracy:



Results	on	Negating	Negatives
• But	how	about	negating	negatives?
• No	flips,	but	positive	activation	should	increase!

not								bad



Results	on	Negating	Negatives

• Evaluation:	Positive	activation	should	increase
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Visualizing	Deep	Learning:	Word	Embeddings



LSTMs

• Remember	LSTMs?

• Historically	only	over	temporal	sequences
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We	used



Tree	LSTMs

• We	can	use	those	ideas	in	
grammatical	tree	structures!

• Paper:	Tai	et	al.	2015:
Improved	Semantic	Representations	From
Tree-Structured	Long	Short-Term	Memory	Networks	

• Idea:	Sum	the	child	vectors
in	a	tree	structure

• Each	child	has	its	own	
forget	gate

• Same	softmax on	h
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Results	on	Stanford	Sentiment	Treebank	

Method Fine-grained Binary

RAE (Socher et al., 2013) 43.2 82.4
MV-RNN (Socher et al., 2013) 44.4 82.9
RNTN (Socher et al., 2013) 45.7 85.4
DCNN (Blunsom et al., 2014) 48.5 86.8
Paragraph-Vec (Le and Mikolov, 2014) 48.7 87.8
CNN-non-static (Kim, 2014) 48.0 87.2
CNN-multichannel (Kim, 2014) 47.4 88.1
DRNN (Irsoy and Cardie, 2014) 49.8 86.6

LSTM 45.8 86.7
Bidirectional LSTM 49.1 86.8
2-layer LSTM 47.5 85.5
2-layer Bidirectional LSTM 46.2 84.8

Constituency Tree LSTM (no tuning) 46.7 86.6
Constituency Tree LSTM 50.6 86.9

Table 2: Test set accuracies on the Stanford Senti-
ment Treebank. Fine-grained: 5-class sentiment
classification. Binary: positive/negative senti-
ment classification. We give results for Tree-
LSTM models with and without fine-tuning of
word representations.

Sec. 4.2. For the similarity prediction network
(Eqs. 15) we use a hidden layer of size 50. We
compare two Tree-LSTM architectures for com-
posing sentence representations: the Child-Sum
Tree-LSTM architecture (Sec. 3.1) on dependency
trees (Chen and Manning, 2014) and the Binary
Tree-LSTM (Sec. 3.2) on binarized constituency
trees (Klein and Manning, 2003).

5.3 Hyperparameters and Training Details
The hyperparameters for our models were tuned
on the development set for each task.

We initialized our word representations using
publicly available 300-dimensional Glove vectors
(Pennington et al., 2014). For the sentiment classi-
fication task, word representations were fine-tuned
during training with a learning rate of 0.1; no fine-
tuning was performed for the semantic relatedness
task.

Our models were trained using AdaGrad (Duchi
et al., 2011) with a learning rate of 0.05 and a
minibatch size of 25. The model parameters were
regularized with a per-minibatch L2 regularization
strength of 10�4. The sentiment classifier was ad-
ditionally regularized using dropout (Hinton et al.,
2012).

6 Results

6.1 Sentiment Classification
Our results are summarized in Table 2. As was the
case with the convolutional neural network model

Method r ⇢ MSE

Mean vectors 0.8046 0.7294 0.3595
DT-RNN (Socher et al., 2014) 0.7863 0.7305 0.3983
SDT-RNN (Socher et al., 2014) 0.7886 0.7280 0.3859

Illinois-LH (Lai and Hockenmaier, 2014) 0.7993 0.7538 0.3692
UNAL-NLP (Jimenez et al., 2014) 0.8070 0.7489 0.3550
Meaning Factory (Bjerva et al., 2014) 0.8268 0.7721 0.3224
ECNU (Zhao et al., 2014) 0.8414 – –

LSTM 0.8477 0.7921 0.2949
Bidirectional LSTM 0.8522 0.7952 0.2850
2-layer LSTM 0.8411 0.7849 0.2980
2-layer Bidirectional LSTM 0.8488 0.7926 0.2893

Constituency Tree LSTM 0.8491 0.7873 0.2852
Dependency Tree LSTM 0.8627 0.8032 0.2635

Table 3: Test set results on the SICK semantic
relatedness subtask. The evaluation metrics are
Pearson’s r, Spearman’s ⇢, and mean squared er-
ror. Results are grouped as follows: (1) Our own
baselines; (2) SemEval 2014 submissions; (3) Se-
quential LSTM variants.

described by Kim (2014), we found that tuning
word representations yielded a significant boost in
performance on the fine-grained classification sub-
task, in contrast to the minor gains observed on the
binary classification subtask. This suggests that
fine-tuning helps distinguish positive/negative vs.
neutral, strongly positive vs. positive, and strongly
negative vs. negative, as opposed to positive vs.
negative in the binary case.

The Bidirectional LSTM significantly outper-
formed the standard LSTM on the fine-grained
subtask. Note that this result is achieved with-
out introducing any additional parameters in the
LSTM transition function since the forward and
backward parameters are shared. This indicates
that sentence length becomes a limiting factor
for the (unidirectional) LSTM on the fine-grained
subtask. Somewhat surprisingly, we do not ob-
serve a corresponding improvement on the binary
subtask (indeed, we achieve similar results on all
our single-layer LSTM models). We conjecture
that the state that needs to be retained by the net-
work in order to make a correct binary prediction
is easily preserved by both the LSTM and Bidi-
rectional LSTM models, whereas the fine-grained
case requires more complex interactions between
the input word representations and the hidden state
of the LSTM unit.

The Tree-LSTM over constituency trees outper-
forms existing systems on the fine-grained classi-
fication subtask.
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of	word	vectors



Semantic	Similarity

• Better	than	binary	paraphrase	classification!
• Dataset	from	a	competition:

SemEval-2014	Task	1:	Evaluation	of	compositional	distributional	
semantic	models	on	full	sentences	through	semantic	
relatedness	[and	textual	entailment]
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Relatedness score Example

1.6 A: “A man is jumping into an empty pool”
B: “There is no biker jumping in the air”

2.9 A: “Two children are lying in the snow and are making snow angels”
B: “Two angels are making snow on the lying children”

3.6 A: “The young boys are playing outdoors and the man is smiling nearby”
B: “There is no boy playing outdoors and there is no man smiling”

4.9 A: “A person in a black jacket is doing tricks on a motorbike”
B: “A man in a black jacket is doing tricks on a motorbike”

Table 1: Examples of sentence pairs with their gold relatedness scores (on a 5-point rating scale).

Entailment label Example

ENTAILMENT A: “Two teams are competing in a football match”
B: “Two groups of people are playing football”

CONTRADICTION A: “The brown horse is near a red barrel at the rodeo”
B: “The brown horse is far from a red barrel at the rodeo”

NEUTRAL A: “A man in a black jacket is doing tricks on a motorbike”
B: “A person is riding the bicycle on one wheel”

Table 2: Examples of sentence pairs with their gold entailment labels.

pets which compose the Microsoft Research
Video Description Corpus. A subset of 750
sentence pairs were randomly chosen from
this data set to be used in SICK.

In order to generate SICK data from the
1,500 sentence pairs taken from the source
data sets, a 3-step process was applied to each
sentence composing the pair, namely (i) nor-

malization, (ii) expansion and (iii) pairing.
Table 3 presents an example of the output of
each step in the process.

The normalization step was carried out on
the original sentences (S0) to exclude or sim-
plify instances that contained lexical, syntac-
tic or semantic phenomena (e.g., named enti-
ties, dates, numbers, multiword expressions)
that CDSMs are currently not expected to ac-
count for.

The expansion step was applied to each of
the normalized sentences (S1) in order to cre-
ate up to three new sentences with specific
characteristics suitable to CDSM evaluation.

In this step syntactic and lexical transforma-
tions with predictable effects were applied to
each normalized sentence, in order to obtain
(i) a sentence with a similar meaning (S2), (ii)

a sentence with a logically contradictory or
at least highly contrasting meaning (S3), and
(iii) a sentence that contains most of the same
lexical items, but has a different meaning (S4)
(this last step was carried out only where it
could yield a meaningful sentence; as a result,
not all normalized sentences have an (S4) ex-
pansion).

Finally, in the pairing step each normalized
sentence in the pair was combined with all the
sentences resulting from the expansion phase
and with the other normalized sentence in the
pair. Considering the example in Table 3, S1a

and S1b were paired. Then, S1a and S1b were
each combined with S2a, S2b,S3a, S3b, S4a,
and S4b, leading to a total of 13 different sen-
tence pairs.

Furthermore, a number of pairs composed



Semantic	Similarity	Results	(correlation	and	MSE)

Method Fine-grained Binary

RAE (Socher et al., 2013) 43.2 82.4
MV-RNN (Socher et al., 2013) 44.4 82.9
RNTN (Socher et al., 2013) 45.7 85.4
DCNN (Blunsom et al., 2014) 48.5 86.8
Paragraph-Vec (Le and Mikolov, 2014) 48.7 87.8
CNN-non-static (Kim, 2014) 48.0 87.2
CNN-multichannel (Kim, 2014) 47.4 88.1
DRNN (Irsoy and Cardie, 2014) 49.8 86.6

LSTM 45.8 86.7
Bidirectional LSTM 49.1 86.8
2-layer LSTM 47.5 85.5
2-layer Bidirectional LSTM 46.2 84.8

Constituency Tree LSTM (no tuning) 46.7 86.6
Constituency Tree LSTM 50.6 86.9

Table 2: Test set accuracies on the Stanford Senti-
ment Treebank. Fine-grained: 5-class sentiment
classification. Binary: positive/negative senti-
ment classification. We give results for Tree-
LSTM models with and without fine-tuning of
word representations.

Sec. 4.2. For the similarity prediction network
(Eqs. 15) we use a hidden layer of size 50. We
compare two Tree-LSTM architectures for com-
posing sentence representations: the Child-Sum
Tree-LSTM architecture (Sec. 3.1) on dependency
trees (Chen and Manning, 2014) and the Binary
Tree-LSTM (Sec. 3.2) on binarized constituency
trees (Klein and Manning, 2003).

5.3 Hyperparameters and Training Details
The hyperparameters for our models were tuned
on the development set for each task.

We initialized our word representations using
publicly available 300-dimensional Glove vectors
(Pennington et al., 2014). For the sentiment classi-
fication task, word representations were fine-tuned
during training with a learning rate of 0.1; no fine-
tuning was performed for the semantic relatedness
task.

Our models were trained using AdaGrad (Duchi
et al., 2011) with a learning rate of 0.05 and a
minibatch size of 25. The model parameters were
regularized with a per-minibatch L2 regularization
strength of 10�4. The sentiment classifier was ad-
ditionally regularized using dropout (Hinton et al.,
2012).

6 Results

6.1 Sentiment Classification
Our results are summarized in Table 2. As was the
case with the convolutional neural network model

Method r ⇢ MSE

Mean vectors 0.8046 0.7294 0.3595
DT-RNN (Socher et al., 2014) 0.7863 0.7305 0.3983
SDT-RNN (Socher et al., 2014) 0.7886 0.7280 0.3859

Illinois-LH (Lai and Hockenmaier, 2014) 0.7993 0.7538 0.3692
UNAL-NLP (Jimenez et al., 2014) 0.8070 0.7489 0.3550
Meaning Factory (Bjerva et al., 2014) 0.8268 0.7721 0.3224
ECNU (Zhao et al., 2014) 0.8414 – –

LSTM 0.8477 0.7921 0.2949
Bidirectional LSTM 0.8522 0.7952 0.2850
2-layer LSTM 0.8411 0.7849 0.2980
2-layer Bidirectional LSTM 0.8488 0.7926 0.2893

Constituency Tree LSTM 0.8491 0.7873 0.2852
Dependency Tree LSTM 0.8627 0.8032 0.2635

Table 3: Test set results on the SICK semantic
relatedness subtask. The evaluation metrics are
Pearson’s r, Spearman’s ⇢, and mean squared er-
ror. Results are grouped as follows: (1) Our own
baselines; (2) SemEval 2014 submissions; (3) Se-
quential LSTM variants.

described by Kim (2014), we found that tuning
word representations yielded a significant boost in
performance on the fine-grained classification sub-
task, in contrast to the minor gains observed on the
binary classification subtask. This suggests that
fine-tuning helps distinguish positive/negative vs.
neutral, strongly positive vs. positive, and strongly
negative vs. negative, as opposed to positive vs.
negative in the binary case.

The Bidirectional LSTM significantly outper-
formed the standard LSTM on the fine-grained
subtask. Note that this result is achieved with-
out introducing any additional parameters in the
LSTM transition function since the forward and
backward parameters are shared. This indicates
that sentence length becomes a limiting factor
for the (unidirectional) LSTM on the fine-grained
subtask. Somewhat surprisingly, we do not ob-
serve a corresponding improvement on the binary
subtask (indeed, we achieve similar results on all
our single-layer LSTM models). We conjecture
that the state that needs to be retained by the net-
work in order to make a correct binary prediction
is easily preserved by both the LSTM and Bidi-
rectional LSTM models, whereas the fine-grained
case requires more complex interactions between
the input word representations and the hidden state
of the LSTM unit.

The Tree-LSTM over constituency trees outper-
forms existing systems on the fine-grained classi-
fication subtask.
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Pearson’s	r,	Spearman’s	ρ



Semantic	Similarity	Results,	Pearson	Correlation

6.2 Semantic Relatedness
Our results are summarized in Table 3. Following
Marelli et al. (2014), we use the Pearson correla-
tion coefficient, the Spearman correlation coeffi-
cient and mean squared error as evaluation met-
rics.

The mean vector baseline computes sentence
representations as a mean of the representations of
the constituent words. In the DT-RNN and SDT-
RNN models (Socher et al., 2014), the vector rep-
resentation for each node in a dependency tree is
a sum over affine-transformed child vectors, fol-
lowed by a nonlinearity (the SDT-RNN conditions
the affine transformation on the dependency rela-
tion with the child node). For each of our base-
lines, including the LSTM models, we use the sim-
ilarity model described in Sec. 4.2.

We also compare against four of the top-
performing systems3 submitted to the SemEval
2014 semantic relatedness shared task: ECNU
(Zhao et al., 2014), The Meaning Factory (Bjerva
et al., 2014), UNAL-NLP (Jimenez et al., 2014),
and Illinois-LH (Lai and Hockenmaier, 2014).
These systems are heavily feature engineered,
generally using a combination of surface form
overlap features and lexical distance features de-
rived from WordNet or the Paraphrase Database
(Ganitkevitch et al., 2013).

Our LSTM models outperform these baseline
systems without any additional feature engineer-
ing. On this task, the Dependency Tree LSTM
model outperformed the sequential LSTM models.

7 Discussion and Qualitative Analysis

7.1 Modeling Semantic Relatedness
In Table 4, we list nearest-neighbor sentences re-
trieved from a 1000-sentence sample of the SICK
test set. We compare the neighbors ranked by the
Dependency Tree LSTM model against a baseline
ranking by cosine similarity of the mean word vec-
tors for each sentence.

We observe that the Dependency Tree LSTM
model exhibits several desirable properties. Note
that in the dependency parse of the second query
sentence, the word “ocean” is the second-furthest

3We list the strongest results we were able to find for this
task; in some cases, these results are stronger than the official
performance by the team on the shared task. For example,
the listed result by Zhao et al. (2014) is stronger than their
submitted system’s Pearson correlation score of 0.8280. We
do not list the StanfordNLP submission since no description
of the system is provided in Marelli et al. (2014).

Figure 3: Fine-grained sentiment classification ac-
curacy vs. sentence length. For each `, we plot
accuracy for the test set sentences with length in
the window [` � 2, ` + 2]. Examples in the tail
of the length distribution are batched in the final
window (` = 45).
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Figure 4: Pearson correlations r between pre-
dicted similarities and gold ratings vs. sentence
length. For each `, we plot r for the pairs with
mean length in the window [`�2, `+2]. Examples
in the tail of the length distribution are batched in
the final window (` = 18.5).

word from the root (“waving”), with a depth of 4.
Regardless, the retrieved sentences are all seman-
tically related to the word “ocean”, which indi-
cates that the Tree-LSTM is able to both preserve
and emphasize information from relatively dis-
tant nodes. Additionally, the Tree-LSTM model
shows greater robustness to differences in sen-
tence length. Given the query “two men are play-
ing guitar”, the Tree-LSTM associates the phrase
“playing guitar” with the longer, related phrase
“dancing and singing in front of a crowd” (note as
well that there is zero token overlap between the
two phrases).

7.2 Effect of Sentence Length

We investigate the effect of sentence length on the
performance of our LSTM models.
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Next	lecture:	Midterm	review	session

• Go	over	materials	with	different	viewpoints

• Come	with	questions	!
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