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Practice Final Exam

• Do not open this exam booklet until you are directed to do so. Place all your belongings on the floor
except for your exam materials.

• This exam contains 7 problems. There are 15 pages to the exam plus 2 scratch pages. You have 180
minutes to earn 180 points.

• This exam is closed book, but you may use two handwritten A4-size crib sheets.

• When the exam begins, write your name on every page in this exam booklet.

• Write your solutions in the space provided. If you need more space, complete your answer on the
back of the sheet containing the problem, and indicate in the space provided that your answer is
continued. Do not put part of the answer to one problem on the back of the sheet for another problem.

• Do not spend too much time on any problem. Read them all through first and attack them in the order
that allows you to make the most progress.

• Show your work, as partial credit will be given. You will be graded not only on the correctness and
efficiency of your answers, but also on your clarity. Be neat.

Problem Title Parts Points Score

1 True or False 10 40
2 Algorithms in Context 10 40
3 BUILD -MAX -HEAP 1 20
4 Pair Programming 1 20
5 Second Smallest Weight 1 20
6 Homework Grading 1 20
7 Counting Paths in a DAG 3 20

Total 180

Name:



6.046J/18.410J Practice Final Exam Name 2

Problem 1. [40 points] (10 parts)True or False

Circle T or F for each of the following statements to indicate whether the statement is true or
false, respectively. If the statement is correct, briefly state why. If the statement is wrong, explain
why. The more content you provide in your justification, the higher your grade, but be brief. Your
justification is worth more points than your true-or-false designation.

(a) T F Any red-black tree that is not a full binary tree (each node is either a leaf or has
degree exactly 2) must contain at least one red node.

Solution: True
Consider a noden with no sibling. That node must be colored red, otherwise, the
path from its parent directly to the nil pointer will a contain different number of
black nodes with the path to the nil pointer throughn.

(b) T F A binary search tree can be constructed in linear time from a set ofn integers in
the range 1 ton3.

Solution: True
The integers can be sorted in linear time using radix sort. The binary tree can
then be constructed from the sorted list in linear time.
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(c) T F It is not possible for an adversary to force bucket sort to run inΩ(n2) time.

Solution: False
An adversary can force all the elements to fall into the same bucket in reverse
sorted order forcing insertion sort to takeΩ(n2) time.

(d) T F Breadth-first search can be used to determine whether an undirected graph con-
tains a cycle inO(V ) time.

Solution: True
After exploring |V | − 1 edges, breadth-first search will either find a cycle or
terminate with a tree.
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(e) T F The solution to the recurrenceT (n) = 2T (
√

n) + 1 is T (n) = O(lg lg n).

Solution: False
Let n = 2m. Then we haveT (m) = 2T (m/2) + 1 whose solution isT (m) =
Θ(m). SoT (n) = Θ(lg n).

(f) T F Dijkstra’s algorithm works correctly on a directed acyclic graph even when there
are negative-weight edges.

Solution: False
Consider Dijkstra’s algorithm run from sources in the following graph. The
vertexv will be removed from the queue withd[v] = −2 even though the shortest
path to it is−4.

S

u

v

−1

−2

−3
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(g) T F Consider a flowf on a flow networkG = (V, E). LetGf be the residual network
of G induced byf . A path from the source to the sink always exists onGf as
long as|f | < c(S, T ) for some cut(S, T ) of G.

Solution: False
Consider the following network which has no residual path but where|f | <
c(S, T ) with S = {s, a} andT = {t}.

s t
a

1/1 1/2

(h) T F The all-pairs shortest paths problem can be solved in timeO(V 2 + V E) on un-
weighted digraphs.

Solution: True
Run breadth-first search from each vertex. Each run of BFS correctly finds the
single source shortest paths to all other vertices in timeO(V + E).
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(i) T F The worst-case asymptotic runtime forn SEARCH operations using move-to-
front on a linked list withm keys is at least as good as the worst-case asymptotic
runtime forn SEARCH operations using a balanced tree withm keys because
move-to-front is 2-competitive.

Solution: False
The worst-case asymptotic runtime for move-to-front on a linked list isΘ(mn)
while the worst-case asymptotic runtime for a balanced tree isΘ(n lg m).

(j) T F Consider the efficient disjoint set data structure that uses the combined union-
by-rank and path-compression heuristic to achieve a running time ofO(mα(n))
for m disjoint-set operations onn elements. The operationFIND-SET(x) is per-
formed to find the set containingx. Every futureFIND-SET operations on the
same elementx will take constant time.

Solution: False
Even though the path compression heuristic will linkx to the root after the
FIND-SET(x) operation, there may be union operations involving the set con-
tainingx before the nextFIND-SET(x) operation.
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Problem 2. [40 points] (10 parts)Algorithms in Context

The design of efficient algorithms often requires choices. What is efficient in one context may be
suboptimal in another. For each of the following, giveonecontext where one algorithm may be
preferable to another algorithm together with a reason to support the preference.

Example: When might insertion sort be preferable to merge sort?
Insertion sort might be preferable to merge sort when space is a limiting resource because unlike
merge sort, insertion sort operates in-place.

(a) When might randomized quicksort be preferable to bucket sort?
Randomized quicksort might be preferable to bucket sort when the distribution of the
input set is unknown because unlike bucket sort, randomized quicksort has expected
running time ofΘ(n lg n) regardless of the input distribution.

(b) When might bucket sort be preferable to randomized quicksort?
Bucket sort might be preferable to randomized quicksort when the inputs are known
to be independently drawn from a fixed range[a, b] because under this distribution,
bucket sort has an expected running time ofΘ(n) which is better than randomized
quicksort’s expected running time ofΘ(n lg n).

(c) When might chaining be preferable to open addressing for collision resolution in hash-
ing?
Chaining might be preferable to open addressing for collision resolution in hashing
when elements need to be deleted from the hash table as handling delete is simple
when using chaining whereas in open addressing, a special symbol is needed for
deleted elements and deleted elements affect future running time of search.

(d) When might open addressing be preferable to chaining for collision resolution in hash-
ing?
Open addressing might be preferable to chaining for collision resolution in hashing
when space is a limiting resource because unlike chaining, no extra memory need to
be allocated for pointers.

(e) When might randomized select be preferable worst-case linear-time select?
Randomized select might be preferable to worst-case linear-time select when linear
worst-case performance is not required because it has very good expected linear time
performance compared to worst-case linear-time select which has large constants in
the running time bounds.

(f) When might worst-case linear-time select be preferable to randomized select?
Worst-case linear-time select might be preferable to randomized select when worst-
case linear time guarantee is required as randomized select has a worst-case running
time ofΩ(n2).

(g) When might red-black trees be preferable B-trees?
Red-black trees might be preferable to B-trees when the entire tree can fit into the main
memory because the usual operations of search, insert and delete can be implemented
to run faster by a constant factor on a red-black tree compared to a B-tree.
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(h) When might B-trees be preferable red-black trees?
B-trees might be preferable to red-black trees for large datasets that cannot all fit into
the main memory at once because the larger branching factor of B-trees means that
fewer disks accesses are required when accessing a particular element.

(i) When might Dijkstra’s algorithm be preferable Bellman-Ford algorithm?
Dijkstra’s algorithm might be preferable to Bellman-Ford algorithm for solving single-
source shortest paths problems when there is no negative-weight edges because its
running time ofΘ(V lg V +E) is better than Bellman-Ford’s running time ofΘ(V E).

(j) When might Bellman-Ford algorithm be preferable Dijkstra’s algorithm?
Bellman-Ford algorithm is preferable to Dijkstra’s algorithm when negative-weight
edges exists because unlike Dijkstra’s algorithm it runs correctly even when negative-
weight edges exist.
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Problem 3. [20 points] BUILD -M AX -HEAP

The procedureBUILD -MAX -HEAP converts an arrayA[1..n], wheren = length[A], into a max-
heap.

BUILD -MAX -HEAP(A)
1 heap-size[A] ← length[A]
2 for i ← blength[A]/2c downto 1
3 do MAX -HEAPIFY(A,i)

Assume thatn = 2k − 1 for some positive integerk. Let the potentialΦ(A[i + 1..n]) be the sum
of the heights of the heaps that have already been constructed inA[i + 1..n] before the call to
MAX -HEAPIFY(A,i) in Line 3. Use the potential method with the potentialΦ to argue that the
worst-case runtime forBUILD -MAX -HEAP is O(n).

Solution: WhenMAX -HEAPIFY(A,i) is run, a new heap rooted ati is created while two heaps
rooted at2i and2i + 1 are merged into the new heap. Let the heights of the heaps at2i and2i + 1
beh. The height of the newly created heap ish + 1. The change in potential is

Φ(A[i..n])− Φ(A[i + 1..n]) = h + 1− 2h = 1− h.

The cost of theMAX -HEAPIFY(A,i), ci, is at mosth+1. Hence the amortized cost ofMAX -HEAPIFY(A,i)
is ĉi ≤ (h + 1) + (1− h) = 2. The total cost is

blength[A]/2c∑

i=1

ci ≤
blength[A]/2c∑

i=1

ĉi + Φ(A[blength[A]/2c+ 1..n])− Φ(A[1..n]).

The initial potentialΦ(A[blength[A]/2c + 1..n]) is zero as all the heaps are of height zero. Since
the potential is the sum of heights, it is always positive. Hence

blength[A]/2c∑

i=1

ci ≤
blength[A]/2c∑

i=1

ĉi

≤ 2bn/2c
≤ n.
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Problem 4. [20 points] Pair Programming

At the Perfect Programming Company, programmers program in pairs in order to ensure that the
highest quality code is produced. The productivity of each pair of programmers is the speed of the
slower programmer. For an even number of programmers, give an efficient algorithm for pairing
them up so that the the sum of the productivity of all pairs is maximized. Analyse the running time
and argue the correctness of your algorithm.

Solution: A simple greedy algorithm works for this problem. Sort the speeds of the programmers
in decreasing order using an optimal sorting algorithm such as merge sort. Consecutive sorted
programmers are then paired together starting with pairing the fastest programmer with the second
fastest programmer.

Sorting takesO(n lg n) time while pairing the programmers takesO(n) time giving a total running
time ofO(n lg n).

Correctness: LetP be the set of programmers. The problem exhibits an optimal substructure.
Assume the optimal pairing. Given any pair of programmers(i, j) in the optimal pairing, the
optimal sum of productivity is just the sum of the productivity of(i, j) with the optimal sum of the
productivity of the all pairs inP − {i, j}.
We now show that the greedy choice works by showing that there exists an optimal pairing such
that the two fastest programmers are paired together. Assume an optimal pairing where fastest
programmeri is not paired with the second faster programmerj. Instead leti be paired withk and
j be paired withl. Let pi, pj, pk andpl be the programming speeds ofi, j, k andl respectively. We
now change the pairings by pairingi with j andk with l. The change in the sum of productivities
is

(pj + min(pk, pl))− (pk + pl) ≥ 0

sincepj is at least as large as the larger ofpk andpl. We now have an optimal pairing where
the fastest programmer is paired with the second fastest programmer. Hence to find the optimal
solution, we can keep pairing the two fastest remaining programmers together.
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Problem 5. [20 points] Second Smallest Weight

Given a connected, undirected graphG = (V,E) with distinct edge weights, prove that the edge
with the second smallest weight is included in the minimum spanning tree.

Solution: Assume that the edge with the second smallest weight(u, v) is not included in the
minimum spanning tree. Add the edge(u, v) into the tree to form a cycle. There are at least three
edges in the cycle, hence we can find an edge with a larger weight than(u, v) in the cycle. Delete
that weight to obtain a new spanning tree. This spanning tree has smaller weight than the original
tree contradicting the fact that we had the minimum spanning tree in the first place. Hence the edge
with the second smallest weight must be included in the minimum spanning tree.
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Problem 6. [20 points] Homework Grading

SMA5503 students are required to dom problem setsP1, P2, . . . , Pm during the semester. Each
problem setPi contains a total ofpi problems, where each problem takes a constantC time for a
grader to grade. There aren gradersG1, G2, . . . , Gn assigned to grade SMA5503 homeworks. The
graders are each busy during different periods of the semester. Given the schedule of the problem
sets, each graderGi specifies a subsetSi ∈ {P1, . . . , Pn} of problem sets that the grader is able to
grade. For consistency, each problem should only be graded by a single grader. To ensure a fair
workload, the total number of problems graded by each grader should be no more than the average
rounded upd 1

n

∑m
i=1 pie.

Model the problem of assigning the workload (or deciding that no solution exists) as a maximum-
flow problem. You should specify the flow network. You should also indicate why the flow network
works but you do not need to prove correctness.

Solution: Let a = d 1
n

∑m
i=1 pie. We divide all time measurements byC so that we deal only with

integer multiples ofC. We create the following flow network as shown in the figure below. For
each problem setPi we create an associated vertex. For each grader,Gi, we create an associated
vertex. We further create a sources and a sinkt. For each problem setPi, we create an edge(s, Pi)
with capacitypi. For each graderGi, we create an edge(Gi, t) with capacitya. Each problem set
vertexPi is connected with a grader vertexGj using an edge(Pi, Gj) with capacitypi if and only
if Pi ∈ Sj.

s t

P1

P2

Pm

G1

G2

Gn−1

Gn

p1

p2

pm

pm

p1

p1

p2 a

a

a

pm

We then solve the maximum flow problem using the Ford-Fulkerson method to obtain an integer
flow. If the maximum flow is equal to

∑m
i=1 pi, then an assignment where all problems are graded

and all constraints are satistied is possible. To obtain the assignment, we simply partition up each
problem setPi to the gradersGj for which the flow in(Pi, Gj) is non-zero. The flow on edge
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(Pi, Gj) is the number of problems inPi that should be assigned toGj. If the maximum flow
is less than

∑m
i=1 pi, then it is not possible to have all the problems graded under the specified

constraints.

To see why the flow network works, observe that at each problem set nodePi, flow conservation
ensures that a total of at mostpi problem will be assigned to the graders. Similarly, at each grader
node,Gi, flow conservation ensures that at mostd 1

n

∑m
i=1 pie problems will be graded by the grader.

The edges between the problem sets and the graders have been constructed in such a way that
problem sets are connected only to graders who are willing to grade them and the capacity of the
edges are sufficient to allow even all the problems in any particular problem set to be graded by a
single grader.
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Problem 7. [20 points] (3 parts)Counting Paths in a DAG

Let G = (V,E) be a directed acyclic graph. For two distinct verticess, t ∈ V , we want to count
the number of distinct paths froms to t.

(a) Let sum[v] be the number of distinct paths froms to v ∈ V . Give the equation for
sum[v] in terms of the edges inE and the values ofsum[u] for u ∈ V .

Solution:

sum[v] =

{ ∑
(u,v)∈E sum[u] if v 6= s

1 if v = s

(b) Describe an algorithm for solving this problem and analyse its running time.

Solution: Let the number of vertices ben. For each vertexv, we associate a field
sum[v] to store the number of paths froms to v. The vertices are first topologically
sorted into an arrayA[1..n] using depth-first search in timeO(V + E). At the same
time we initialize each entrysum[v] to zero and note the position ofs and t in the
array. Let the vertexs be placed inA[i] and the vertext be placed inA[j]. If j < i,
we return zero as there is no path fromi to j. Otherwise, we setsum[s] = 1 and run
the following code

k ← i
while k < j

do u ← A[k]
for each vertexv ∈ Adj[u]

do sum[v] = sum[v] + sum[u]

After running the code, the number of paths froms to t can be found insum[t]. The
running time for the code fragment isO(V + E), hence the total running time is
O(V + E).
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(c) Comment on the practical aspects of your algorithm.

Solution: Implementation of this algorithm is problematic as the number of paths
between two vertices in a DAG can grow exponentially with the number of vertices.
Hence, the number of bits required to implementsum[u] for any vertexu grows lin-
early with the number of vertices and the algorithm cannot be implemented correctly
using normal fixed sized representation for integers even for moderately sized graphs.
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