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Abstract— Text classification by support vector machines can
benefit from semantic smoothing kernels that regard semantic
relations among index terms while computing similarity. Adding
expansion terms to the vector representation can also improve
effectiveness. However, existing semantic smoothing kernels do
not employ term expansion. This paper proposes a new non-
linear kernel for text classification to exploit semantic relations
between terms to add weighted expansion terms.

I. INTRODUCTION

Building an automated text classification system consists
of two key subtasks. The first task is text representation
which converts the content of documents into compact format
so that they can be further processed by the text classifiers.
Another task is to learn the model of a text classifier which
is used to classify the unlabeled documents. This paper
proposes a substantially new model for text representation
to improve effectiveness of text classification.

Since the early days of the vector space model, it has been
debated whether it is a proper carrier of meaning of texts
[1], arguing if distributional similarity is an adequate proxy
for lexical semantic relatedness [2]. With the statistical, i.e.
devoid of word semantics approaches there is generally no
way to improve both precision and recall at the same time,
increasing one is done at the expense of the other. For
example, casting a wider net of search terms to improve recall
of relevant items will also bring in an even greater proportion
of irrelevant items, lowering precision. In the meantime,
practical approaches have been proliferating, especially with
developments in kernel methods in the last decade [3], [4],
[5]. Some researchers suggested a more general mathematical
framework to accommodate the needs that the vector space
model cannot satisfy [6]. This paper explores the opportuni-
ties of this representation in the domain of text classification
by introducing it as a new nonlinear semantic kernel.

By automatically selecting expansion terms for a text
classification system to expand a document vector by adding
terms that are related to the terms already in the document,
performance can be improved [7]. The new terms can either
be statistically related to the original terms or chosen from
lexical resources such as thesauri, controlled vocabularies,
ontologies and the like.

Using statistical relations to expand document vectors is
attractive since the relations are easily generated from the
documents in a collection. Unfortunately, such methods have
had little success in improving overall effectiveness [8].

Using lexical resources as a source of related terms has
met with success in some experiments. Expansion by syn-
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onyms improved performance but expansion by broader or
narrower terms selected from a hierarchical thesaurus was
too inconsistent to be generally useful [9].

A fundamental question often overlooked is whether the
expansion terms extracted are equally related to the document
and are useful for text classification. This paper proposes
a form of term expansion with decreasing importance of
those terms that are less related, as contrasted with rigid
term expansion.

This paper is organized as follows. Section II overviews
text classification by support vector machines, expanding on
traditional text similarity measures II-A, semantic smoothing
kernels II-B, term expansion strategies II-C, and finally
introduces our semantic kernels in the L2 space II-D. Section
III discusses experimental results and Section IV concludes
the paper.

II. TEXT CLASSIFICATION WITH SUPPORT VECTOR
MACHINES

Text categorization is the task of assigning unlabeled
documents into predefined categories. Given a collection of
{d1, d2, . . . , dN} documents, and a C = {c1, c2, ..., c|C|} set
of predefined categories, the task is, for each document dj

(j ∈ {1, 2, . . . , N}), to assign a decision to file dj under ci
or a decision not to file dj under ci (ci ∈ C) by virtue of a
function Φ, where the function Φ is also referred to as the
classifier, or model, or hypothesis, or rule. Supervised text
classification is a machine learning technique for creating the
function Φ from training data. The training data consist of
pairs of input documents, and desired outputs (i.e., classes).

Support vector machines have been found the most ef-
fective by several authors [3], [10]. The proposed semantic
text classification method is grounded in the kernel methods
underlying support vector machines.

A support vector machine is a kind of supervised learning
algorithm. In its simplest, linear form, a support vector
machine is a hyperplane that separates a set of positive
examples from a set of negative examples with maximum
margin [5]. The strength of kernel methods is that they allow
a mapping φ(.) of x to a higher dimensional space. In the
dual formulation of the mathematical programming problem,
only the kernel matrix K(xi,xj) = φ(xi)′φ(xi) is needed
in the calculations.

A. Traditional Text Similarity Measure

Intuitively, if a text fragment of two documents address
similar topics, it is highly possible that they share lots
of substantive terms. After having removed the stopwords
and stemmed the rest e.g. by the Porter stemmer [11], the
stemmed terms construct a vector representation for each text



document. Let aj be a document vector in the vector space
model, that is,

aj =
M∑

k=1

akjek, (1)

where M is the number of index terms, akj is some weight-
ing (e.g., term frequency), and ek is a basis vector of the
M -dimensional Euclidean space. This representation is also
referred to as the bag-of-words (BOW) model.

Given this representation, semantic relatedness of a pair of
text fragments is computed as the cosine similarity of their
corresponding term vectors which is defined as:

S(ai,aj) =
aiaj

|ai||a|j
. (2)

B. Linear Semantic Kernels

One enrichment strategy is to use a semantic smoothing
kernel while calculating the similarity between two docu-
ments. Any linear kernel for texts is characterized by

K(ai,aj) = a′iS
′Saj , (3)

where S is an appropriately shaped matrix commonly re-
ferred to as semantic smoothing matrix [12], [5], [13],
[14]. The presence of S changes the orthogonality of the
vector space model, as this mapping should introduce term
dependence. A recent attempt tried to manually construct
S with the help of a lexical resource [12]. The entries
in the symmetric matrix S express the semantic proximity
between the terms i and j. Entries in this matrix are inversely
proportional to the length of the WordNet hierarchy path
linking the two terms. The performance, measured over the
20NewsGroups corpus, showed an improvement of 2 % over
the the basic vector space method. Moreover, the semantic
matrix S is almost fully dense, hence computational issues
arise. In a similar construction, [14] defined the matrix entries
as weights of superconcepts of the two terms in the WordNet
hierarchy. Focusing on special subcategories of Reuters-
21578 and on the TREC Question Answering Dataset, they
showed consistent improvement over the baseline. As [13]
pointed out, polysemy will remain a problem in semantic
smoothing kernels.

An early attempt to overcome the untenable orthogonality
assumption of the vector space model was proposed under
the name of generalized vector space model [15]. The article
which proposed the model did not provide empirical results
[15], and since then the model has been regarded of large
theoretical importance with less impact on actual applica-
tions. The model takes a distributional approach, focusing on
term co-occurrences. The underlying assumption is that term
correlations are captured by the co-occurrence information.
That is, two terms are semantically related if they co-
occur often in the same documents [15]. By eliminating
orthogonality, documents can be seen as similar even if they
do not share any terms. The term co-occurrence matrix is
AA′, hence the model takes A′ as the semantic proximity
matrix S. A major drawback of the generalized vector space
model is that it replaces the orthogonality assumption with

another questionable assumption. The computational needs
are tremendous too, if the dimensions of A are considered.
Moreover, the co-occurrence matrix is not sparse anymore.

Latent semantic indexing (or latent semantic analysis) was
another attempt to bring more linguistic and psychological
aspects to language processing via a kernel. Conceptually,
latent semantic indexing is similar to the generalized vector
space model, it measures semantic information through co-
occurrence analysis in the corpus. From the algorithmic
perspective it is an enormous problem that textual data
have a large number of relevant features. This results in
huge computational needs and the classification models may
overfit the data. The number of features can be reduced by
multivariate feature extraction methods. In latent semantic
indexing, the dimension of the vector space is reduced by
singular value decomposition [16].

Using rank reduction, terms that occur together very often
in the same documents are merged into a single dimension
of the feature space. The dimensions of the reduced space
correspond to the axes of greatest variance. For latent se-
mantic indexing, by dual representation the kernel matrix is
K = V Σ2

kV
′, where Σk is a diagonal matrix containing the

k largest singular values of the singular value decomposition
of the vector space, and V holds the right singular values of
the decomposition. The new kernel matrix can be obtained
directly from K by applying an eigenvalue decomposition
of K [4]. The computational complexity of performing an
eigenvalue decomposition on the kernel matrix is a major
drawback of latent semantic indexing.

C. Text Representation Enrichment Strategies by Term Ex-
pansion

In order to eliminate the bottleneck of the traditional
BOW representation, previous approaches in term expansion
enriched this convention by external lexical resources such
as WordNet.

As a first step, these methods generate new features for
each document in the dataset. These new features can be
synonyms or homonyms of document terms as in [17], [18],
or expanded features for terms, sentences and documents as
in [19].

Then, the generated new features replace the old ones or
are appended to the document representation, and construct
a new vector representation âi for each text document. The
similarity measure of document pairs is defined as:

S(âi, âj) =
âiâj

|âi||âj |
. (4)

D. Our Framework

The basic assumption of our framework is that terms can
be arranged in an order such that consecutive terms are
semantically related. Hence each term acquires a unique
position, and this position ties the term to its semantically re-
lated neighbors. However, given a BOW representation with
a cosine similarity measure, this position would not improve
classification performance. Therefore we suggest to associate
a mathematical function with each term, thus mapping terms



and documents to the L2 space, and using the inner product
of this space to express similarity. The choice of function
will determine to which extent neighboring terms, i.e., the
enriching terms, are considered in calculating the similarity
between two documents. This section first introduces an
algorithm that produces the aforementioned semantic order,
then the semantic kernels in the L2 space are discussed.

1) An Algorithm for a Semantic Ordering of Terms:
The proposed kernels assume that there is a semantic order
between terms. To produce such an order, two problems have
to be addressed:

1) Measuring semantic relatedness between terms. Vari-
ous lexical resource-based [2] and distributional mea-
sures [20] have been proposed to measure semantic
relatedness and distance between terms.
Distributional measures use statistics acquired from
large text corpora to determine how similar the contexts
of two terms are. These measures are also used as
proxies to measures of semantic similarity as terms
found in similar contexts tend to be semantically
similar.
Lexical resource-based measures typically rely on
WordNet or other hierarchical network [2]. These
measures employ some form of edge counting, that
is, counting the number of edges in the hierarchy
between two nodes (senses). This approach is similar
to the ones used by certain semantic smoothing kernels
(Section II-B). Other factors, such as link density [21],
or weights of edges [22] can also be used in calculating
the measure.
Terms can be corpus- or genre-specific. Manually
constructed general-purpose lexical resources include
many usages that are infrequent in a particular corpus
or genre of documents. For example, one of the 8
senses of company in WordNet is a visitor/visitant,
which is a hyponym of person [23]. This sense of the
term is practically never used in newspaper articles,
hence distributional attributes should be taken into
consideration. Composite measures that combine the
advantages of both approaches have also been devel-
oped [24], [25]. This paper relies on the Jiang-Conrath
composite measure [25], which has been shown to
be superior to other measures [2], and we also found
that this measure works the best for the purpose. The
Jiang-Conrath metric measures the distance between
two senses by using the hierarchy of WordNet. By
denoting the lowest super-ordinate of two senses s1
and s2 in the hierarchy with LSuper(s1,s2), the metric
is calculated as follows:

d(s1, s2) = IC(s1) + IC(s2)− 2IC(LSuper(s1, s2)),

where IC(s) is the information content of a sense
s based on a corpus. Distance between two terms
is calculated according to the following equation:
d(t1, t2) = maxs1∈sen(t1),s2∈sen(t2) d(s1, s2), where t1
and t2 are two terms, and sen(ti) is the set of senses

of ti.
2) Creating “islands of meaning”. Various distributional

term clustering algorithms have been proposed to col-
lapse similar terms onto one feature [26], [27], [28].
Lexical resource-based distances could probably also
be used in term clustering. However, in the model pro-
posed here the aim was... and use all semantic relations
between them to improve classification performance.
This section proposes an algorithm to provide an
appropriate semantic ordering of terms.

Let V denote a set of terms {t1, t2, . . . , tn} and let d(ti, tj)
denote the semantic distance between the terms ti and tj . The
initial order of the terms is not relevant, though it is assumed
to be alphabetic.

Let G = (V,E) denote a weighted undirected graph,
where the weights in the set E are defined by the distances
between the terms.

Finding a semantic ordering of terms can be translated
to a graph problem: a minimum-weight Hamiltonian path
G′ of G gives the ordering by reading the nodes from one
of the paths to the other. G is a complete graph, therefore
such a path always exists, but finding it is an NP-complete
problem. The following greedy algorithm is similar to the
nearest neighbor heuristic for the solution of the traveling
salesman problem. It creates a graph G′ = (V ′, E′), where
V ′ = V and E′ ⊂ E. This G′ graph is a spanning tree of G
in which the maximum degree of a node is two, that is, the
minimum spanning tree is a path between two nodes.

Step 1 Find the term at the highest stage of the hierarchy
in a lexical resource.

ts = argminti∈V depth(ti).

This seed term is the first element of V ′, V ′ = {ts}.
Remove it from the set V :

V := V \{ts}.

Step 2 Let tl denote the leftmost term of the ordering and
tr the rightmost one. Find the next two elements of
the ordering:

t′l = argminti∈V d(ti, tl),

t′r = argminti∈V \{t′l}
d(ti, tr).

Step 3 If d(tl, t′l) < d(tr, t′r) then add t′l to V ′, E′ :=
E′ ∪ {e(tl, t′l)}, and V := V \{t′l}. Else add t′r to
V ′, E′ := E′ ∪ {e(tr, t′r)} and V := V \{t′r}.

Step 4 Repeat from Step 2 until V = ∅.
The computational cost of the algorithm is O(n2). The

above algorithm can be thought of as a modified Prim’s
algorithm, but it does not find the optimal minimum-weight
spanning tree.

Given that the distance function involves counting edges
of a semantic network, the validity of the above algorithm is
discussed as follows.
• The ordering is possible: Starting from the seed term,

the remaining set V will always contain elements which



either share the same hypernym or are hypernyms of
each other.

• The ordering is good enough: The quality will also
depend on the lexical resource in question. Further, the
complexity of human languages makes the creation of
even a near perfect semantic network of its concepts
impossible. Thus in many ways the lexical resource-
based measures are as good as the networks on which
they are based.

2) Semantic Kernels in the L2 Space: The L2 space shares
resemblance with a real vector space. Real-valued vectors are
replaced by square-integrable functions, and the dot product
is replaced by the following inner product:

(fi, fj) =
∫
fifjdx,

for some fi, fj in the given L2 space.
Lately, Hoenkamp has also pointed out that the L2 space

can be used for information retrieval when he introduced a
Haar basis for the document space [29]. He utilized a signal
processing framework within the context of latent semantic
indexing. In order to apply an L2 representation for text
classification, the problem is approached from a different
angle than by Hoenkamp, taking discounting expansion terms
as our point of departure.

Assigning a function w(x − k) to the term in the kth
position in a semantic order, a document j can be expressed
as follows:

fj(x) =
M∑

k=1

akjw(x− k), (5)

where x is in [1,M ], and it is the variable of integration in
calculating the inner product of the L2; x can be regarded
as a “dummy” variable carrying no meaning in itself. The
above formula will be referred to as a document function.
In the experiments, the function exp(−bx2) was used as
w(x), with b as a free parameter reflecting the width of the
function expressing how many neighboring expansion terms
are considered.

The inner product of the L2([1,M ]) space is applied to
express similarity between two documents in similar vein as
the dot product does in a real-valued vector space:

(fi, fj) =
∫

[1,M ]

fi(x)fj(x)dx, (6)

fi, fj ∈ L2([1,M ]),

where fi and fj are the representations of the documents in
the L2 space.

With the above formula, a matching term in two docu-
ments will be counted to its full tfidf score, while semanti-
cally related terms will be counted less and less according
their semantic proximity to the matching term. Assuming that
the terms brand, brand name, and trade name follow each
other in the semantic order, consider the following example.
The first document has the term brand name, and so does
the second document. In Figure 1, it can be seen brand name
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Fig. 1. Two documents with matching term brand name. Dotted line:
Document-1. Dashed line: Document-2. Solid line: Their product as in
Equation (6).

is counted the same way as it would be in a BOW model,
brand and trade name are counted to a lesser extent, while
other related terms are considered even less.
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Fig. 2. Two Documents with no matching term but with related terms
brand and trade name. Dotted line: Document-1. Dashed line: Document-2.
Solid line: Their product as in Equation (6).

Now if the two documents do not share the exact term,
only related terms occur, for instance, trade name and brand,
respectively, then the term brand name, placed between trade
name and brand in the s semantic order, will be considered
to some extent for the calculation of similarity (see Figure
2).

The proposed kernel is mathematically valid. The similar-
ity measure of the L2 model defined by Equation 6 is an inner
product. An inner product is a nondegenerate sesquilinear
form, moreover it is positive definite. Let φ be the mapping
that creates theL2 functions from the discrete data, and X
be a subspace of RM :

φ : X → L2([1,M ]).

The kernel underlying the model is

K(ai,aj) = (φ(ai), φ(aj))L2 . (7)



This kernel is positive definite, therefore the conditions of
Mercer’s Theorem are satisfied, hence the kernel is valid for
any support vector machine.

The proposed kernel does not change the computational
complexity of support vector machines other than the kernel
evaluation cost. Given a linear kernel

K(ai,aj) = (ai,aj),

the computational cost of a kernel evaluation is O(M ), if M
is the number of features:

(ai,aj) =
M∑
k

akiakj .

To calculate the evaluation cost for the L2 kernels, let us
start from Equation 7:

K(ai,aj) = (φ(ai), φ(aj))L2 = (8)

M∑
k=1

M∑
l=1

akialj

∫
[1,M ]

w(x− k)w(x− l)dλ(x).

The above formula indicates a magnitude increase in the
complexity (O(M2)), however, it can be simplified. Since
only the vicinity of a coordinate is interesting for the
approximating function w(x), and the function is zero or
almost zero for the rest of the domain, it is reasonable to
calculate the score only for that vicinity, that is, for a feature
j, the interval [max{j − dbe, 1},min{j + dbe,M}]. Hence
the above equation simplifies to

K(ai,aj) = (φ(ai), φ(aj))L2 = (9)

M∑
k=1

min{j+dbe,M}∑
l=max{k−dbe,1}

akialj

∫
[1,M ]

w(x− k)w(x− l)dλ(x).

Thus the eventual kernel evaluation cost is O(bM ).

III. EXPERIMENTAL RESULTS

Text classification systems are normally evaluated by mea-
sures of effectiveness rather than efficiency, that is, its ability
to take the right classification decisions. One approach is
to calculate precision and recall with regard to a class ck.
Precision and recall should be interpreted together, they are
not sensible measures of effectiveness in themselves. The F1

measure is a composite measure of precision and recall.
The most widely used benchmark corpus is the Reuters-

21578 collection. For benchmarking purposes, the ModApte
split was adapted. 9603 documents were used as the training
set and 3299 as the test set in the experiments. Only those
ninety text categories which had at least one positive example
in the training set were included in the benchmark. Another
benchmark data corpus we used was the 20 Newsgroups
corpus, which is a collection of approximate 20,000 news-
group documents nearly evenly divided among 20 discussion
groups and each document is labeled as one of the 20
categories corresponding to the name of the newsgroup that
the document was posted to.

Prior to the semantic ordering, terms were assumed to be
in alphabetic order. Measuring the Jiang-Conrath distance
between adjacent terms, the average distance was 1.68 on
the Reuters corpus (Figure 3). Note that the Jiang-Conrath
distance was normalized to the interval [0, 2]. There were
few terms with zero or little distance between them. This is
due to terms which are related and start with the same word
or stem. For example, account, account executive, account
for, accountable.

Fig. 3. Distribution of Distances Between Adjacent Terms in an Arbitrary
Order

The same average distance after reordering the terms
with the proposed algorithm and the Jiang-Conrath distance
was 0.56 on the same corpus (Figure 4). About one third
of the terms had very little distance between each other.
Nevertheless, over 10 % of the total terms still had the
maximum distance. This is due to the non-optimal nature
of the proposed term-ordering algorithm. These terms add
noise to the classification. The noisy terms occur typically at
the two sides of the scale, that is, the leftmost terms and the
rightmost terms. While it is easy to find close terms in the
beginning, as the algorithm proceeds, fewer terms remain in
the pool to be chosen. For instance, brand, brand name, trade
name, label are in the 33rd, 34th, 35th and 36th position on
the left side counting from the seed respectively, while windy,
widespread, willingly, whatsoever, worried, worthwhile close
the left side, apparently sharing little in common. The noise
can be reduced by the appropriate choice of the parameter b
in exp(−bx2), so the impact of adjacent, but distantly related
terms can be minimized.

We used the libSVM library [30] for benchmarking the
classification performance. Table I shows the results on the
two benchmark corpora with the baseline kernels. For all
the kernels, the results with the best parameter settings
are shown. Polynomial kernels were benchmarked between
degrees 2 and 5.

The most direct relative to the proposed kernels is the lin-
ear semantic smoothing kernels. We constructed this kernel
the same way as in [12], that is, the entries in the semantic
proximity matrix (see Equation 3) were the inverse of the



Fig. 4. Distribution of Distances Between Adjacent Terms in a Semantic
Order Based on Jiang-Conrath Distance

Kernel Reuters Reuters 20News 20News
Micro-F1 Macro-F1 Micro-F1 Macro-F1

Linear 0.900 0.826 0.801 0.791
Linear 0.908 0.826 0.807 0.794
(Semantic)
Poly 0.903 0.824 0.796 0.788
L2 0.911 0.835 0.813 0.799

TABLE I
MICRO- AND MACRO-AVERAGE F1 RESULTS

length of the path linking the two corresponding words in the
WordNet hypernym hierarchy. Indeed, this linear semantic
kernel was more compelling than linear and polynomial
kernels. However, the proposed L2 kernels are able to
outperform all the baseline kernels, and the differences in
micro-averaged results are statistically significant in all cases.
L2 kernels were benchmarked with width b between 1

and 8, where b refers to the width of the approximating
function. With b = 1, the results are identical with the linear
kernel, which was expected, since if we do not consider
neighboring terms, then the L2 kernel acts as a linear kernel.
The performance peaked at 4 in all cases (Table II). As we
introduce more and more consecutive terms, the results get
noisy, hence a drop in performance.

IV. CONCLUSIONS

Information systems are in great need of automated intel-
ligent tools, but existing algorithms and methods cannot be

Kernel Reuters Reuters 20News 20News
b Micro-F1 Macro-F1 Micro-F1 Macro-F1

1 0.900 0.826 0.801 0.791
2 0.910 0.830 0.805 0.796
4 0.911 0.835 0.813 0.799
8 0.902 0.821 0.802 0.788

TABLE II
SENSITIVITY ANALYSIS OF PARAMETER b

pushed much further. Most existing techniques are impaired
by the semantically poor but widespread representation of
information and knowledge. This research proposes an en-
tirely new, more intuitive analogue representation of natural
language and hence human knowledge.

The proposed model combines term expansion with the
semantic relations and semantic relatedness used in semantic
smoothing kernels. This slightly unusual approach needs to
transform the real vector representation to the L2 space, and
the experimental results show that this new representation
can improve text classification effectiveness.

Two, seemingly contradicting linguistic theories are rec-
onciled at different levels in the model. The distributional
hypothesis meets the referential theory of meaning first at
the semantic ordering of terms. While high-quality lexical
resources enable such ordering in themselves, the ordering
can benefit from data derived from a specific corpus being
studied: semantic relatedness measures such as the Jiang-
Conrath similarity operate this way. Once the ordering is
done, weights expressing statistical relationships between
terms and documents are borrowed from the vector space
model to form the basis for constructing hypothetical signals
of content: the documents as continuous functions.
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