CS1102: Data Structure and Algorithms


Tutorial 9 Hashing

Week of 07/04/08

1. a) Given a hash table with size = 11, hash function h(key) = key % 11, where collisions are resolved using  linear probing, show the contents of the hash table after each of the following operations.



Insert(17), Insert(37), Insert(59), Insert(70), Find(60), Delete(59), 


Find(70), Insert(16).

Solution:

For a hash table of size m, the general formula for linear probing is

pos(key) = (h(key) + d) % m      for d=0, 1, 2, 3, 4,.., m-1.

Operation: Insert (17)
h(17) = 17 % 11 = 6, insert into slot 6.

Operation: Insert (37)
h(37) = 4, insert into slot 4

Operation: Insert (59)
h(59) = 4, collision. 

Try d=1, which tries to

insert into next slot. Insert into 

slot 5.

Operation: Insert (70)
h(70) = 4, collision. Insert into next empty slot, which is slot 7 (given by d=3).

Operation: Find (60)
h(60) = 5; occupied by other key. Try to look sequentially 

until the empty slot 8 – not found.

Operation: Delete (59)
h(59) = 4, occupied by other key. Search sequentially until 

slot 5, mark as “deleted”.

Operation: Find (70)
h(70) = 4, occupied by other key. Search sequentially until 

found in slot 7.

Operation: Insert (16)
h(16)= 5. Found a mark of 

a previously deleted item. We need to continue probing up to 

slot 8 to be sure that 16 is not 

already in the table. Once confir-

-med, we insert 16 into the first 

available, slot which is slot 5.

Note: If the whole table had been used before, i.e. all empty slot has a deleted mark in it, an insertion could possibly require probing over the entire table. This is also the case with quadratic probing and double hashing.

b) Given a hash table with size = 11, hash function h(key) = key % 11, where collisions are resolved using  quadratic probing, show the contents of the hash table after each of the following operations. 


Insert(20), Insert(82), Insert(28), Insert(93), Find(51), Delete(82), 

Find(93), Insert(24), Insert(68).

Solution:

For a hash table of size m, the general formula for quadratic probing is

pos(key) = (h(key) + d2) % m      for d=0, 1, 2, 3, 4,...

Operation: Insert (20)
h(20)=20 % 11 = 9, insert into slot 9.


Operation: Insert (82)
h(82) = 5, insert into slot 5.

Operation: Insert (28)
h(28) = 6, insert into slot 6.

Operation: Insert (93)
h(93) = 5, collision. 

Trying d=1, which gives 

(h(key) + d2 )% m = (5+1) % 11

 = 6, collision again.

 d=2 results in another collision.

When d=3, slot (5 + 32 ) % 11 

= 3 is empty. Insert into slot 3.

Operation: Find (51)
h(51) = 7, look in slot 7. Not found.

Operation: Delete (82)
h(82) = 5, mark as “deleted”.

Operation: Find (93)
h(93) = 5, found a mark of 

a previously deleted item.

Try up to d=3 to find 93 in slot 3.

Operation: Insert (24)
h(24) = 2, insert into slot 2.

Operation: Insert (68)
h(68) = 2, collision. Try up to

d=3 which gives position (2+32 ) % 11 = 0. Insert into 0.

c) Given a hash table with size = 11, hash function h(key) = key % 11 and

h2(key) = 7 - (key % 7), where collisions are resolved using double hashing, show the contents of the hash table after each of the following operations. 



Insert(32), Insert(49), Insert(65), Insert(26), Find(37), Delete(26), 


Insert(98).

Solution:

For a hash table of size m, the general formula for double hashing is

pos(key) = (h(key) + d . h2(key)) % m      for d=0, 1, 2, 3, 4,...


Operation: Insert (32)

h(32) = 10, insert into slot 10.


Operation: Insert (49)
h(49) = 5, insert into slot 5.

Operation: Insert (65)

h(65)=10, collision. Try d=1,

h2(65) = 7 – (65 % 7) = 5.

The position is 

(h(65)+ 1. h2(65)) % 11 = 

(10 +1 . 5) % 11 = 4, empty. 

Insert into 4.

Operation: Insert (26)
h(key)=26 % 11 =4, collision.

h2(key)=2. Try d=1, pos(26)=

(4 + 1 . 2) % 11 = 6.

Insert into slot 6.

Operation: Find (37)
h(37)=4,occupied by other key

Continue probing up with d=1

h2(key)=5. The slot (4 + 1 . 5)  % 11

 = 9 is empty. Not found.

Operation: Delete (26)
h(26)=4, occupied by other key. Compute h2(26)=2.

Take d=1, giving (4 + 1 . 2) % 11 = 6.

Mark slot 6 as “deleted”.

Operation: Delete (98)
h(98)=10, collision.

h2(98)=7. Position 

(10 + 1 . 7) %11= 6 is marked 

deleted. Continue probing to 

check if 98 is in the table.

(10+2 . 7)) %11=2, empty.

Insert 98 into the first available 

slot, which is slot 6.

2. The success of a hash-table implementation is related to the choice of a good hash function. A good hash function is one that is easy to compute and that will evenly distribute the possible data. Comment on the appropriateness of the following hash functions. Give example of patterns that would hash to the same locations, and comment on how often such patterns would occur in practice.


a) The hash table has size 2047. The search keys are English words.
The hash function is 
 
h(key) = (sum of positions in alphabet of key’s letters) mod 2047 


b)  The hash table has size 1024. The elements are email addresses.

           The hashing function is


h(key) = (sum of ASCII values of last 10 characters) mod 1024.


c) The hash table is 10000 entries long. The search keys are integers in the range 0 to 9999. The hash function is

h(key) = floor(key * random), where  0.0 ≤ random ≤ 1.0

d) The hash table is 100000 entries long. The search keys are integers in the range 0 through 99999. The hash function is given by the following Java method :

public int hashIndex( int x ) {

for(int i = 1; i <= 1000000; ++i) {


x = (x * x) % HashTableSize;

}

return x;
}

Solution:

a) Most English words are short (10 letters or less), so most of hash values of the keys will be less than 10 * 26 = 260, which would render the remaining ~ 1800 space not map-able  (non uniform distribution of key). Furthermore, words with the same letters will be hashed to the same value, e.g. h(“post”) = h(“stop”) = h(“spot”).

b) Many email addresses have the same domain names, and they will all be hashed to the same value e.g. “hotmail.com”. 

c) This function does not work because we usually cannot reproduce the random value to retrieve the element once it is inserted into the hash table (In reality, we could get the “random” numbers back by keeping the random number generator’s seed, because they are not really random (if you want to know more, go and Wiki it)

d) Two problems. First, the x2 will overflow the integer since (100000)2 is way beyond the range of int. Secondly, it takes 1000000 iterations to generate one hash value. This is too slow.

3. (Improvement over the previous result in tutorial 8 question 3)

In some sports, the grading of performance of the athletes is based on the

penalty points awarded against them. At the end of the competition, the one who has the least penalty points wins the game. In the previous tutorial we have already learned how to support addPenalty(String AthleteName, int penalty) in O(n) time using a Min-Heap data structure.

a) Describe how you can use an additional Hashtable to improve the bound   

    of addPenalty to worst case O(log n).

b)What is the complexity of addPenalty(String AthleteName, int penalty) 

    if you use an additional AVL tree instead of Hashtable? 

Solution:

a) The O(n) complexity comes from the linear search in the heap to find the athlete with the corresponding name (heap is not optimized for specific element search). Once we found it, we can  perform the modified updateKey for Min Heap in O(log n) time (recall the updateKey method from Tut. 8 Qn 2).

Now, if we also store the EACH ATHLETE’S NAME AND POSITION IN THE HEAP into a hashtable using their names as the hash key, we can find the position of each name in the heap in constant time (based on the fact that each name is unique). 

But note that, as the updateKey operation might involve some “bubbleUp” or “bubbleDown” operations, the positions of the athletes along the bubbling path will be changed. Every time we swap two nodes in the heap, we need to update the positions of two athletes in the heap into the Hashtable, each taking O(1) time. The number of swapping is bounded by the complexity of updateKey which is O(log n).


This gives a total time complexity :

1. 
Searching the position of the name to be updated 

=O(1)

2. 
Do the update of the swapped athlete in the heap 

into the Hashtable for each bubbling step   O(1) . O(lg n)
=O(lg n) 



Total






          

=O(lg n)


Which is a better than the worst case of linear search on a Min-
Heap 


(O(n)) or treap (worst case still O(n), in the case of skewed treap).

b) Another almost as good solution is using a balanced binary search tree (e.g AVL tree) to store the names as the key and the positions as the value. But since finding a name inside the tree would take O(lg n) time, the updating of the positions of each pair of athletes in one swap would take 2 * O(lg n) time which is in O(lg n).  The number of swapping/bubbling step in an updateKey operation is O(log n) giving a total complexity of O(lg2 n) for the whole updating steps.


This gives a total time complexity 

1. Searching name to be updated in the AVL tree

=O(lg n) 

2. Do the update in the AVL for each bubbling step in the

heap





O(lg n).O(lg n)
=O(lg2 n)

Total






               
=O(lg2 n)


The bound is worse than the best case of treap (O(log n)) but better than 


its worse case (O(n)).


Note: The important point of this exercise is to realize that we can 


combine the strength of several data structure to get the most efficient 
operations not achievable by using each of them separately. 


4. a)  Consider the hashing function h(key) = key % 100, where the table size is 

100 and the keys are even integers from 0 to 1000000. Is this a uniform hashing function?

b) Consider the hashing function h(key) = (key * 7) % 49, where the table size is 49 and the keys are integers from 0 to 1000000. Is this a uniform hashing function?

c) Consider the hashing function h(key) = floor(√key) % 100, where the table size is 100 and the keys are integers from 1 to 10000. Is this a uniform hashing function?

Solution:

a) No, because no keys will be hashed into odd-numbered positions in the table.

b) No, because all keys will be hashed only into positions 0, 7, 14, 21, 28, 35 and 42.

c) No. Note that h(1 ≤ key ≤ 3) = 1 i.e. 3 keys is mapped to slot 1,         h(4 ≤ key ≤ 8) = 2 i.e. 5 keys is mapped to slot 2,  h(9 ≤ key ≤ 15) = 3 i.e. 7 keys is mapped to slot 3, and so on. The difference between successive square numbers increases as the numbers get larger leading to non-uniform distribution of keys into each slot.
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