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Abstract-Network processors (NP) are designed to provide both
performance and flexibility through parallel and programmable
architecture, making them superior to general-purpose
processors on performance and to hardware-based solutions on
flexibility. But NPs also introduce new challenges. It is important
to study the limitations of NP architectures so that one can take
full advantage of NP resources to achieve the required
performance for a given application. It is therefore desirable to
develop a general framework for analyzing performance of NP-
based applications. This paper presents an analytical method for
solving this problem. In particular, we devise a queuing network
to model NP resources and application work flows. We then use
queuing theory and operational analysis to obtain performance
metrics on throughput and response time, among other things, at
the component level as well as at the system level. We apply our
performance model to SpliceNP, a TCP Splicing implementation
of content-aware switches on network processors presented in
[10], and show that the analytical results using our models match
the experimental results from actual implementation.
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I. INTRODUCTION
A network processor is a programmable packet processing

device that combines the advantages of low cost and flexibility
of a RISC processor and scalability of custom silicon (i.e.,
ASIC chips) [2]. Specifically designed to store, process, and
forward large volumes of data packets at wire speed through
parallel and pipelining architectures, NPs are desirable building
blocks for constructing network systems that can process data
packets of any form. They do so through software, providing a
flexible platform for implementing different network
applications without the need to make new hardware.
Moreover, software modules can easily be reused. Thus, NPs
allows users to create and add, through software, the latest and
best network services, and in the same time reduce
development cost and provide quick-time-to-market products.

Programming NPs is challenging. This challenge is on top
of the general issues that all software developing would face.
For example, since several choices of designs for solving the
same problem often exist, how do we know which design of
data flow architecture would provide the best performance? To
answer this question we would need to obtain quantitative
analysis results.

Packet processors do not have operating systems. This
means that software designers need to explicitly allocate NP
resources when designing NP-based applications, including
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processor cycles, threads and memory units. Take memory
units as an example, it is obvious that data structures that are
accessed infrequently, such as packet payloads, should be
placed in DRAM, while data structures that are accessed
frequently, such as lookup tables, should be placed in SRAM.
Some NPs, however, have multiple channels for the same
memory unit, making it difficult to determine how to allocate
an individual data structure to which memory channel to obtain
the best performance. The decision would depend on the
accessing pattern in the particular application we are trying to
solve. Other functional units in NPs have the similar problem.

Most network applications have specific performance
requirements, including requirements on throughput and delay
latency. How can one know whether the target NP would meet
the requirements? If not, would an alternate NP, or an array of
NPs, provide the required performance?

These questions call for performance analysis tools that
provide quantitative results. Bounding calculations and discrete
event simulations are two common analysis methods.
Bounding calculations, also called "back of the envelope"
calculations, are often used to quickly assess the maximum
throughput of a single system component. But this method has
several serious limitations. For example, bounding calculations
tend to yield optimistic predictions that are unrealistic, for the
predicted performance would likely decrease when more
details about the system are taken into consideration. For
another example, an NP has multiple components, each of
which has requests queued up waiting for service. Simple
bound calculations cannot predict latency, nor can they model
any interaction between components.

Discrete event simulations use a global time and an event
scheduler to measure performance of a design. Transitions are
represented by different objects of an event. All events have
associated timestamps. The simulation program executes the
events one at a time in the order of increasing timestamps. The
global time jumps from one event timestamp to the next. In
addition to simulating the logic of the system being modeled,
events have to update the counters used for statistics, providing
detailed performance characteristics of the modeled system.
Most NP vendors provide development tool sets, including a
simulator, which can be used to provide more accurate
performance analysis of an application. But most of the
simulators can perform the performance analysis only after the
application programs are implemented. We note that it is often
impossible to implement every possible design to choose the
best one. Thus, much time and effort will be wasted at this
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