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Abstract

The Real-Time Calculus (RTC) framework proposed in
[5, 16] and subsequently extended [17, 18] is targeted towds
analyzing heterogeneous real-time systems that processrva
ious types of streaming data. The main strength of RTC
is a count-based abstraction, where arrival patterns of evet
streams are specified as constraints on theumber of events
that may arrive over any specified time interval. A collec-
tion of such constraints for different interval lengths are cap-
tured as functions which denote upper and lower bounds on
the event arrival process. The service availability of comp-
tational resources is also specified in a similar fashion. In
this framework, algebraic techniques can be used to compute
system properties in a compositional way. Typical properis
that fall under this regime are the maximum delay suffered
by an event stream and the buffer space required to store
events waiting to be processed. The main drawback of RTC
is that it cannot model state information in a natural way. For
example, when a scheduling policy depends on the fill-level
of a certain buffer or there is a shift from one type of data
stream into another. We extend here RTC in a manner that en-
ables state information to be easily captured while limitirg the
state-space explosion caused by fine grained state-baseddno
els such as timed automata [2] and Event Count Automata [6].
Our model, called multi-mode RTC, specifies the arrival pro-
cess of an event stream or the availability of a resource as fi-
nite automata whose states are annotated with arrival/seiice
functions. Our new framework combines the expressiveness o
state based models with the algebraic and compositional fea
tures of the RTC formalism. In particular, system properties
within a single mode can be analyzed using the RTC-based al-
gebraic techniques and state-space exploration can be usta
piece together the results obtained algebraically for theridi-
vidual modes. We show how to determine typical system prop-
erties with the focus on efficient approximate techniques ash
illustrate the advantages of multi-mode RTCs using two case
studies.

I. INTRODUCTION
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Fig. 1: System model.

standard periodic/sporadic event models and fixed-pyiorit
or deadline-based scheduling policies.

In this context, the Real-Time Calculus (RTC) frame-
work was introduced in [5, 16] and subsequently extended
[17, 18]. RTC is designed to model and analyze heteroge-
neous real-time systems in a compositional manner. Such
systems have multiple computation resources which imple-
ment different resource management policies. Itis assumed
they will be required to process arbitrary data/event stiea
with variable execution demands. The key feature of RTC
is that it relies on aount-based abstractioto model the
timing properties of the input streams, as well as the avail-
ability of the resources. In particular, the timing propest
of an event stream are specified as a constraint on the max-
imum and minimum number of events that may arrive over
every time interval ofength A. A collection of such con-
straints for different values oA are captured as functions
a!(A) anda®(A) that denote lower- and upper-bounds on
the event arrival process. Heneé(A) (a*(A)) specifies
the minimum (maximum) number of events that may ar-
rive within any time interval of length\. Clearly, these
functions will admit a rich collection of concrete arriva-s
guences. Standard event models such as periodic, sporadic
and periodic with jitter turn out to be special cases of such a
specification. Resource availability can also be specified i
a similar fashion. Herep'(A) (3%(A)) will specify the
minimum (maximum) number of events that can be pro-
cessed by a resource within any time interval of lenfyth
Given the functionsy which denotes the paiey, a*) and
3 which denotes the pai{, 8%) it is possible to compute

The increasing complexity of real-time and embedded — using purely algebraic techniques — bounds on system
systems has prompted the need for modeling and analysigroperties such as the maximum delay suffered by the event
techniques that go beyond those traditionally studiedén th stream and the maximum backlog of events in front of the
real-time systems literature. Many of these systems psoces resource. Further, it is also possible to compute (ozl/,
irregular data/event streams and rely on highly dynamic re- o) which denotes lower and upper bounds on the timing
source management policies that cannot be modeled usingroperties of th@rocesse@vent streama’ may now serve



as the input to the next resource which further processesstream andd’, .., that captures the bounds on the remaining
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this stream, and the output from which may be denoted asservice can be obtained!’,,,. can then be used as an input
o', As shown in Fig. 1, this procedure is repeated for all for the next resource, exactly as in the RTC framework and
subsequent resources until the timing propeuigg of the thus form the basis for a compositional analysis method.
output stream stream is computed. Similarly, A’,,, can be used to process other event/data

InFig. 1, PE1, ..., PEn denoten resources which pro-  streams. Further, we also show hoty,.,- and A, can
cess an input stream in a pipelined fashion. EB&h has be used to compute the buffer space required to store events
an input buffer which stores the incoming events waiting to waiting to be processed and the maximum delay suffered
be processed. As explained above, the service provided byoy the event stream. All of these questions involve the al-
eachPFE: is bounded by3;. Similar to«’/, it is possible to  gebraic techniques used in RTC along with standard state-
computes;” which denotes bounds on tmemaining ser-  space exploration.
vice, that can be used to process other event/data streams. To be sure, multi-mode RTCs are closely related in spirit
Apart from the buffer requirement and the delay suffered by to hybrid automata [10]. As a result there is straightfor-
the input stream at each resoutégs, it is also possible to  ward approach to obtaining the required analysis results by
compute the maximum end-to-end delay and the total buffertranslation into event count automata (ECAs) which may be
requirement in the system from the boundanda,;. viewed as a simple type of hybrid automata. However this
A Our Contributions wiII_invoIve high computational costs since ECAs are a fine

. . o grained state-based model. Hence we develop approximate

Du_e to its funct|0na_l naturg, ana_ly5|s in _the RTC frame- analysis methods which are more efficient. Our methods are
Wo_rlf involves alggbrauc manipulations \_Nh"_:h allows very conservative over-approximations. For instance the actua
efflc_u.ent computation of systgm properties in a fully COM- " maximum buffer fill-levels are guaranteedto be less than the
posmona}l manner. However, it does not allow the modeling upper bounds we provide. We use standard RTC techniques
of state qurmauonn a natural way. As a re;ult, com- 49 analyse the timing properties for a specific combination
mon scenarios such as the one where the service offered bY)f modes of an arrival and service automaton and combine
a resource d_epends on the fill-level (,)f a buffer cannot _be it with a state exploration technique similar to the one used
modeledi easily. Qn the other han,d’ fine-grained rmxjel'”%‘ordetermining the boundedness of places in Petri nets [11]
of state information, €.g. using timed automata [1, 8] or \ye 5150 identify the special case where the synchronization
event count automata [6] will often lead to state space ex-poyeen an arrival and service automaton is tightly bound

plosL(J)n when applled_to reallstlcdproblen;s. Tlo pndge this ’\év‘ic\? the help of external signals so that their mode changes
gap between expressiveness and ease of analysis, we exte ays take place together. In this so called synchronous

in this paper the RTC framework to include state informa- setting, the constructions are considerably simpler aad th

tion in a natural way while retaining the fundamental link to estimates become tighter. We also provide experimental

RTC. Our model is anulti-mode RTG_Nhe_r_e the arrival pro- validation of our approximate analysis methods using two
cess of an event stream or the availability of a resource are.,se studies

modeled as finite automata whose states are annotated with
arrival/service functions. Our new framework combines the B. Related Work
expressiveness of state-based models with the algebiican There are two broad lines of work that are related to the
compositional features of the RTC formalism. In partic- model and techniques proposed in this paper. The first is
ular, system properties within a singkeodeare analyzed concerned with task and event models that generalize clas-
using the RTC-based algebraic techniques, and state-spacsical periodic or sporadic event models and assumptions
exploration is used to piece together the results obtaihed a on the fixed execution time requirements of tasks. To-
gebraically for the individual modes. wards this, timed automata and related automata-theoretic
The system model in multi-mode RTC is the same as in formalisms have been recently used in a variety of setups
the RTC framework (shown in Fig. 1). The key difference to model and analyze task scheduling problems (e.g. see
is that the functions and3 are now replaced by arrivaland [1, 7, 8]).
service automatd .- and.A,..., respectively. Each mode To overcome the limitations of state-based modeling in
in Ay (Asery) IS annotated with an arrival (service) func- the RTC framework, we had proposeeent count automata
tion o, (8s) which represent bounds on the event arrivals (ECASs) [6] that retain the count-based abstraction used in
(service rates) in that particular mode. The triggering of RTC, but at the same time allows for the detailed modeling
transitions inA,,,- and A,., will depend on the amount of state information. Consequently, givenait is possible
of time spent in the current mode and by external signalsto constructEC A, such that ifo = nji,ne,... is an ar-
generated by the environment. rival pattern that is bounded hy, then EC' A, will accept
Given A, andA,.,, we show how the service automa- o. At the same time, any arrival pattesri = n},nj, ...
ton A’ .. that captures the timing properties of the processedthat is not bounded by will be rejected by the automaton

arr



ECA,. Heren; (n;) denotes the number of events that ar- techniques that ensure that no deadlines are violatedglurin
rive during the time intervdk; 1, ;). Hence, the language the transition periods. Such techniques consist of s@tabl
of EC' A, are strings of integers that denote event arrival mode changerotocols(e.g. to restrict mode changes only

patterns which are bounded by Similarly, the service  at pre-specified time instants, or allow only synchronous
availability 8 from a resource can also be modeled using mode changes), as well as analysis techniquesttify the

ECAg. feasibility of the system in the different modes and during
ECAs, although syntactically similar to timed automata the transition periods. _
(and in fact hybrid automata) useuntrather than clock In contrast to the above approaches, we make the sim-

variables that get incremented upon the arrival of events.plistic assumption of instantaneous mode changes. How-
They are semantically very different. In particular, in eon €ver, as mentioned before, the arrival and service fungtion
trast to timed automata which -in this setting- explicitly associated with our modes allow the specification of arbi-
record the arrival times of events , ECAs only record the trary event streams and resource availability which cannot
numberof events that arrive over any time interval. Of- be modeled using standard event models. Finally, our com-
ten this is an adequate and more appropriate abstraction foposmonal approach readily fits into the framework repdrte
modeling event streams and service availability. in [12] where a network of heterogenous components mod-
Different ECAs, representing event arrival patterns and €led as RTCs and event count automata were analyzed by
service availability can be composed to model systems suctcomputing suitable interfaces between.componen.ts of Q|f-
as the one shown in Fig. 1. The resultiBEA networks ferent types. Our framework however is more uniform in
can then be analyzed using standard state-space expﬂoratiothe sense all the components and data streams are modeled

techniques to verify whether delay or buffer constraines ar &S automata and the interfaces are also computed as (prrival
satisfied. automata.

ECAs are much more expressive than the arrival/servicec, Organization of the paper
functions used in RTC. They however suffer from the state
explosion problem and it is difficult to analyze good sized fra
networks of ECAs. Thenulti-mode RTdramework that
we propose in this paper can be seen as sitting between th
detailed state-based ECA modeling and the original RTC
framework that is completely stateless. Thus, our formal-
ism allows sufficient expressiveness, while mitigating the
accompanying state-space explosion problem.

In the next section we present our multi-mode RTC
mework. In particular, we define arrival and service
automata and their behaviors. In Section Il we develop
Bur analysis methods. After sketching the means for do-
ing exact -but expensive- analysis, we present in detail our
approximate techniques to compute maximum buffer fill-
levels as well as the output data stream generated by a pro-
R cessing element in the form of an arrival automaton. In
The second direction of related work focuses on extend- ggction IV we present experimental results using two case
ing models and schedulability analysis techniques from the 54,dies derived from an MPEG-2 decoder to validate the
real-time systems literature to accommodate more Complexaccuracy and the efficiency of our analysis methods. The

behaviors. For example, the framework presented in [4] al- ¢oncluding section discusses the prospects for extenidéng t
lows certain tasks to intentionally change their execution study of multi-mode RTC initiated in this paper.

periods; a type of mode change. The associated schedul-

ing technique then adapts the periods of the other tasks Il. A RRIVAL AND SERVICE AUTOMATA
within allowable limits in order to maintain a schedulable
system. Similarly, the model proposed in [15] allows a sys-

tem to be in multiple modes, where each mode consists Ofgjgts of 5 finite state automaton (FSA) in which each state
a set of tasks possibly overlapping with other modes. Thejg assqciated with a service function. Mode changes are ef-

system uses Rate Monotonic scheduling for all the modes.tg yeq py invariants associated with the modes as well as

The problemis then to select suitable parameters for all theg 515 associated with the transitions. These invariams a
tasks, such that the system is schedulable in all modes. 5 gyards are constraints based on time intervals. In ad-

Different mode change protocolsave been studied in  gjtion, we also use external signals and buffer fill-levels t
[9, 14] and have been classified in [13]. Here again, a sys-gpecify the guards.

tem consists of multiple modes, where each mode consists

of a set of tasks. A mode change is triggered by a modeA. Arrival and service functions

change request (MCR), and transitions from an old to anew As outlined earlier, the basic idea in Real-Time Calculus
mode take non-zero time. During this transition, the system (RTC) is to bound the number of data items/events that can
has tasks from both the old and the new modes, which mightarrive or be serviced within a specified length of time. An
produce a temporal overload. However, MCRs cannot ar-arrival functiona typically specifies, for a finite number of
rive during a transition period. The problem is to develop time interval lengthg\y, ..., A the maximum number of

We formulate here a multi-mode version of arrival and
service functions. Specifically, service automatoron-



events that can arrive amytime interval of length;. Such by the arrival functions of the present state are applicable

a specification capturescéassof arrival sequences(t) that In the formal definition of arrival automata that follow,
satisfy the following inequalities: denotes the set of non-negative integers &%d’ is the set
e(t+A) —z(t) Sa(A),VE>0A1<i<k of finite intervals oveiN. In other words, each member of
3 - 1) P — —

. . _ . INT isof the form[L, U] with L,U € NandL < U.
In fact, in RTC , one often describes an arrival pattern via a

pair of arrival functionga!, o) where the arrival patternis  Definition 1 (Arrival automaton) An arrival automaton

understood to be bounded by the inequalities: is atupled,, = <S, Siny 23, Inv, a, —>> where
A (A) < az(t+A:) —x(t) < (D), Vt>0AN1<i<k e Sis a finite set of states

Similarly, to model the varying processor bandwidth made @ si, € S'is an initial state

available by a resource, a pair sérvice functionss = ¢ Y is a finite set of signals

(5", 5") can be used to specify lower and upper bounds ;. g _. ;y7 s an invariant function associated
on the number of events that can be processed by the re- — wh 40 states whergw(s) = [Ls, Uy]

source within any time interval of a specified length. Let
c(t) denote the number of events that can be processed dur-
ing the time interval0,¢]. Such aserviceis bounded by

B = (3, Bv) if the following inequalities hold.

« is an arrival function that assigns to eashe S, a
pair of arrival functions(c,, a*) giving the lower and
upper arrival functions associated with

Bl(A) <elt+A) —e(t) < BUA), VE>0,A >0 e —C S xXxINT x Sisatransition relation.
A_gain, the t_)o_und on the seryice yvould typically be spec- d1(1) =2 oc'2(1) =3
ified for a finite number of time interval lengths. Now, ol(1)=5 04(1) = 14

given the boundéa!, o) on the arrival process of a stream
and the service boundg3?', 3*) offered by a resource,
[5] presented a calculus that allows us to compute (i) the
minimum buffer size required at the input side of the re-
source, (i) the maximum delay that can be suffered by an
event, (iii) bounds on the timing properties of {@cessed ' . 10]
stream and (iv) bounds on theemaining service. Fur- ) ’
ther, when a stream is processed by multiple resources (see Fig. 2: An arrival automaton. o

Fig. 1), these bounds can be successively transformed and\n €xample of an arrival automaton is shown in Fig. 2. It

the timing properties of the fully processed stream can beCaptures an event stream whose arrival patterns are gov-
computed in a compositional manner. erned by two modes. In the first mode - which is also the

However, as pointed out earlier, the calculus presentedinitial one - at least 2 events and at most 5 events arrive in

[5] is purely functional and can not model setups where the €Very time unit. In the second mode at least 3 events and
arrival patterns and the processing of a stream depend orfit MOst 14 events arrive in every time unit. Accordingly,

the stateof the system. a1 = (ak, ay) and there is just a single constraint, namely
_ for the time intervall with o} (1) = 2 anda¥(1) = 5. Sim-
B. Arrival automata ilarly, ap = (ab,a%) with a4(1) = 3 anda¥(1) = 14.

An arrival automaton models an incoming event/data Starting fromt = 0, at some time duringt, 6], events start
stream. It is an FSA where each stateas a pair of arrival  to arrive at a faster rate as signalled by the external signal
functions(al, a%) associated with it. When the automa- presumably generated by the network interface or the down-
ton’s current mode is, the number of events that arrive in  stream component generating this event stream. Notice that
any time interval of lengti\ is at least!,(A) and at most  there is no timing guard associated with the transition from
a¥(A). There is too an invariant in the form of atime inter- s, to so. Similarly, the states; does not have an invariant

S

val [L,, U] that specifies the minimum amount of tinig associated with it. To comply with the formal definition,
the automaton must spenddmmnd the maximum amountof  one can introduce and use the default gyérdo] for this
time U, it may spend irs after entering it. purpose. To complete our example, once the automaton en-

An input signal and a time intervdl, U] is associated  ters the mode., after2 to 10 units, the arrival rates slow
with each transitioris;, s;). The automaton can only take down to the one associated the magdand the correspond-
the transition on the arrival of the input signabnd pro- ing transition froms, to s; is signalled by the conjunction
vided it has been staying at for at leastL and no longer  of the arrival of the signal and the guard, 10].
thanU units of time. We assume that upon entering a new  We assume that the transitions are executed inrgent
state, all the bounds given by the arrival functions as¢edia fashion. If the automaton is in the modat timet and one
with the previous state are forfeited; only constraintegiv  of the outgoing transitions of is enabled then one of the



enabled outgoing transitions efwill be taken at. In case

output buffer as shown in Fig. 1. In the general case, there

more than one transition is enabled, the choice of which is one input-output buffer pair for each stream.

transition to take will be made non-deterministically.

An arrival automaton specifies a language of arrival se-

Assume a finite set of (positive) integer valued variables
B standing for buffers witiB ranging ovelss.

guences. By an arrival sequence we mean a sequence dBuffer constraintsA buffer constraint is a conjunctive for-

positive integers; cs . . . ¢; . . . wherec; represents the num-

mula of atomic constraints of the fori ~ n with B € B,

ber of events that have arrived during the unit time interval ~¢ {g, <, =,>, 2} andn € N. We use® g to denote the

[i —1,4). To bring this out, letv = (a!, a*) be an arrival
function witha! anda® specifying lower and upper bounds
for the set of time interval§A;, Ao, ... Ag}. Then an ar-
rival sequencaccordingto « is a sequence of positive inte-
gerscics . .. ¢, such that for eachandj in {1,2,...,n},

if i <jandj —i=A,, forsomem € {1,2,...,k}, then

o' (Ap) < (Cip1 + Ciga + - +¢5) < a*(Am).

Thus325 is an event sequence accordingatp specified
above, while3 4 6 is not.

Next let A,,.- be an arrival automaton as in Definition 1.
Then anexecution sequenagf this automaton is a finite
sequence of the form

Ity Ity as

ai Ttn—1 an
So——*89) —S851 ——*»S81 —> S2..

- Sp—1 ~=* Sp—1 —/ Sn
such thaky = s;,, and the following conditions are satisfied
for eachi with 0 < 7 < n:

e ¢, is a positive integer and;, is an arrival sequence
according to the arrival function,, _, associated with
the modes;_.

o t;, € ITL’U(Sifl)

e There exists a transitioQs;_1,a;,I,s;) €— such
thatt; € I.

We say thavy, 04, . ..oy, is the arrival sequence induced

by the above execution sequence. The set of all such ar-
rival sequences is the language of arrival sequences spec:

ified by the arrival automaton. For the example shown in

Fig. 2,3254711 122 is an arrival sequence correspond-

471112

. . 325 a
ing to the execution sequeneg -3 s; — s3 --»

So LN s1 2, s1. Onthe otherhan®9711254is notan

set of buffer constraints, ranged overpy

Definition 2 (Service automaton) A service automaton is
atupleAser, = (S, 8in, 2, Inv, 3, ® 3, —) where

e Sis a finite set of states
e s;, € Sis aninitial state
e Y is afinite set of signals

e Inv : S — INT is an invariant function associated
with the states, whergw(s) = [Ls, Us].

e (s an arrival function that assigns to eashe S, a
pair of service functiong3!, 3%) giving the lower and
upper service functions associated with

e —C SxXYxINTx®pgx Sisatransition relation.

The new feature is that a mode change can be also be con-
strained by the current fill-levels of the input and output
buffers. For defining execution sequences, we need to track
the current number of events in the buffers. This however
requires information about the arrival processes which are
depositing events into the input buffers and the service pro
cesses that are removing events from the output buffers.
Hence we do not work out the details here.

IIl. A NALYSIS TECHNIQUES

We consider now the multi-stage processing of an event
stream as shown in Fig. 1. Our objective is to analyze the
behavior of the system and determine properties such as
the maximum fill-level of the various buffers, the end-to-

end delay experienced by the input event stream, the timing
characteristics of the output event stream and the remain-

arrival sequence because in the second time unit, the systering resource at each stage after processing the event stream

must be ak; and hence there cannot events that arrive.

C. Service Automata

We start with the first stage where the input stream modeled
as the arrival automataA,,,- deposits events into the input
buffer B of PE1 which is then processed by the processing

A processing resource is modeled as a service automaelementPE1. The service provided bi#E1 in terms of the

ton.

Its syntax and semantics are identical to that of an number of events can be processed per unit time is mod-

arrival automaton except that the number of events that ar-eled by the service automatoty.,,. We wish to estimate

rive in a unit time interval is now interpreted as the number

the maximum fill-levels of the input buffeB and compute

of processor cycles (in terms of the number of events thatthe characteristics -in the form of an arrival automaton- of
can be processed) that are available in this time interval.the output stream being deposited into the buffér We

In addition, the transitions can also have guards specify-

ing linear constraints on the fill-levels of the input and-out

first sketch how these properties can be computed exactly.
In [6] we showed hovEvent Count Automata (ECAS)an

put buffers associated with the processing element. In thebe used to model arrival and service functions. Indeed, for
present instance, where we do not consider multiple dataeach arrival function we can effectively constructia@' A
streams, there is just one associated input buffer and onesuch that the language of arrival sequences accepted by the



ECA is exactly the set of arrival sequences defined by the Thus we permit as few service cycles as possible to be pro-
arrival function. Similar assertions hold for service func vided in a time interval of lengthsubject to the constraints
tions as well. It is easy to extend these constructions tospecified bys being satisfied.

arrival and service automata. Thus for each arrival (ser- We can now turn to the problem of computing the
vice) automaton we can effectively construct/afi A such maximum fill-level of the bufferB. We shall construct
that the two mechanisms define the same set of arrival (ser7, a finite tree whose nodes are of the formm =

vice) sequences. Furthermore, we also showed in [6] how(s, s', [L., Ux], 7, B;) withs € S, s’ € S’ and[L,,U,] €

a network of EC'As can be translated into a Petri net such INT. Further,r is the path from the root to, L, andU;,

that the set of reachable markings corresponds to the set oéire the earliest and latest time instants at which the system
reachable configurations of the network of ECAs. An ex- entersv, and B, is the maximum buffer fill-level when the
haustive analysis of this Petri net can reveal whether any ofsystem enters. We will compute for eachr the functions

the buffers can become unbounded. One can also determine, = (ol ,a%) andg, = (8., 3%) whereal (A) (8L (A))
-when all the buffers are bounded- the sequences of datanda®(A) (5% (A)) are the minimum and maximum num-
streams being deposited into the internal and output ksiffer ber of events that arrive (can be processed) in theAast

of the network. We can use these constructions involving units of time before the system entersfor 0 < A < U,.
networks of ECAs and Petri nets to determine the proper-It then follows thatB, < bufmaz(r), where

ties we are after. However this a computationally expen- def N ;

sive route and scalability is difficult to achieve. Hence we bufmaz (m) = O<HA11XUH{O‘W(A) — ()} (1)
propose below a more viable but conservative approximate N

The set of nodes df we wish to construct will be denoted
scheme.

asC and its edge relation by>-. It will be convenient to
A. A worst-case based ana|ysis technique define the transition relation—#g (S X S/) X (Z UX x

A
Let Ay = (5,8, %, Inv,a,—) be an arrival INT) x &(B) x (§ x 5"):

automaton describing the data stream being deposited o Supposes @l spanda € ¥ — Y ands’ € S’. Then
into the input buffer B of PE1. Let Asery =
(', 8}, X, Inv’, B, @3, —') be a service automaton de-

y2in

(s,s) ol (s1,5").

scribing the process cycles provided By 1 that processes , “"I"“," , , , ,
the evegnts arF;iving aB. We first describe a method for com- * Supposes a? s1anda” € X' — X ands € 5"
puting -approximately- the maximum fill-level d@. This Then(s, s’) Ly (s, ).

will then lead to the method for constructing an arrival au- . a,I' o'

tomaton that captures the processed data stream being de- e Supposes == s; ands’ —' sy anda € T NY.
posite_d into the output bu_ffd{s”. TQ start Wit_h, suppose we Then(s, s') a-,I_ﬂ_I;,ga/ (s1,8)). (if I = [L,U] andI’ =
are given an arrival function. which specifies constraints [L/,U"], thenI N I = [max{L, L'}, min{U, U"}]).

for the temporal length§ A, Ao, ..., Ag}. Suppose fur-
ther we are given a time interval= [L,U]. Thenwe can | this paper we focus on the synchronous case where

extenda with constraints for eache I as follows: an arrival automaton and a service automaton com-
o a(t) = a(Ay), ift <Ay municating through a buffer must always make thgir

. . moves together. The analysis for the general setting

° Oé(t):mm{oé(ﬁi)a Oglégt{oé(d)Jra(t—d)}}’ where arrival and service automata may make their
if A, <t<A; transitions asynchronously is done similarly with a

slight modification in the computation of the functions
associated with each node. The details are available at
http://www.comp.nus.edu.sg/ phanthix/papers/muliiefdr C.pdf
Thus we allow as many items as possible to arrive in atime  \\e start Withvy, = (sin, 5, [0,0],€,0) € C. As usual,
interval of lengtht subject to the constraints specifieddy . genotes the null path. We declarg to be anon-terminal
being satisfied. A similar extension is defined for the ser- noge. Furthermore, it is the root @F. Since no event has
vice functiong whose constraints are defined for the set of arrived,a, = 8. = 0.
temporal length§ A, Ag, ..., A} Supposev = (s, s, [Lx,Us], 7, B;) € C is a non-

o B(t)=0, fO<t< A terminal node withy(s) = (o!, a®) andg(s’) = (3, B%).

. ] Assume inductively thatv,, and ., have been defined
o B(t) = B(A)), ft=Af forl <i<Fk; for all sub-pathr’ of = that starts fromv;,. Suppose

o Bt) = max {f(d) + Bt —d)}, BA <t <Ai (o) %0f (5 ) witha € £ 1. The path to

ort > Al . (s1,8)) is thenwr. Let [L,U] = Inv(s) N Inv'(s') N I.

o at) = OI%lgIglt{Oé(d) +alt—d)}, ift> A



Roughly speaking,L, U] is the interval in which, if the sig-

nala arrives, then the transitiofs, s) wby (s1,87) can be
taken. Thus, the earliest and latest instants at which
taken arel, + L andU, + U. Since (i) there are at least
ol (r) and at most(z) events that arrive in the last
units of time before the system enterand (ii) the system
must stay inv for at leastL time units, the minimum and
maximum number of events that arrive in the ldstime
units before the system entedks, s} ) are computed for all
0 <A< U, +U asfollows:

o If A<L,al_(A)=al(A)anda® (A) = a*(A).
e Otherwise,
! _ _
= i (o) (6 )
L<A—I<U
ar (A) = o Jax {ai(z) + a"(A —2)}
L<A—2<U

Similarly, we obtaing,. by substitutinga: with 5 in the
above formulas. In addition, as the maximum buffer fill-
level when the system entersis B, the buffer fill-level
when the system ente(s, , s}) is at most

buf (Bx,s,s") def

- B'(A)}
Suppose3,, is the largest value dB that satisfies the buffer
constraintp. Combine with Eqg. 1, we obtain

By = min(buf (Bx, s, §'), bufmaz(n7), By).

Let A; be the smallest interval such that: (A,
l

oénf?U{B” +at(4)

) —

. -(Aq) satisfiesp and A, be the largest interval such
thata® _(Az) — B (As). Then, at all time points before
A1 and afterA,, the transitionr cannot be taken. Define
[Lrr,Urr] = [Le+ L, Uz + U] N[A1, As]. ThenL,, and
U, are the earliest and latest instant at which the system
enters(sy, s7).

We now addv, = (s1,81,[Lrr,Uxs], 77, Brr) @S @

node inC and (v, v;) as an edge ir>. We declarev; to
be anun-bounded terminalode in case there is an ancestor
nodeu of vy in 7 with u = (s1, s}, [Ls, Us], 0, B,) such
that (i) none of the guards associated with the transitions
from u to v; containsB < n or B < n for n € N and (ii)
K > 0whereK = asmmRX {a¥ (A) = BL_(A)} — B,.

In case (i) does not satisfy df < 0 we declare it to be a
normal terminalnode. Ifv; does not have an ancestor node
with the same state components, then it is deemed to be
non-terminainode.

Note in the above that il > 0, as the system cycles
through the path frona to v (denoted ap), the maximum
buffer fill-level each time the system entdks, s) is in-
creased by at leadt’. If none of the buffer guards of the
transitions inp impose upper bounds on the fill-level (i.e.
condition (i) holds), by cycling through an infinite num-
ber of times, the maximum buffer fill-level when the system

enters(sy, s} ) will become unbouded. On the other hand, if
K <0, the maximum buffer fill-level as well as the arrival
and service functions associated with the paths that repeat
p one or more time will be bounded by that ef Simi-

larly, if (i) is not satisfied, these functions are bounded by
the functions ofrw. Hence, we do not need to consider the
successor nodes of.

We then consider the next transition franor markv as
visitedif all out-going transitions fromv have already been
explored. We repeat the above process until all non-tedmina
nodes inC are visited.

We claim that7 is a finite tree whose construction ter-
minates after a finite number of steps. Suppose otherwise,
there exists an infinite path in 7. SinceS and S’ are fi-
nite, there are € S ands’ € S’ such that(s, s") appears
infinitely often in . This contradicts to the construction
that every node of = with the same state components as
that of its ancestor is a terminal node and is present exactly
once. Hence? is finite. Each non-terminal node tis
marked as visited exactly once, hence the construction ter-
minates after a finite number of steps.

Buffer fill-level analysis To compute the maximum
buffer fill-level of B, we declare the buffer to be un-
bounded if there is an unbounded terminal nod€ in If
not, we first compute the maximum fill-levebazbuf (v)

attained at each node as follows. Supposes =
(5,8, [Lr,Ux], 7, By) With a(s) = (a!,a%), B(s') =
(B, B%), Inv(s) = [Ls,Us] andInv'(s') = [Ly,Ug]. The

maximum number of events that arrive in any interval of
lengthA that ends when the system iswas

(A) Ogrgz%)[cjn{aﬁ(z)—i-a“(A—z) [0<A—z<U,}
whereU,, = min(Us, Uy ). This comes from the conditions
that at most(x) events arrive in the last units of time
before the system entersand at most*(A — x) events
arrive in A — z time units while the system is at Anal-
ogously, the minimum number of events that can be pro-
cessed during any interval of length that ends when the
systemis av is

AA) = min (3(@)+6'(A

Thus, the buffer fill-level when the system is atis at
/ — —

most mazbuf’(v) = peaBax {a®(A) — BL(A)}. In

is the maximum buffer fill-level when

u

Qy

—2)|0<A—2<U,}

addition, sinceB,

&he system enters, the buffer fill-level atv is at most

mazbuf” (v) = o max {B: + a*(A) — B(A)}. As a

result, the maximum buffer fill-level oB is mazbuf (v) =
max(mazbuf’ (v), mazbuf” (v)). It follows that the maxi-
mum buffer fill-level of B is the maximum ofmazbuf (v)
forallv € C}.

End-to-end delay analysis We compute the maxi-
mum end-to-end delay of the data stream basedZon
At any instant¢, the system is in some node =



(s,8,[Lyr,Ux),m) € Cwith L, <t < U, + U,. For all is [Ls,s',Us,s] = Inv(s) N Inv'(s’). The arrival func-
0 < A < t, the maximum number of events that arrive in tions associated witfs, s') is a(s, s') = (o, ,,, ) with
[t — A, t}is oif(A) and the minimum number of events that ! (A) = min{a!(A) | v € V, o} and ¥, (A) =

can/be procelssed [o— A’tﬂ' d]is 6,/(A +d) for Ul, — Y max{a¥(A) |veV,q}forall A €[0,U,]. The transi-
orv’ = (s1, 5, [Lar, U, ') € Csuch thatr C 7’ and 0 rejation— of A’ is defined using the edge relation
L _L”. < d. Letsucc(v, d) be the set of-aII S.‘UCM' Thu_s of 7 and the transition relation-». Specifically, suppose
the maximum delay of an event that arrivet & the mini- al o . o

mum ofd such that(A) < 8L, (A+d)forall 0 < A <t (s,s") =-» (s1,s}) is atransition in-» such that the set
andv’ € succ(v,d). As a result, the maximum end-to-end of all edges of7 that are constructed using this transition
delay of any event that arrives when the system is at a nodds not empty. Ther{(s,s'),a,I’, (s1,5})) is added to the

visdelay(v) = min{d | a¥(A) < B, (A+d) VO <A< transition relation ofd’,,.. with I’ = I N Inv(s) N Inv'(s").

Ur + U, AY V' € succ(v,d)}. The maximum end-to-end We note that oncel/,,.. has been constructed, it can be

delay of the event stream is then the maximurdaifuy (v) combined withA?,,,, the service automaton capturing the

forallv € C. service provided byPE2 to compute the maximum buffer
Arrival automaton of the output streatWhen the maxi- fill-level of the output buffeB’. Thus the system level anal-

mum buffer fill-level of the system is bounded, we can com- YSis of the whole cascade can be carried out in a composi-
pute an arrival automaton representation of the processedional way.

data stream being deposited into the output buffe(see Service automaton of the remaining service curvee
Fig. 1). To this end, we derive, and 5*, which give the service automatod’, ., that represents the residual service
lower bound on the number of events that arrive and the up-cycles of PE1 after processing the data stream arriving at
per bound on the number of events that can be processed id is the same asl;,,.., except that each state, s) is asso-

any interval of a given length that ends when the system s ~ ciated with a service functiofi,, .- which is computed sim-
atv for all v € C. This is done using similar arguments that ilarly to the computation ok, . Furthermore, each tran-
derivea® andg., described above. We then compute for all Sition ((s, s'),a, I, (s1, s1)) is additionally guarded with a

v € C the arrival function;, = (o), a} ) that bounds the  pyffer constrainty that comes fronts, s') “25 (s1, s}).

processed event stream when the system isas below. It can be derived from our analysis that the bounds we
Letv € C. Atany instantt when the system is at, obtain are conservative ones in that the actual bounds are
the number of events that are processefl in A, ¢) is at less than or equal to the ones we compute.

mostS%(A). Moreover, it is upper bounded by the maxi-
mum number of events that are processed in A — A\, t) . .
subtracted by the minimum number of events that are pro- We present two case studies to illustrate the effect of

IV. CASE STUDIES

cessedift — A — \,t — A)forall A > 0and\ <t — A. mode switching on the timing properties of a system. These
First, observe that at time— A, the system is either at case studies also serve to demonstrate that our approach im-
or some ancestor nodé = (sy, s}, [L/, Ux], 7', Bys) Of proves the performance estimates of realistic stream pro-
v such thatl.,, — L, < A. Thus, the minimum number of ~cessing systems. In the first study, we analyze an MPEG-
events that are processedfin A—\, t—A) is 5711,(/\)_ Sec- 2 decoder in which the processor operates at two different

ondly, the maximum number of events that are processed infrequencies. The mode switchings between the two fre-
[t — A — )\, t) does not exceed® (d) + 5%, (A + X — d) for guencies are steered by the fill-levels of the input bufier. |

all0 <d <A+ Xxandv” = (s, 85, [Lxr, Unn], 7", Brrr), the second study, we examine a system where its resource
7 Cx” CrandL, — L.» < d. As aresult, allocation is adapted to the arrival rates of the incoming
event stream. In both case studies, we analyze the maxi-
o (A) = Inin{ max { min {al(d) mum buffer fill-level of the buffer as well as the end-to-end
PEONIVETY N T ST ) delay of the input stream and compared the results against
vV o the monolithic RTC framework. Additionally, we use Event
+ BU(A+N— d)} _ gf},(,\)}, 53@)} Count Automata to compute the optimal solutions in order
to compare the relative accuracy of our and the RTC frame-
wherer, denote the path that leadsdan 7. Similarly, we works.
can also Computag andg forallv € C. A. Case study 1: An MPEG-2 decoder
Now let V ,» be the set of all nodes in C that con- Fig. 3 shows an MPEG-2 decoder application that is par-

tain (s, s’) as their state components. The set of statestitioned and mapped onto two processing elemé&#s and
S of the arrival automatord’,,.. is the set of all(s, s’) PE2. The processaPE1 runs the VLD and IQ tasks while

such thal/; . is non-empty, with(s;,,, s,,) being the initial PE2 runs the IDCT and MC tasks. The (coded) input bit-
state. The invariant associated with each state’) € S” stream enters this system and it is stored in the input buffer



B. The macroblocks irB are first processed b#E1 and

the workload functiony at the first PE, where(k) gives

the corresponding partially decoded macroblocks aredtore the minimum and maximum number of cycles required by

in the bufferB’ before being processed BE2. The result-
ing stream of fully decoded macroblocks is written into a
playout bufferB” prior to transmission by the output video
device.

! 1
: | B
- - !
input video__ “I @ ! “l @ ! ]]]D_.I:l output

stream ' 1 device

VLD +1Q IDCT + Mc \
1

VLD: Variable Length Decoding
1Q: Inverse Quantization

Fig. 3: An MPEG-2 decoder application.
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IDCT: Inverse Discrete Cosine Transform
MC: Motion Compensation
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Fig. 4: The multi-mode RTC model of the decoder in Fig. 3

arrives at a constant bit-rat€£1 operates at two different
frequencies depending on the state of the input buifelt
initially starts with frequency, and changesto a higher fre-
guencyf; whenever the fill-level of buffeB is more than
50% of its capacity.PE1 is guaranteed to maintain the fre-
quencyf; for up toT time units before switching back to
frequencyf, while PE2 is assumed to operate at a fixed
frequencyfs. In this system, we are interested in comput-
ing the maximum fill-level of the buffeB’ given the rate of
the incoming input stream, the clock frequencfesf; and

f2 of the two processors as well as the capacityBof

1. Obtaining the arrival and service functionsWWe col-

In the above system, the coded input event streanThe service functiom, =

any k consecutive macroblocks. By combiningand the
frequenciesf, and f;, we deduce the corresponding ser-
vice functionsi, = (8}, 3%) andB, = (3, p) for PE1.

(8%, %) that represents the pro-
cessing capability oPE2 is computed analogously using
the execution demands of the IDCT and MC tasks for each
macroblock and the frequendy.

2. Using Multi-mode RTC:The multi-mode RTC model of
the application is depicted in Fig. 4. The arrival automaton
A of the event stream has a single mode with no out-
going transitions. This mode is associated with an invarian
[0, o] and the arrival functiom: calculated above.

The service automatad,..., that modelsPE1 has two
modessy ands; associated with invarianf8, co] and[1, T']
respectively. The corresponding service functions oféhes
modes are the obtainely ands;. The transition frony, to
s1 is guarded by a buffer constraif > C, with C being
half the capacity oB. As soon as there are at ledsevents
in the bufferB, the automaton will switch fromg, to s; and
will stay there for at most" unit of times. UnlikePE1, the
secondPE has only a single mode that with the associated
service function being- and the invariant beinff), ).

To analyze the fill-level of buffeB’, we first compute
the arrival automatont’,,.. for the output event stream gen-
erated byPE1. This is obtained fromd .- and. A, with

the help of the analysis technique described in Section IIl.
The resultingA’,... is next composed with the service au-
tomaton.A’,,., of the second PE to derive the maximum

Serv

fill-level of buffer B’.

3. Using the standard RTC:Following the standard RTC
approach, the event stream is modelechas- (!, a*),

the arrival function described above. Since mode switch-
ing is not explicitly modeled in the RTC framework, the
maximum resource offered bf¥F1 is assumed to be the
upper bound ofs§ and 3} whereas the minimum resource
offered byPE1 is assumed to be the lower bound3jfand

lected execution traces of the different tasks by simulat- 3}. In other words, the service offered #B£'1 is modeled

ing their execution using a customized version of the Sim-

pleScalar instruction set simulator [3]. From these traces max{fj(4), 8

as the service functiog = (4!, %) such that3*(A)
{(A)} and B'(A) = min{g4(A), B (A)}

we measured the execution demands of the VLD and 1Qfor all A > 0. AS might be expected?E2 is modeled as

tasks for each macroblock in a video sequence while con-the service functiop,. Our analysis of this RTC model fol-
sidering (i) the constant arrival rate of the compressed bit lows the standard methods associated with the RTC frame-

stream at the input aPE1 and (ii) the number of bits allo-

work [5].

cated to encode each macroblock in the stream. Based od. Analysis ResultsFig. 5 reports the estimated maximum

these execution demands, we derive a funcii@r which
gives the number of macroblocks arrivingatduring the
time interval [0,¢]. From z(t), we computed the arrival
functiona = (a!, a*) of the input event stream according
to the definition of an arrival function in Section II-A.

fill-level of the buffer B as we increase the frequencies of
fo for (i) our multi-mode RTC method, (ii) the standard
RTC method, and (iii) the exact method using ECA. The
frequencyf; is chosen to bgy + 100 (Mhz) and the fre-

qguency fz is 600 (Mhz). The results shown here are ob-

Similarly, based on the obtained execution demands oftained for a fixed value of’. However, our experiments
the VLD and IQ tasks for each macroblock, we computed with other values ofl" show similar performance patterns



for the three methods. As shown in the figure, the fill-level

of the buffer get smaller as we move from left to right. This

reflects the expected behavior of the system in that, given a

fixed input stream, the fill-level of an input buffer is a de-
creasing function of the processor frequency. Observe that b

570

= Vulti-mode RTC

520 ECA ]
® Standard RTC
470 17 H8%8&" ()" >+, ="', - (b) Service automaton
420 | Fig. 6: The multi-mode RTC model of Case study 2.
370 - lower and upper bounds on the amount of time the automa-

ton can stay in this mode. A transition of the automaton

from s; to so and vice versa are indicated by the signals

270 andb. Accordingly, the service automaton changes between

two modess; ands), wheres} has the associated service

function3; = (8%, 3%) providing a lower level of service

0 oMMz 700MHe 0OMHz  900MHz and s}, has the associated service functign = (35, 3%)
providing a higher level of service. The service automaton

of the second PE has the same structure, except that the ser-

vice functions associated with its modes are different.

the maximum fill-levels of the buffer corresponding to the ~ The RTC model of the system consists of an arrival func-

multi-mode RTC is the same as the ones corresponding tdion a = (o', a*) and a service function = (3!, 3*) for

the ECA method. These values are always smaller than thagach PE such that*(A) is the maximum ok} (A) and

of the standard RTC method. This illustrates the chain ef- o/ (A) is the minimum ofal(A). 3 is as defined as in case

fect of mode switching inPE1 on the output stream and study 1. Fig. 7 shows the maximum fill-level of the second

subsequently the buffeB’. By capturing this characteris-

tic of the system, our multi-mode RTC method is able to

achieve the optimal results (as given by the ECA method).

On the other hand, the standard RTC's estimates are more - Standord FTC. © Multimode RTC

pessimistic.

320 -

220 +

Maximum fill-level of B1 (x 10 events)

Frequency of PE1
Fig. 5: Case study 1: Maximum buffer fill-level analysis.
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B. Case study 2

In this case study, we examined a system in which the @
resource offered by the processors is adapted to changes i
the average arrival rate of the incoming event stream using .
common signals. The system has the same architecture a
the previous case study with two PEs processing an even
stream sequentially. The event stream arrives at two differ 00 .
ent ratesR; and R,. The stream arrives at the rakg for
a minimum of L; and a maximum olJ; units of time be- 500
fore it switches to the other rate. Whenever the input inter-
face detects this change from one rate to another, it informs
the processor by emitting a signal. Upon receiving this sig-
nal, the processor will switch to the corresponding level of
service. Fig. 6 shows the arrival automaton of the event buffer for the multi-mode RTC and the standard RTC. In
stream and the service automaton of the first PE. As showrthe figure, each bubble denotes a fill-level of the buffer. The

800 4

700 4

PE2 Frequency (MHz)

T T T T
500 600 700 800 900 1000

PE1 Frequency (MHz)
Fig. 7: Case study 2: Maximum buffer fill-level analysis.

in the figure, the arrival automaton has two mosleands, larger its diameter, the higher the buffer fill-level. Obaer
which correspond to the two arrival rat&s and Rq, with that the bubbles corresponding to the multi-mode RTC fall
Ry < Ry. Each modss; is associated with an arrival func- nicely inside the ones corresponding to the standard RTC
tion o; = (aé,af) that is obtained based on the rdtg method. Similarly, the maximum end-to-end delay of the

using the method described in case study 1. Additionally, event stream for the multi-mode RTC and the standard RTC
s; is associated with an invariah;, U;] which gives the  are given in Fig. 8. We have not shown the corresponding

10



optimal values since they coincide with the multimode RTC processing element. In this case the automata that repre-
values. Thus our multi-mode version of RTC improves the sent the remaining service as well as scheduling policies
accuracy of the analysis -in comparison to the standard RTCwill come into play. It will also be interesting to establish

approach- significantly.
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methods for tuning the parameters of the arrival and service
automata in order to obtain the desired system level proper-
ties in terms of buffer capacities, end-to-end delays, etc.

It will be challenging but useful to establish bounds on
the degree of approximations (say, for buffer fill-levels)
as well as the time complexity of our analysis methods.
Finally, arrival and service automata appear to be an
expressive and convenient mechanism for describing the
interfaces of networks of processing elements and data
streams. Using such interfaces, one can begin to study the
compatibility of components; i.e. when they can be safely

Fig. 8: Case study 2: End-to-end delay analysis.
C. Efficiency Analysis [

To evaluate the efficiency of our method, we measured 2]
the average running time for computing the maximum
buffer fill-levels for the three methods. As might be ex- [3]
pected the standard RTC costs the least computational ef-
fort. The multi-mode RTC comes in next with an average
of 100 seconds. Not surprisingly, on the average, the ex- [5)
act method is an order of magnitude slower than the multi-
mode RTC.

In summary, we have demonstrated through our case
studies that while the simpler RTC model is computation-
ally efficient, it does not achieve high accuracy. Onthewothe [7]
hand, an exact method that explores the complete search
space often suffers from inefficiency. Our multi-mode RTC 8
is able to extend the standard RTC model in terms of ex-
pressive power while incurring acceptable additional com-
putational costs. This method enables a more accurate anal-!
ysis for systems that have state information which cannot
be exploited by the standard RTC while being much more [10]
efficient (but possibly less accurate) than fine graineéstat [11]
based models.

(6]

V. CONCLUDING REMARKS [12]

We have formulated here a state-based extension of RTC
called multi-mode RTC. The arrival and service automata [13]
that arise in this setting have a syntax very similar to that

) ) . [14]
of hybrid automata. They can describe complex arrival and
service patterns by associating an arrival or service func-
tion with each mode and using external signals, timing con- [15]
straints and -in the case of service automata- buffer con-
straints to perform mode switching. We have sketched how |,
exact analysis can be performed in this setting. We have
also provided a more detailed description of a worst-case
based approximate analysis method using which basic sys[m
tem properties can be computed accompanying with exper-
imental evidence to validate our analysis techniques. [18]

It will be interesting to explore this model in the setting
where multiple data streams are being processed by each

11

connected together via buffers with pre-specified capeiti
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