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Abstract

Realistic rendering of human facesand robust face recognition are two topics that
have wide applicability, ranging from video conferencingto ertertainment to security
systems. Consequetly they have received much researt attention in recen years.
Many proposedtechnigueshave advancedthe state of the art: in terms of rendering,
the synthesizedfaceimagesare of sud good quality asto be virtually indistinguish-
able from an actual photograph; while in terms of face recognition, current systems
work well enoughto be deployed at airports or city certers. Yet there are still a
number of de ciencies. On the one hand, many rendering techniques are ad hoc,
lacking in theoretical justi cation. For instance,there is no quarti able way to know
if the renderedimage is optimal. On the other hand, face recognition systemsare
not robust enoughto dealwith simultaneouschangesin illumination, headpose,etc.
Finding a unifying approad to deal with this problem appearsto be elusiwe. In this
dissertation, we introduce an approad for renderingfacesthat is principled, statisti-
cally optimal, and that possessese\eral good theoretical properties. A uniquefeature
of our approad is that we regard the shape of the face as an intermediate variable
only, and do not explicitly recoverit in the renderingprocess.We alsopresen a new
approad to facerecognitionthat takesinto accour the (limited) training data, that
is robust against illumination variation, and that has the potertial for robustness

against other kinds of variation.
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Chapter 1

Intro duction

In recen years,the elds of computer graphicsand computer vision have progressed
rapidly, aided by low-costand powerful computers. In computer graphics,renderings
have becomemore realistic, blurring the distinction betweenwhat is real and what
is arti cial. Indeed, the holy grail is to passthe graphics Turing test: fooling the
human obsener into believing that a computer-generatedmageor video is the same
as looking at the real scene. In vision, advancedtechniques allow us to recognize
and track objects, sothat we can understandwhat a sceneis composedof. In light
of recent security concerns,this is increasingly being applied to idertify and track
people,vehiclesand other human activities.

The succes®f graphicsand vision is not just becauseof better hardware allowing
the useof more computationally intensive algorithms, however. Thesetwo tradition-
ally separate elds have now learnt to useead other's techniquesto better solve their
own problems. Indeed,onemay view graphics(the production of realisticimagesfrom
a description of the objects in a scene)and vision (the inferenceof what objects are
in a scenefrom imagesof the scene)as but two sidesof the samecoin. This per-
spective is a powerful one, becauset enablesvision problemsto be solved using an
analysis-ty-synthesis approat on the one hand, and on the other hand for graphi-
cal imagesto be more realistically synthesizedafter appropriate analysis. Examples
include [Georghiadeset al., 2000, Zhao and Chellappa, 1999, Debewec et al., 1996,

Criminisi et al., 2004. This dissertation is in a similar vein: it showvs how statis-



tical learning (a method commonly employed in vision problems) may be used for
image-basedendering,and how, in turn, theserenderedimagesmay be usedin face

recognition (a challengingvision problem).

1.1 Overview

Let's take a bird's eye view for a momert. This dissertation dealswith two things:
image-basedendering and face recognition. Each of theseare researt elds in its
own right. The primary goal hereis to propose an approad for the former, and
the secondarygoal is to use image-basedrendering to attempt to solve the latter.
Figure 1.1 shaws this.

Image-basedendering,or more generally image-basednodeling and rendering, is
about generatingphotorealistic imagesunder novel viewing conditions using existing
images. The novel viewing conditions might meana di erent viewpoint (cameraan-
gleor pose),or di erent lighting, or even combining objects which werephotographed
separatelyinto the samescene.In cortrast to traditional computer graphics,image-
basedrenderingbeginswith photographstaken of the objects of interest, and proceeds
to output novel imagesof theseobjects. The assumptionbehind this processis that
the input imagesare of su cien tly good quality (photorealistic), and the goalis to
make the output imagesto be of comparablequality. Noisein the input imagesis
thereforenot an issue:evenif presen, the imageis still of acceptablequality. This is
unlike imagerestoration, in which the input imagesare clearly degradedin someway
(e.g.blurred or having low cortrast), and the goalis to improve the quality. The sim-
plest image-basedendering one can perform is to copy one of the input imagesand
make it the output image. This actually makessensef the output viewing condition
is the sameasthat of one of the input images. As we shall seelater, this simpleidea
is often overlooked in sophisticatedrendering methods.

Facerecognition,on the other hand, is about identifying a personfrom oneor more

IThis de nition is ours, but is basedon succinctly paraphrasing what various experts have said
in [Oel, 2004.



Figure 1.1: Overview of thesis.



imagesof his/her face. Theseimagesareassumedo be acquiredwith anormal camera
(as opposedto an infrared camera,or onethat usesother non-visible electromagnetic
waves). No assumptionis made about the quality of the image howewer. In fact, it

is a desirabletrait for a facerecognition systemto be able to deal with poor quality

images. For recognition to happen, the classi er> must rst be preserned with one
or more imagesof the personto be recognizedtogether with his/her idertity. This

is the training or learning stageof the classi er. During actual use (the task stage),
image(s) of the personto be iderti ed (called the task images)are preserted to the

classi er, whosejob is to comparethem with those it had previously learned, and
producethe correctidertity. The dicult y liesin the fact that the task and training

imagesof the samepersonmight be very di erent. For example,the head might be
turned in the task image, or the personmay have grown a beard when he had none
before.

In our overall sheme of things (Figure 1.1), we are proposing (1) a statistically
optimal approad to render faceimages,and (2) that theserenderedimagesare in
turn usedto augmern the training imagesfor the facerecognizer. A unique feature
of our approad is that the shape of the faceis regardedonly as an intermediate
variable, and not explicitly recoveredin the processof rendering. The statistics we
useare rst learnedfrom a Bootstrap Set®, whosesolepurposeis for the rendererto
learn how to renderfaces.It is not usedto train the classi er at all. But why bother
augmerting the classi er's training images?Becausedoing sowill make the classi er
more robust when the task imagesare di erent from the training ones. Theseideas

will be made clearerin the coming chapters.

1.2 Motiv ation

The motivation for this work arosewhenthe author originally looked at the problem

of automatedfacerecognition. Although researt in facerecognitionis into its fourth

2Used synorymously with \face recognition system" and \recognizer" in this thesis.
3This is usedin the senseof [Riklin and Shashuia, 1999, and not in the senseof the Bootstrap

Algorithm of [Efron and Tibshirani, 1993.



decadenow, the problemis not completelysolved [U.S. Departmert of Defense 2000,
Gross et al., 2001. The best face recognition systemsto date work well when a
faceto be recognizedis imagedin a near-frortal view, with xed facial expresison
and lighting | conditionsthat aretypically presert whenthe systemis rst trained.
Performancedegradesrapidly when the imaging conditions between training stage
and task stagedi er. In other words, today's systemsare not su cien tly robust. For
certain applications, this is not a sewere handicag, but for many others, robustness

is critical. The di cult vy liesin the following two facts:

(1) Variation problem. A person'sfacial appearanceis highly variable, being de-
pendert on many factors, sud asfacial expressionjncidert illumination, viewing

angle, etc.

(2) Limited training data problem. In many applications, only a few training
imagesof a personare available, from which a computer system must learn to
recognizethe samepersonwhenhe appearsunder (possibly)very di erent viewing

conditions.

Over the years, many researters have proposeddi erent techniquesto overcome
the variation problem (1), but not the limited training data problem (2). Indeed,
most researbersassumethat, short of acquiring more training images,which may be
di cult to doin someapplications, nothing can be doneabout the dearth of training
data. They have therefore largely ignored (2) and focusedon (1). Unfortunately,
this has not beensuccessful.One of the cortributions of this dissertation is that in
overcoming (2), we can also hope to solwe (1). The key ideato tackle the problem
of limited training data is to synthetially geneate them from the few that were
originally given. The key ideato solwe the variation problemis to synthesizetraining
imagesof ead personunder all possiblevariations, and then to usethis augmeried

set of original plus synthetic training imagesto build a better classi er.

4For example, in a situation in which a face recognition system cortrols accessto a building,
the conditions during image acquisition can be carefully controlled to achieve optimal performance.

Furthermore, the personbeing authenticated is likely to co-operate with the systemto gain entry.



1.3 Problem Statemen't

Sowe now have two problemsto deal with: how to syrthesizea faceunder di erent
viewing conditions, and how to designa classi er that takes advantage of all the
training imagesto recognizefacesexhibiting di erent variations. Theseare the twin
concernsof this dissertation. Ideally, we would also like to show that our analysis-
by-synthesis approad to facerecognitionis more robust to variations than all other
existing methods. But that would be a tall orderto ful ll, and unnecessarilytedious.
We will instead pare down the problem to show the basic principles and to dewelop

its theory. More speci cally, this dissertation will:

1. Introduce a new technique for image-basedenderingthat is statistically opti-
mal. This will be demonstratedin the context of rendering human facesunder
di erent illuminations, when given only a few input images(as little as one

image).

2. Prove someimportant properties of the technique, e.g.that more input images
will produce better quality output (or at least, more input imageswill not

degradequality).
3. Show how it can be extendedto renderfacesin di erent poses.

4. Explain how a facerecognition system(classi er) that is robust againstillumi-
nation variation canbe built from the augmerted setof training images(original

+ synthesized).

5. Prove that, under certain conditions, the construction of the classi er can be
done directly from the original input image(s), without synthesizing a single

image.

The work preserted here does not conclusiwely prove that our synthesis approadh
will completely solve the face recognition problem. But it does provide compelling
evidencethat our approad hasthe potertial to deal with other kinds of appearance

variation, somethingno existing method can claim to do.



1.4 Contributions to the Field

In terms of original cortributions to the elds of computer graphics and computer

vision, this dissertation makesthe following two:

1. Proposea new approad for image-basedenderingthat is statistically optimal,

and that possessese\eral important theoretical properties.

2. Demonstrate a new approad to face recognition that can achieve robustness
againstillumination changesandthat hasthe potential to dealwith other kinds

of appearancevariation aswell.

1.5 Road Map

The rest of this documert is organizedasfollows: the next chapter is a survey of the

literature in the elds of image-basedenderingof human faces,and facerecognition.
Chapter 3 then introducesthe theory of statistically-optimal image-basedendering,
and provessomeimportant properties. The theory is applied to render human faces
under di erent illuminations. Chapter 4 elaborates on the implemertation issuesof
our theory, while Chapter 5 providessomeexperimertal results, aswell asextending
the basictheory to render di erent poses. Chapter 6 shavs how a classi er that is
robust againstillumination changesmay be constructedfrom the augmerted training

set. An analysisis madeto shaw that, under the right conditions, onecan exploit the
mathemetical structure of the synthesis procedureand of the classi er to construct
the classi er directly, without syrnthesizinga singleimage. The nal chapter concludes

with a summary of our work, and a statemert of future directions.

1.6 Notation

Before we end this chapter, a word about the notation usedin this documert is in
order. Scalarvariableswill be denotedusing uppercaseor lowercaseitalicized letters,

sudh as A; B;x;y; . Vectorswill mean column vectors unlessotherwise indicated,



and will be denoted using lowercaseboldfaceletters, suc asx; . Matrices will be
denotedusing uppercaseboldfaceletters, sud asR; . Probability density functions
(pdf) will be denotedeither by Pr(x), or p(x), if x is a scalar,and by Pr(x) or p(x)
if X is a vector. Sometimesan m n matrix may be speci ed asA = [a; ], in which
caseq; denotesead scalarelemen, and the indicesi;j run from 1 to m, and from

1 to n respectively.



Chapter 2

Literature Surv ey

Researb in the elds of face modeling/synthesis and face recognition span se\eral
decades.lt is thereforedi cult to give an exhaustive review. Instead, we survey just
a few represemativesfrom eat eld to put our work in perspective, and to point to

alternative approadesto the sameproblem(s).

2.1 Rendering of Human Faces

Beginningwith the pioneeringwork of Parke [Parke, 1974, many techniqueshave been
proposedto model, synthesize and animate the human face [DeCarloset al., 1998,
Pighin et al., 1998, Zhang et al., 2001, Blanz and Vetter, 1999. The applications
are just asvaried: computer games,virtual reality simulation, human-computerin-
teraction, video conferencing,and facerecognition, to namea few. A good review of
renderingtechniquesmay be found in [Parke and Waters, 1996. One way to broadly
categorizethe di erent techniquesis by the intended application: whether it is for
computergraphics-relateduses(animation, synthesis)or for facerecognition. The key
di erence liesin (1) the minimum number of input imagesrequiredfor the technique
to work, and (2) whether the technique can take advantage of more input images,if
they are available. Graphics-relatedapplications typically assumethat multiple in-
put imagesare available from which to synthesizenew ones. On the other hand face

recognition requiresthat any syrnthesis method work with as few as a single input



image. This is becausein many face recognition scenarios,only one image of the
subject is available for training the systemor for recognition. Also, it may be argued
that graphics-relatedapplicationsdemanda high degreeof realismin the synthesized
images,whereasface recognition applications are more forgiving of small imperfec-
tions. The work presened in this thesisis motivated by facerecognition, and sowe
fall into the secondcategory Newertheless,we hope that our technique, or at least

the principles behind it, will nd good usewithin the graphicscommnunity.

2.1.1 Survey

There are a number of commonelemerts in the methods surveyed here, asillustrated
by the paper of Pighin et. al. [Pighin et al., 1999. The goal in this paper is to
renderrealistic expression®f an individual. The basicstepsare: (1) Fitting a model
to imagesof a personin di erent poses. This \recovers" the shape of the face. (2)
Computing the texture map. This is the color of the face. (3) Synthesizingimagesof
the personin novel facial expressions.

In the caseof Pighin et. al., the model usedis a generic3D geometric mesh
model. Fitting is done by manually marking correspnding feature points on the
input images( v e imagesin di erent posesare usedin the paper), recovering their
3D positions with respect to the model, and smoothly interpolating the other non-
feature vertices of the mesh. Note that the interpolation is really a regularization
step: sincewhat is recovered are the positions of the feature points only, the other
non-featureverticeshave ambiguouspositions. To dealwith this ambiguity, a smooth
interpolation sthemeis usedto estimate their locations so that they do not deviate
too far from what a facemeshshouldbe. The authors alsosuggestmarking additional
corresppndencedo further re ne the shape. This processis repeatedfor ead facial
expressionof the sameperson. Then, having recovered the shape for the di erent
expressionsthe texture map is then computed in a view-dependert manner. This
is to give greater realism to the syrnthesizedimages. Finally, new expressionsare
generatedby morphing betweenthe recovered expressions.

The output imagesgeneratedby Pighin's technique are very realistic: nely tex-

10



tured regions,sud as facial hair, eyesand earsare renderedvery well. The authors
alsoshow how a facial expressioncan be transferredto a di erent person,simply by
deformingthe correspnding meshverticesof the newsubject. The main drawbadk of
the technique is the laborious marking of correspnding feature points. To overcome
this, the authorsin [Zhanget al., 2001 adopt a slightly di erent method: they require
manual marking of feature points on only two input imagesof a subject. Subsequen
re nement and alignmert is donewith additional input imagesusing a model-based
bundle-adjustmen technique. The other stepsare also slightly di erent: model t-
ting is doneby imposinga linear model (PCA) onto the allowable deformations,and
texture extraction is donein a view-independernt manner. There is greater use of
computer vision techniques(epipolar constraints, bundle-adjustmern, etc.) herethan
in Pighin's method. Despitethe title however, Zhanget. al. do not show any facial
animation, but only headtracking and face modeling.

In the paper by Blanz and Vetter [Blanz and Vetter, 1999, a morphable3D model
is usedinstead. This is computed from the PCA of a set of 3D training data of real
human subjects captured using a laserscanner. The useof PCA constrainsthe model
tting to produceonly \allowable" faces(i.e. as allowed by the training set). This is
the regularization part. Both shape and texture are modeledin this way. Unlike the
two previous methods, this one works with as few as one input image, and can be
extendedto acceptmore inputs if available. A separatestep for texture mapping is
alsoperformedafter model tting, to correctfor illumination e ects andto obtain a
more accuratetexture. The resulting imagesare of very good quality, allowing even
limited facial expressiongo be renderedrealistically.

The three methods discussedso far rely on a 3D model of the face. This is not
the only possibility, of course. The next few methods deliberately avoid using 3D
models in favor of more direct image-basedor vision-basedmethods. For instance,
the Quotient Image of [Riklin and Shashia, 1999 is basedon the fact that human
facesare fairly similar and belongto the sameobject class. An illumination-in variant
ratio is computed, called the Quotient Image. This capturesthe albedo di erence

betweenthe subject and the bootstrap set. From this, the subject can be rendered

11



under di erent illumination. The assumption,of course,is that facesare Lambertian
[Jain et al., 1999 objects, and the extert to which this is true governs how realistic
the renderingsare. A secondmethod by Shaslua and collaborators [Avidan et al.,
1997 seeksto syrthesizeimagesunder novel posesdirectly from input imagesby
image warping. They usethe trilinear tensor, a generalizationof the fundamernal
matrix, which relatesimagesof a scenein three di erent views. With this, they are
ableto renderposeghat are quite far away from thosein the input images. Of course,
wherethere are occluded areasin the inputs, holeswill be generatedin the output.
The model in this caseis the trilinear tensor, a portion of which is estimated from a
pair of input imagesand the remaindercomputedon the y, dependingon the output
pose.

Another vision-basedmethod is that of Georghiadeset. al. [Georghiadeset al.,
2004. This usesphotometric stereoto recover the surfacenormals of the human face
(including albedo), and rendersthe faceunder novel illumination. The model in this
caseis the Lambertian equation [Jain et al., 1999. The authors also extend their
technique to render under novel posesby integrating the surfacenormals to obtain
the 3D depth of the face. Integrability constrains are imposedin this process.Note
that photometric stereorequiresa minimum of three input images. More inputs may
be used,sincethe surfacenormal recovery processis computedby a least-sqaurest.

The nal face rendering paper we will highlight is the Symmetric Shape from
Shadingmethod of [Zhao and Chellappa, 1999. This assumeghat frontal facesare
symmetric. The authors show that a unique solution for the surfacenormal is possible
in somecases,and proceedto synthesizethe face under frontal illumination (called
the prototype) which their face classi er usesto recognizepeople. Becauseof the
symmetry assumption,only one input imageis necessaryto recover the surfacenor-
mals. Unfortunately, their technique producessomerather hideouslooking outputs,
making the symmetry assumptionsuspect. Indeed, the paper by [Liu et al., 200]
provides strong empirical evidencethat real human facesare far from symmetric.
In fact, the degreeof asymmetry may be usedas a biometric to complemen other

recognition techniques.
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Of related interest is the recert paper by Koudelka et. al. [Koudelka et al.,
2001. This preserts a method to render imagesof objects with arbitrary bidirec-
tional re ectance distribution function (BRDF), from a xed viewpoint, but under
any illumination. This is basedon denselysamplingthe plenoptic function, and per-
forming the necessaryinterpolation. Although the method is generalin that it does
not make any assumptionabout the object geometryor re ectance properties, it does
require that many imagesof the sameobject under di erent single-sourcdighting be
available beforehand. We mention this paper even though it doesnot deal with ren-
dering of facesbecauseit highlights the following important and intuitiv ely obvious
point: If we could capture all the imagesof an object under all possibleilluminations,
then renderingunder a particular illumination simply meanspicking the correspnd-
ing one that we had captured. The problem of course,is that we don't have all
theseimages, so we resort to using models and heuristics to appraximately render
the output image. But now supmsethe desired output il lumination is indeed present
in one of our input images. Then regardless of whatevermodels or heuristics usel,
we shoulddemandthat the output image be simply that input image under the same
illumination. This is just a Consistencyrequiremen. Unfortunately, the methods
that we have just surveyed do not appear to guarartee this, or at least, the authors

have not madethe e ort to proveit. This brings usto the next section.

2.1.2 Comparison

Let us briey compareand corntrast our proposedrendering method with those sur-
veyed. Our method usesa statisical model and the fact that facesbelong to the
sameobject class. This makesit similar to [Riklin and Shashia, 1999, Blanz and
Vetter, 1999. We require a minimum of only one input image, but can work with
more if available. Only [Blanz and Vetter, 1999 hasthe same exibilit y; the others
require two or more imagesat the minimum [Zhang et al., 2001, Pighin et al., 1998,
Georghiadeset al., 2004, or elsecannot take advantage of additional inputs [Riklin
and Shashia, 1999,Avidan et al., 1997,Zhaoand Chellappa,1999. By far the great-

estdi erence betweenour method and the restis that we formulate the output image
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directly from the input images,without explicitly recovering the 3D structure of the
face. In fact, we arguethat the conventional two-stepmethod of rst recovering the
3D structure, and then renderingfrom that structure doesnot guarartee an optimal
output image,eventhough the individual stepsmay be optimal. We shawv that under
certain conditions, the two-step method can be optimal, but then it is equivalert
to our more generalone-stepapproad. Becausethe conditions for equivalenceare
fairly restrictive, it is unlikely that two-step methods are optimal in general,unless
they are designedto be so. Moreover, the techniques surveyed tend to usead hoc
methods for estimating various parameters(e.g. Head posein [Zhang et al., 2001.),
or for model- tting (e.g. In [Blanz and Vetter, 1999, the dominart eigervectorsare
estimated rst, and then held constart in subsequen iterations while minor eigen-
vectorsare computed.). In cortrast, our method adopts a more principled approad.
Our perspective is that the nal output is an image, and thus should be formulated
directly, rather than through various intermediate steps.

Another complaint againstall the methods surveyed s this: noneof them provide
any quartitativ e measureof the goodnessof their output. All of them rely on human
judgemer to assesshe realism of their renderedimages. To be sure,the humanis a
good judge of quality, particularly imagesof faces,and passingthe graphics Turing
test is thus a laudableadiievemert. Yet it is disconcertingto note that nothing more
guartitativ e can be said about the output image, whether or not it is optimal given
the input images. Someauthors (e.g. [Koudelka et al., 2001) usethe imagedi erence
(Euclidean or sum-of-squareddistance) to quartify image quality. This is a step in
the right direction, but the Euclideandistanceis not a reliable metric, asthe following
simple thought experimert will illustrate.

Supposewe have an image A, and a copy of it, B, diering only in the value of
one pixel. Further supposethat this pixel value di ers by a very large amourt. To
the human obsener, B will have excellenn image quality. The human eye is unlikely
to be sensitive to the di erence of a singlepixel. Yet the Euclideandistancebetween
the two imagescan be made arbitrarily large just by changingthe value of that one

pixel.
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To our knowledge, there is yet to be a quartitativ e metric that can measureim-
agequality, which is why human judgemert is still the preferredassessmenmethod.
Newertheless,it is desirableif any renderingmethod can be provento generate\op-
timal" images,for somereasonablede nition of optimality. It is even better if the
rendering method is provably Consistent, that is, if the output viewing condition is
exactly presen in oneof the input images,then the renderingmethod should simply
produce that input image as output. We will prove that under certain conditions,
our proposedmethod is indeed Consistert.

A summary of the papers surveyed is givenin Table 2.1.

2.2 Robust Face Recognition

Like face rendering, the task of automatic face recognition has been actively re-
searted for many years. For a relatively recert review, pleasesee[Chellappaet al.,
1995, Fromherz, 19994. Although great strides have been made after three decades,
the task remainsunsolved in general. Current systemswork very well whene\er the
task imageto berecognizeds captured under conditions similar to those of the train-
ing images. Howe\er, they are not robust enoughif there is variation betweentask
and training images[U.S. Departmert of Defense 2000,Grosset al., 2004]. Changes
in incidert illumination, headpose,facial expressionhairstyle (including facial hair),

cosmetics(including eyewear) and age,all confoundthe best systemstoday.

2.2.1 Survey

As a generalrule, we may categorizeapproatesusedto cope with variation in appear-
anceinto three kinds: invariant features, canonical forms, and variation-modeling.
The rst approat seeksto utilize featuresthat are invariant to the changesbeing
studied. For instance,the Quotient Image[Riklin and Shaslua, 1999 is (by construc-
tion) invariant to illumination and may be usedto recognizefaces(assumedto be
Lambertian) whenlighting conditionschange. The secondapproad attempts to \nor-

malize" away the variation, either by clever imagetransformationsor by synthesizing
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Table 2.1: Brief Review of Face Rendering

Reference Goal Tedhnique Remarks
[Pighin et al., 1994 Rendering facial | 3D geometricmodel. Es- | Multiple input im-
expression. timating feature points, | agesneeded.

interpolating non-feature
points. View-dependert

texture mapping.

[Zhang et al., 2001]

Rendering new

poses.

3D geometric model.
Estimating feature
points, model-based
bundle-adjustmert.
View-independernt  tex-

ture mapping.

2 or more input im-

ages.

[Blanz and Vetter, 1999

Rendering new
posesand illumi-

nations.

3D PCA model of shape
+ texture. Additional

texture mapping step.

Works with 1 or more

input images.

[Riklin and Shastua, 1999

Rendering new

illuminations.

Quotient Image: ratio of
image albedos. Lamber-

tian assumption.

Singleinput only.

[Avidan et al., 1997

Rendering new

poses.

Trilinear tensor.

Two input images

only.

[Georghiadeset al., 2004

Rendering new

Photometric stereo.

3 or more input im-

illuminations & | Lambertian assumption. | ages.
poses.

[Koudelka et al., 2001] Rendering arbi- | Dense  sampling  of | Many input images
trary object un- | plenoptic function. | needed.

der new illumi-

nations.

Interpolation.
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a newimage(from the giventask image)in some\canonical" or \protot ypical" form.
Recognitionis then performedusing this canonicalform. Examplesof this approadh
include [Zhao and Chellappa, 1999, Zheng, 2004. In [Zhao and Chellappa, 1999,
for instance,the task imageunder arbitrary illumination is re-renderedunder frontal
illumination, and then comparedagainst other frontally-illuminated prototypes.
The third approad of variation-modeling is self-explanatory:the ideais to learn,
in somesuitable subspacethe extert of the variation in that space. This usually
leadsto someparameterizationof the subspace(s).Recognitionis then performedby
choosingthe subspacelosestto the task image,after the latter hasbeenappropriately
mapped. In e ect, the recognition step recovers the variation (e.g. poseestimation)
as well as the identity of the person. For example, in [Edwards et al., 1999, a
parameterizedmodel called the Active AppearanceModel of 2D facial variation is
learnedfrom training imagesexhibiting di erent poseand expressionvariations. The
task image is matched using the usual model-matding technique (i.e. by iteratively
adjusting the model parametersand minimizing the di erence betweenthe image
renderedusing the model and the given image). The parametersare then compared
against those of known individuals. A similar approad is usedin [Blanz et al.,
2004, exceptthat the model is learnedfrom 3D data. In [Georghiadeset al., 200(,
an illumination coneis constructed per person, from at least three of the training
images. This modelsthe spanof possibleillumination variations. Recognitionis then
doneby determining the coneclosestto the task image. A slightly di erent method,
although along similar lines, is proposedby [Graham and Allinson, 1994. Here, the
trajectory of a faceas poseis changedis learnedby computing a suitable subspace,
in a way reminiscent of [Nayar et al., 19964. The unknown face is then projected
into the subspaceand the closesttrajectory determinesits idertity aswell as pose.
As a nal example, [Wiskott et al., 1997 describes a more sophisticated scheme.
Facial featuresare rst computedat variouslandmarkson the face,and their relative
positionsencaled in a graph (called the Elastic Bunch Graph, or EBG). To recognize
a face,the samefeaturesat the samelandmarks are computed, along with its EBG.

A newdistancemetric is then introducedto comparetwo EBGs. The EBGs of known
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individuals are comparedwith that of the unknown face, and classi cation is made
using the closestmatch. The construction of the EBG provides robustnessagainst
posevariation of about 22, accordingto experimerts conducted by the authors.

Table 2.2 summarizesour survey.

2.2.2 QObserv ations

Despitethe plethora of techniques,facerecognitionremainsadi cult, unsolvedprob-
lem in general. While eat of the above approatesworks well for the speci ¢ varia-
tion being studied, performancedegradesrapidly when other variations are preser.
For instance, a feature invariant to illumination works well as long as poseor fa-
cial expressionremains constart, but fails to be invariant when poseor expression
is changed. This is not a problem for someapplications, sud as cortrolling access
to a securedroom, sinceboth the training and task imagesmay be captured under
similar conditions. Howewer, for general, unconstrainedrecognition, none of these
techniguesare robust enough. Moreover, it is not clearthat di erent techniquescan
be combined to overcomeead other's limitations. Sometechniques, by their very
nature, excludeothers. For example,the Symmetric Shape-from-Shadingmethod of
[Zhao and Chellappa, 1999 relieson the approximate symmetry of a frontal face. It
is unclear how this may be combined with a technique that dependson side pro les,
wherethe symmetry is absert.

We can make two important obsenations after surveying the researat literature:
(1) There does not appear to be any feature, set of features, or subspace,that is
simultaneously invariant to all the variations that a face image may exhibit. (2)
Given more training images,almost any technique will perform better. Thesetwo
factors are the major reasonswhy face recognition is not widely usedin real-world
applications. The fact is that for many applications, it is usualto require the ability
to recognizefacesunder di erent variations, even when training imagesare se\erely
limited. Thesetwo factors alsosuggestthat a di erent approad is neededto succeed
at facerecognition| onethat takesinto accourn the lack of training imagesaswell as

the variation in appearance.As canbe seenfrom the literature surveyed here,aswell
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Table 2.2: Brief Review of Face Recognition

Reference Variation Tednique Remarks

[Riklin and Shashua, 1999 lllumination lllumination- Easy to compute.
invariant feature:

Quotient Image.

[zhao and Chellappa, 1999 lllumination Prototypical image | Prototype images of
under frontal illum. | poor quality. Symme-
Uses Symmetric | try assumption sus-
SFS to generate| pect.
prototype.

[Edwards et al., 1994 Pose & ex-| Active Appearance| Estimation of param-

pression Model. Classi ca- | eterscan be slow.
tion using recovered
model parameters.
[Blanz et al., 2002 Pose & illu- | 3D Morphable | Classication perfor-
mination Model. Classi ca- | mance dependert on
tion using recovered | estimation accuracy
model parameters.

[Georghiadeset al., 2004 Illumination Illumination cone. | Requires at least 3
Cone closest to | training images.
unknown face deter-
mines identit y.

[Graham and Allinson, 1994 | Pose Trajectory in pose| Requires many train-
subspace. ing images to prop-

erly sample trajec-
tory.

[Wiskott et al., 1997 Pose & ex- | Elastic Bunch Graph. | Computationally in-

pression Novel distance met- | tensive. Cannot han-

ric. Closestgraph de-

termines identit y.

dle large pose varia-

tion.
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asthosein other surveys[Chellappaet al., 1995, Fromherz, 1994, most researtiers
ignorethe limited training data problem and focusinstead on the variation problem.
Our proposedmethod attempts to tackle both problemsat once,and although not
conclusiwe, we provide evidencethat ourshasthe potential to be robust againstmany

more kinds of variations than the state-of-the-art.
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Chapter 3

Theory

Having surveyed the literature, we now introduce the theory of statistically optimal
image-basedendering. To make things concrete,we will demonstratethe theory in
the cortext of rendering human faces,although our approad is applicable whereer
one can obtain class-basedtatistics for the object to be rendered. We will descrike
the theory in a top-down fashion,i.e. from the most generalform to the more speci c
case. Along the way, we will be explicit about the assumptionsmade. We feel that
in this way, the reader can better understandthe trade-o s we are making, be able

to improve upon our theory, and apply it to other areasas well.

3.1 Problem Description

Our renderingproblemis this:

Rendering Problem. Given K images,i;::: ;ix, of a personun-
derilluminations s;;::: ; sk, renderthe samepersonunder a (possibly

di erent) new illumination, sp.

For simplicity, we will work with 8-bit gray-scaleimageswith integer pixel values
between 0 and 255, and consideronly the caseof a single point light source. We
assumethat the K input illuminations are all di erent and unknown. We want our

rendererto work with asfew as K = 1 image, but be able to handle more input
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imagesif they are available. The crucial requiremen hereis that the identity of the
personmust be presened, that is, the renderedoutput imageiy under illumination
So must look like the personin the input images. Again for the sake of simplicity, we

will rely on human judgemert to determine how good the resenblanceis.!

3.2 Desirable Prop erties

We beginwith a list of desirablepropertiesthat any image-basedenderingtechnique
ough to have. Looking at the current state-of-the-art, we lamert that many existing
techniques,although they produceimpressiwe results,do not necessarilypossessiseful
theoretical properties. For some,proving theseproperties may be too di cult; while
for others, the authors have simply not made the e ort to do so. As mertioned
previously many researbers simply rely on the graphics Turing test as a measure
of how well their methods work, without anything more quartitativ e. Or elsethe
Euclidean metric (sum of squareddi erence) is usedto comparea synthesizedimage
with the actual one, which as we have showvn in our simple thought experimert in
the previous chapter, is not a reliable measureof visual quality. Besidesquality, we
should alsobe concernedabout how well a technique works when given more or fewer
input images. If our renderingmethod canbe shaovn to possessheseproperties, then
we can be more con dent about its performance. The desirableproperties are listed

in Table 3.1.

1can facial resenblance be quartitativ ely measured? One solution is to use a face recognition

system. But as mentioned in Chapter 2, today's systemsare not terribly robust against changesin
lighting, sothis solution will not work reliably. In fact, it is a secondarygoal of this dissertation to

proposea classi er that is illumination-robust.
2By unique we meanthat the input imagesshould not be mere copiesof one another, but di er

in somemeaningful way.
3By exactwe mean that the rendered output image should have no error when compared with

an input image under the sameillumination.
41t may be argued that Consistencyis not necessarilya desirable property, becauseas long as

the output image is \close enough” to the actual imageto fool the human obsener, no one can tell
the di erence anyway. Quite true. Howewer, it is common practice in image-renderingreseart to

obtain a more quantitativ e measureof image quality by computing the Euclidean distance between
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Table 3.1: Desirable Renderer Prop erties

Parsimon y The renderingtechnique shouldbe ableto work givenany

number of input images,including just a singleimage.

Optimalit y Its output image should be \optimal”, where \optimal-

ity" may be appropriately de ned.

Progressiv eness The technique should produce better output when more
unique? input imagesare given. Or at least, the output

should not worsenas more input imagesare available.

Consistency The technique should produce the exacf output image
if the output illumination is exactly the sameasthat of

one of the input images?

3.3 Stochastic Mo del

We model the problem as follows: we supposethat an image of a faceis generated

by a stachasticimage formation modet
i=f(N;s) (3.1)

wherei is the image,f is the imageformation model, N capturesthe identity of the
person,and s is the illumination. The use of a stochastic, i.e. statistically random,
model allows us to abstract away details that aretoo complicatedto model, or things
that we simply cannotaccoun for. This di ers from traditional renderingtechniques
in computer graphics,in which renderingis treated asa deterministic function. Thus,
given a number of input imagesiy;::: ;ix under unknown illuminations s;;::: ;Sk,
we can ask for the statistically optimal output imageio under illumination sy. Note
that ead of the imagesi; is generatedby the stochastic processf (N;s;). Note also

that the sameN is usedto generateead image,becausenve want imagesof the same

the renderedimage and an actual image captured by a camera. The assumption here is that the
camera's image is ideal. Consistency is just another way of saying that the Euclidean distance
should be zero whene\er the desired output viewing condition is presen in one of the input images

(assumedto be captured by a camera).
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personunder di erent illumination.
What do we meanby \statistically optimal"? The most obvious interpretation is

the maximum a posteriori prokability (MAP) image:

I = argmaxPr(igji1;:::;ik;So) (3.2)
vz Z
= argmax Priojis; i ik ;So;S1;: % ;Sk)
lo
Pr(sy;:i:;Skjin; it ik ;So)dsy:i:dsk (3.3)

But it is alsocommonpractice to usethe expected image:

i = Eio[iojil;::: ik ; So] (3.4)

ioPr(iojis;::: ;ik;So)dio

As for which is the better interpretation: MAP or expected,a lot dependson the
resulting probability density function (pdf). Asking for the MAP imagemakessensef
the pdf is unimodal, and hasa strong peak. On the other hand, it is better to compute
the expectedimageif the pdf hasmultiple maxima, or hasa large at regionnearthe
peak (becausethe peak may be sensitive to noise). Of course,the expected image
could occur wherethe pdf is near zero, that is, it is an imageof very low probability.
In such cases,one could argue that the MAP image, (or any MAP image in the
caseof multiple maxima) is preferrableto a near-impossibleexpectedimage. Beyond
these heuristics, it is largely a philosophical question which is better. Either way,
note that both formulation do not explicitly recover the unknown input illuminations
S1;::: Sk, hor the unknown identity N. There is no needto do sobecauseour nal
result is another image. The unknown quartities are merely intermediate variables
Our approad thusdi ers from many of thosereported in the literature [Georghiades
et al., 2000,Blanz and Vetter, 1999, Liu et al., 2000,Pighin et al., 1994 which adopt
a two-stepsolution: rst, the 3D structure (or somepseudo-shap information) of the
faceis recovered, then imagesare subsequetly renderedfrom this structure. There
is no guarartee that thesetwo-step methods produce an optimal output image, even
if eat of the two stepsis optimal in itself. Our approad avoids this problem by

formulating the statistically optimal output imageright from the beginning. In fact,
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we will shav that the two-step approad can be optimal under the right conditions,
but then it is equivalent to our more generalapproad.

At this point, very little can be done with Equations (3.2) through (3.4). We
needa little more structure to the conditional pdf: Pr(igji1;::: ;ik;So). TO proceed

further, we assumethat the joint pdf of the input and output imagesis Gaussian,i.e.

Pr(io;ig;:::;ik]So;S1;:::;8¢) = Gauss( ; ) (3.5)

= —————exp

[det2 )=

o
where zzgiz;
2 3

and =4

2
EE(IO)

E('k)
Rxx ny5 :
RyX Ryy

This notation requiressomeexplanation. Each imagei; is represeted asad 1
column vector. This may be done by a simple row-order scan of the image, for
instance. Ead illumination s; is written asa 3 1 column vector. This usesthe
coordinate systemde ned in Section4.1. The vector z is obtained by stading all the
image vectors on top of ead other, and the meanvector is simply the vector of

individual expectations. Finally, the covariancematrix  is written asa partitioned

matrix, whosecomponerts are computed as follows:
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Rxx = E[lic  o)(ioc o)1
Ry = (Ry)” = E[(lo o)y )7
Ryy = g[(xg DY )7L

i1
wherey is the lower part of z: vy § : z X
ik
(3.6)

Note that eady meanvector ; is a function of the correspnding illumination s;.

j
Hencethe overall meanand covariancematrix are alsofunctions of the illuminations:

= (so;iii;sk)and = (Sp;:ii:;Sk). In other words, we are modeling the im-
agesasa stochastic processgeneratedby a family of Gaussianpdfs. This is similar to
the conceptof Wide-SenseStationarity (WSS)[Therrien, 1994. We are lessstringent
howewer: in a WSS stochastic processx(n), the statistics at ead n areidentical, that
is, generatedby the samepdf; whereaswe require only that ead x(n) be generated
by a family of (possiblydi erent) Gaussianpdfs. Our modeling is alsosimilar to the
Markov Random Field (MRF) [Li, 1995. But again, we are lessstringent becausewe
do not imposeany neighborhood constrairts. Note further that our assumption of
Gaussianpdfsis an arbitrary one. We did not chedk empirically if this assumptionis
valid. Other pdfs may be substituted without a ecting our approad in principle. We
chose Gaussiansbecause(a) they are governed by only two parameters(mean and
covariance), making learning easy and (b) they tend to give rise to analytical expres-
sionsthat are easily manipulated. This allows us to prove someuseful properties, as
we will show in Section3.6.

The readermay well wonder: Where do these Gaussianparameterscome from,
sinceall we have sofar areimages?The answer is the Bootstrap Set. This is a set of
faceimagesfrom which we will learn the various statistical parameters. Section4.2
will provide more details on this. Intuitiv ely, the ideabehind our approad is to learn

somethingabout facesin generalfrom a known set, and then to apply this (statistical)
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knowledgeto renderfaceswe have never seenbefore. This exploits the fact that faces
are fairly similar in general: eyes and nosesand mouths are in roughly the same
relative positions, and have roughly the sameshape and color. That is to say, faces
belongto the sameobject class,whosegeneralstructure can be learnedfrom a small

set of facesand usedto predict those of other facesnot yet seen.

3.4 Rendering Algorithms

Having made this assumption, we now need an expressionfor the conditional pdf
Pr(iojie; i ;ik;S0;S1;::: ;S ). To do this we invoke the Gauss-Marlov Theorem
[Scharf, 1991:

Gauss-Mark ov Theorem. Let x andy be random vectorsthat are

jointly distributed accordingto the Gaussianpdf:
02 31 02 3 2 31

X R R
Pr@4"5A = Gauss@4 *5 :4 YBA (3.7)
y y Ryx Ryy

Then the conditional distribution of x giveny is:
Pr(xjy) = Gauss(m;Cp); (3.8)

wherethe subscript\ " is usedto indicate the pdf variable,

andwhere m =, +RyR, (Y )

Cm=Rx RyR, Ry

Moreover, the \estimator* m and the \error" e 2 x m have the

following properties:
1. Pdf: m  Gauss( ,; RyR,;/Ryx)
2. Pdf: e Gausg0;Cy,)

3. e is uncorrelatedwith the obsenation y: E[e(y wl=0
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Substituting Equation (3.8) into the rst term of Equation (3.3), we get:
zZ Z
I = argmax Gauss,(m;Cn)
lo

Pr(sy; i ;Skjin; it ik ;So)dsy:i:dsk (3.9)

In other words, we are looking for the made of a mixture of Gaussians.The mix-
ture weights are given by Pr(s;:::;Skji1; ik ;So). Sinceead s; is a cortinuous
variable, this mixture is in nite. In general,there is no easyanalytic form for nding
the mode of a Gaussianmixture , although special casesare reported in the litera-
ture [Carreira-Perpinan, 1999, Howeer, if we assumewe can generatesamplesof the

illuminations s;;::: ; sk, we may usethe following Monte Carlo procedure:

Algorithm 1. Computing the MAP image:

1. Input: imagesiy;::: ;ix underunknown illuminations s;;::: ;Sk .

Preprocesshe imagessothat the facesare cropped and certered.

2. Draw marny sets of samples fs{”;:::;s”g from the pdf
Pr(si;:::;Skji1;:::;ik;So). Section4.4 explains how this can
be done.

3. For eath sampleset, draw many samplesi; from the conditional
pdf Gauss (m;Cr,). Note that m and C, are parameterizedby

the illuminations sj(p).

4. Collect all samples; and computethe histogram (with somesuit-

able bin size).

5. Output: Find the mode, i.e. the bin with the highestfrequency

If, instead, we are interested in the expected output image, then the procedure

becomes:

I = Ej,liojiz; it ik Sol

= Ersgl Eigliojis; it ik Soisyiirsk] ]
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wherethe inner expectation is takenwith respectto i, with all the illuminations fs;g
held constart, and the outer expectation is taken with respectto fsjg. The rst
expectation is readily computed: it is just the mean of the Gaussianof Equation
(3.8). Thus:

= By glmjis;iiijik;so] (3.10)

Again, weresortto a Monte Carlo techniqueto evaluate this expectation. The idea

R
hereis to approximate an expectation with a nite sum: E4[g(X)] = g(Xx)p(x)dx

Mi jM:1 a(x;), whereead x; is drawn from the pdf p(x). Hence:

Algorithm 2. Computing the expectedimage:

1. Input: imagesiy;::: ;ix underunknown illuminations s;;::: ;Sk .

Preprocesshe imagessothat the facesare cropped and certered.

2. Draw M sets of samples s(lp);::: ;sff) from the pdf
Pr(si;:::;Skji1;::: 1k ;So). Section4.4 descritesa method for
this.

3. For eahh sampleset, computem; = | + nyRyyl(y y) ac-

cording to Equation (3.8).

P
4. Output: Compute the averageMi jM:1 m;.

Both algorithms depend on the ability to draw setsof sampless{;::: ;s from
the pdf Pr(sy;::: ;skji1; i ;ik;So). How dowe do this? We postponethe discussion
of this until Section4.4, and cortinue instead with our theoretical developmen. We
have yet to shov how the image formation model (Equation (3.1)) relates to the
Gaussianpdf (Equation (3.5)). Wetakethis up in the next section,and then complete
this chapter by proving the properties of our stochastic model. But rst, a special

case.
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3.4.1 Special case (known illuminations)

The two Monte Carlo procedures(Algorithms 1 and 2) are necessarybecausewe
do not know the input illuminations s;;::: ;s . If we happento know these,then

Equation (3.2) becomes:

argmaxPr(ioji1;::: ik ;S0;S1; 0 ;Sk) (3.11)
1o

argmax Gauss,(m;Cp) , from Equation (3.8)

m , sincethe mode of a Gaussianis its mean

= X + nyRyyl(y y) (312)
Another way of seeinghis is asfollows: knowing the input illuminations s;;::: ;S
meansthat the pdf Pr(sy;::: ;skji1;::: ik ;So) isaDirac deltafunction. The integral

in Equation (3.3) now simplies to Equation (3.11), from which Equation (3.12)
follows.

The expectedoutput equation (Equation (3.4)) simpli es to the sameexpression
too, sincethe mean of a Gaussianis also its mode. Therefore, once we know the
input illuminations, both the MAP output and expected output are one and the
same,and there is a direct analytic expressionfor the output image. We may thus
be tempted to rst estimate the input illuminations, and then use our estimatesin
Equation (3.11) to directly compute our output, thereby avoiding the needto use
Monte Carlo simulation. But this canleadto error. Whatever estimation procedure
we useto computethe input illuminations, there is bound to be someerror assaiated
with it. In other words, our estimatesare themsehesrandom vectors, with their own
pdf. This meansthat Pr(s;;:::;Skji1;::: ;ik;So) IS not a Dirac delta function and

we cannot avoid integrating Equation (3.3).
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3.5 Image Formation Mo del

Up until now we have beenworking in fairly generalterms. We demandedno other
conditionson the imageformation model, Equation 3.1, other than it generatea Gaus-
sian random vector. We will now elaborate further and shav how sud a Gaussian
imageformation model may be realizedin practice.

Perhapsthe simplestimage formation model we can useis the augmened Lam-

bertian model [Jain et al., 1995:

i(X)=nx)"s+v (3.13)

which saysthat at pixel position x, the pixel intensity, i 2 R, is relatedto dot product
of the surfacenormal (including albedo) at that pixel, n 2 R3, and the single light
source,s 2 R3, plus an \error" term v 2 R. The purposeof this term is to capture
the deviation of an imagefrom the Lambertian model, such as shadavs and specular
re ections. Notethat v = v(x; s), i.e. it isafunction of both the pixel position and the
incident illumination. This makessensebecausevhereshadavs or specularitiesarise
depend on the illumination. If we model n asa Gaussianrandom vector ®> with mean

, and covarianceC,, and v alsoas a Gaussianrandom variable, independern of n,
and with mean , and variance 2, then Pr(ijs) = Gauss(s”

. 2
nt viSChst+ ).

Collecting all the pixels into a vector, we can then write Equation 3.1 as:
i=f(N;S)=N"s+v (3.14)

wherei isad 1vector,N isa3 d matrix whosecolumnsare the surfacenormals
and albedo,sisa 3 1 vector represeting the singlelight sourceat in nit y, and v
isad 1 deviation vector.

Equation (3.14) is hard to work with, becauseit is a high dimensional vector:
typical faceimagesare 100 100 pixels, sothat d = 10000. This posestwo prob-
lems: (a) covariance matrices of sud large vectorswill be of sized?, which requires

appraximately 800 Mb of storage,and (b) estimating sud a large covariance matrix

5This is really n(x), but we drop the (x) for notational corvenience.
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requiresfar too many training imagesthan we canreasonablyobtain. Sofor the sake
of tractabilit y, we have to reducethe dimensionof the vectors. One way is to assume
that n(x) at pixel x is independert of n(y) for other pixelsy. Likewisev(x;s) is
independen of v(y;s). This meansthat we treat Equation (3.13) at ead pixel inde-

penderly of other pixels. Let's now revisit Equation (3.5) and rewrite it for every

pixel x. Let z = [ig(X);i1(X);::: ;i (X)]”. Then:®
Pr(zjso;s1;:::;8¢) = Gauss( ; ) (3.15)
where =[ o 1;::0; kI
= [233 nt ovoriiniSk ot vl
and =4 Mg
Fyx  Ryy

Note that we have used () to denotethe mean deviation evaluated at illumi-
nation so. Exactly how this is computed will be the topic of Section4.3. Likewise
5(0) denotesthe deviation varianceat illumination sy. In the next paragraph,we will
alsouse . to denotethe covariancebetweenv(s;) and v(sy), with ;) meaning
3(1.). This doesnot violate our earlier independenceassumptionon v: we had said
that v(x; s) is independen of v(y;s), but we allow for correlation betweenv(x;s;)
and v(x; s¢), i.e. independences only betweenpixels, but not betweenilluminations.

The componerts of the partitioned covariance matrix are now:

o = S5 CnSot 5oy (3.16)
ro = (ryx)” = [&]; al K row vector

where a = s5;Cu5 + ypj); forj =1;::1;K
Ry =[0«];, aK K matrix

where By = s Casc+ viwy: forjrk= LK

6Again, it should be z(x), but we drop the \( x)" with the understanding that this equation

applies at every pixel x.
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The expressiondor meanand covariancein Equation (3.8) thus simplify to:

m=s o+ votyRyy ) (3.17)

Cm = SSCnSO"' 3(0) rxyRyylryx;

where y = [ig;::: ik ]

Note that the covariance matrix, c,, IS now a scalar variance, sincewe are dealing
with a singleouput pixel io. With theseexpressionsye cannow employ Algorithms 1

or 2 to renderthe MAP image or expectedimage, respectively.

3.5.1 Special case (MLE)

Thereis actually a subtle\ a w" in our technique sofar: nothing in our model requires
that all the input imagesto our rendering algorithms be of the sameindividual. We
have simply assumedhat they were,but we could be perverseand give our algorithms
input imagesof two or more di erent people. Our model doesnot prevent this, nor
doesit exploit the property that the imagesare of the samepersonin the evert that
they are. The logical questionis therefore: can we indeedexploit this property? The
answer is \y es”, but we have to re-derive the rendering equation. In doing so, it will
becomeclear why this alternative renderingmethod is considereda special case.

As before,supposewe have K input imagesof oneperson. In order to exploit this
fact, weneedto x n in our model, that is, n is no longermodeledasa random vector
but asan unknownbut xed quantity. There is therefore no class-basedtatistics to
speak of. Let's assumethat the input illuminations are known, and for the momert,

that n is alsoknown. Then the statistically optimal output (at ead pixel) is:

i = argmaxPr(igjn;iq; i ik ;So;S1; 5% ;Sk)
lo
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It is not hard to seethat this leadsto somethingsimilar to Equation (3.17).

m=sn+ o+ ryRyyy ) (3.18)

and Cn = Jg FyRyy Ty

where y = [ig;:::;ik];
y:[sin"' vays sl s Nt vyl
=S n+
ry = [ vonyiiii; vokyli al K row vector
Ryy = [B«]; aK K matrix

b= i forj;k=1::1;K

and whereSisa 3 K matrix whosecolumnsare the input illuminations. But in
reality n is unknown, which meanswe have to estimate it from the input images.
The maximum likelihood estimate (MLE) may be derived as follows: Ead input
imageis formed accordingto i; = s n+ v;; forj = 1;::: /K, and thereforeits pdf is

Gauss§’ n+ (); ¢;))- The joint likelihood is:

1
— €
(det2 R,,)i=2

. 1 > > >
Pr(yJ S n) = Xp é(y S'n v) I:ayyl(y S'n v)
Denoting the log likelihood by L, and ignoring terms that do not involve n, we get:

L=(y Sn )R,y Sn )

Now we take derivateswith respectto n and setit to zero:

% = 2SR,/(y ) *2S5R,/Sn=0
) SRS n=SR,(y )
And thus, n,. = A b (3.19)
where A = SR,'S
b2 SRy )
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Our rendering equationis thus:

i = m = SS nMLE + V(O) + rxy Ryyl(y S> nMLE V) (3-20)

Note that for A to be invertible, its rank must be 3. This in turn meansthat
K 3, andthat at least 3 of the illuminations s; are linearly independen. This is
the reasonthat we call this derivation a specialcase.It requiresa minimum of 3 input
imagesunder known illuminations that are linearly independernt’. We also consider
whether using the MLE in our rendering equation makesit no longer statistically
optimal. Fortunately, the answer is \no". The rendering equation is still optimal
becauseof the following invarianceproperty of maximum likelihood estimates[Sdarf,
1991:

Invariance Prop erty of MLE. If " is the MLE of , then for any
function W (), the MLE of W ( ) is W (7).

Our renderingequationis simply a linear function of n,,. , and thereforeproduces

the maximum likelihood estimate of the output image.

3.6 Proof of Prop erties

All is well and good, but does our Guassianimage formation model possesshe

properties listed in Table 3.1? Let's prove them here.

Lemma 1. Both Algorithms 1 and 2, aswell asthe Special Caseof

Section3.4.1,are Parsimoniousand Statistically Optimal.
Proof. This is true by the construction of the algorithms. O

Lemma 2. The Special Caseof Section3.5.1Statistically Optimal but

not Parsimonious.
’If the illuminations are unknown, one may be tempted to integrate Equation (3.20) over the

unknown illuminations, just asin Equation (3.9). But doing so may causeA to be rank-de cient,

wheneer the illuminations happento \line up" to becomelinearly dependert.
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Proof. The optimality property is true by construction. As for Parsimory, we noted
in the previoussectionthat the computation of n,,. requiresat least3 input images.

Thus this Special Caseis not Parsimonious. O

The other properties, howewer, are not so obvious. We prove them for the two

Special Cases.

Theorem 3. The Special Casesof Sections3.4.1and 3.5.1are Consis-

tent.
Proof. Let's prove the Special Caseof Section3.4.1 rst. Supposethe desiredoutput

illumination sy is equalto oneof the input illuminations. Sincethere is no particular
order in the input images,let this be the rst input, that is, s = s;. This implies

Vo) = v v = v @nd o) = vay) forj = 11 K. This alsomeansthat
in Equation (3.16), r,y is the sameasthe rst row of Ry, which in turn leadsto
erRyy1 = [1;0;:::;0], a row vector with 1 in the rst elemen, and O elsewhere.To
seethis, considerthat for any invertible matrix A, we have AA ! = I, the identity
matrix. Hencethe rst row of A multiplied by A * must yield the rst row of I,

which is just [1;0;::: ;0]. Looking at m in Equation (3.17), we get:

m = SS n + v(0) + (rxy Ryyl)(y y)

=s; ot vo *[10:::;0]y y)

=S ot vo * (i1 1)
=S, ot votit (ST ot v)

1
=

In other words, the output pixel is exactly equalto the pixel of the rst input. Fur-

thermore, its variancecy, iSO :

S(>)CnSO + 5(0) (rxyRyyl)(er)>
SSCnSot ¢o  [10;::1;0](ry)
SoCnSo + 3(0) (S5Cast+ vo)

0

Cm
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Thus the Special Caseof Section3.4.1is Consisten. It is not hard to seethat by a

similar argumert, the Special Caseof Section3.5.1is also Consistert. O

This is not true in the general caseof Algorithms 1 and 2, howewer, because
of the integral in Equation (3.3). This integral averagesthe optimal m from the
Special Case(Section 3.4.1) over the range of input illuminations. Unless,of course,
Pr(si;:::;skjiy; i ik ; So) is aDirac delta function. But that's just another way of
saying that the input illuminations are known, which is not true in general. This is
the price we pay for not knowing the input illuminations.

The nal property to be proven is Progressieness. This is a very nice property
becauseit assuresus that having more input imagescannot degradethe output in
the statistical sense.To shaw this, we rst needan expressionfor the error between
the actual image (what the output would be if captured by a camera)and the one
produced by our algorithm. The actual image takesthe form of i, = S§Nawa T+
Vs - S0the erroris™ = i lo.

We will derive the error for the two Special Cases(Sections 3.4.1 and 3.5.1),
and useit to shav that the Progressie property holds for only one of them. More
speci cally, we will shav that the expected error is zero while its variance goes to
zeroasK , the number of input images,goesto in nit y. To do this, we rst make the
assumptionthat the input and output illuminations are randomly and independerily
drawn from the surfaceof a unit hemispherein front of the face® This is reasonable
since (1) we do not care about illumination falling behind the face; (2) we ignore
the illumination strength and consideronly its direction, which allows to usea unit
hemisphereto specify the direction of the light; and (3) without further information
about the light sources,any point on the hemisphereis equally probable. Thus the

pdf of a light sources is:

8This assumption makesit easyto compute the statistics of the illumination. There is a closed
form for its meanand covariance (seeAppendix B). In the real world, human facesare more usually

lit from the front or from above, and rarely from the bottom, except perhapsin horror movies.
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8
2 2 if sis onthe unit hemisphere,
Pr(s) = | (3.21)

- 0 otherwise

Let's beginwith the Special Caseof Section3.5.1,wherewe explicitly imposethe
condition that the input imagesare all of the sameperson. As derivedin that section,
the algorithm rst computesthe maximum likelihood estimate of the surfacenormals
from the input images,and then rendersthe output accordingto Equation (3.20).

UsingLemma1ll,andnoting that v=1y S”n,. , we may re-write the equation as:

P — >
lo=M= SOnMLE + Vyap

since the deviation term is nothing but the MAP estimate, given v. The error is

therefore:

"= SS (nactual nMLE ) + (Vactual VMAP ) (322)

Our next Lemma establishedts expectation.

Lemma 4. The expectederror is zero,i.e. E["] = 0

Proof. The random vectorsin the above equation are Nye ; Vawa and Vye , SO let's

take their expectations.

Enwe]= A 'E[b]; from Equation (3.19)

s 1
SR,'S” 'SR,E[ly )]

1> 1 1>
SR,}S” 'SR,!S™n
=n
E[Vawa ] = v(o); directly from our model

E [VMAP ] = v(O);

38



from applying the Gauss-Marlov Theorem,and noting that v,..., andv,.. correspnd

to x and m, respectively. Putting all thesetogether meansthat:

E['l=ss(n nM+( vy vo)=0
O

Shawing that the error-variancegoesto zerois somewhatmore involved, requiring
afewmoreLemmas,but it canbedone. Wewill rst shav that n,, andV..a  Vuar

are uncorrelated.

4
Lemma 5. ny, ande= v Vus areuncorrelated.

Proof. Begin by noting that accordingto the Gauss-Marlov Theorem, e hasa Gaus-
sian pdf: e Gausg0; c,,) wherec, = 3(0) erRyylryX, as de ned in Equa-
tion (3.18). Now,

E[(nwe n)el=E[en,:] E[€ln

Elen,c]; sincen is constart and E[e] = O

EleA 'SR,/(y ); from Equation (3.19)

1 1 . : —
A 'SR, Eley]; sinceE[e] ,=0

1 1 >
A "SR, E[e(S"n+ V)]

A 'SR, E[ev]; sincen is constart and E[]S n = 0

0

becauseby the Gauss-Marlov Theorem,e and v are uncorrelated. O

This meansthat the varianceof the error in Equation (3.22) is simply the sum of

two variances:

V ar ["] V ar [SS (n actual n MLE ) + (Vactual VMAP )]

sgVar[ny: 1so + Var[e] (3.23)
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where we have usedthe expressionVar[ ] to denotethe variance or covariance, as
appropriate. We have already found the variance of e. The covariance of n,,. is

straightforward from Equation (3.19):.

Var[nue ] = Var[(SR,,'S™) 'SRy (y )]
= HVar[y]H~

whereH = (SR,,;/S”) 'SR,/

) Var[nye]= HR yyH”
= (SR,,'S”) 'SR, R,y R, /S (SR,/S”) *
= (SR,;S™) * (3.24)

The next Lemmashows that this covariance matrix goesto zeroasK getslarge.

Lemma 6. Var[n,. ] goesto 0 monotonically asK goesto in nit y.

Proof. Considerthe 3 3 matrix A 2 SRyy18>. Let's nd an expressionfor its

elemers in terms of those on the right hand side. Write all the matrices as follows:
A=lg]; ;=123
S=1[sj, 1=1,23; j=1::;K

R,y =[Gl ij=1:1:K

Then it is straightforward to show that:

XX
aj = Cr Sit Sjr» forl,] =123
t=1 r=1
Now consideray;:
XX
a1 = Cr St Sur
t=1 r=1
XX
Cuvax Sit Sir s
t=1 r=1
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where Cyax 2 max., C, IS the largestelemen in Ryyl. Note that the double sumis

over all possiblepairs of rst-ro w elemerts of S, which can be approximated by:

aiy Cuax KE [S)2<]

where we consider the illumination s to be a random vector whose elemeits are
[sx;sy;s:]”. Wealsousedthe Monte Carlo appraximation E[g(x)] = Rg(x)p(x)dx

Ki P sz1 a(x;), whereead x; is drawn from the pdf p(x). This appraximation canbe
made as preciseas possibleby choosing a large enoughK . Likewise,we can nd a

lower bound for aj; :

Can KE[S2] @11 Guax KE[S]

By a similar reasoning,we seethat a;, may be bounded above and belonv by some
multiples of E[s, sy]. Continuing in this fashionfor all the elemerts of A, we arrive

at the following bounds?®

cun KE[sS] A cux KE[sS™]

Cun K Cuax K
I A
) 3

I; from Appendix B

This shows that A is a diagonalmatrix. It's inversecan thus be boundedby:

3IA1 3

I
Cuax K Cun K

which goesto 0 monotonicallyasK ! 1 .

SinceVar[n,. ] = A 1, this completesthe proof. O

Lemma 7. Var["] goesto 0 monotonically asK goesto in nit y.

SWhen\ " is usedto compare matrices, we mean elemert-wise comparison.
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Proof. Equation (3.23) statesthat:
Var["] = sgVar[nye ]so + Var[e]

We have already shovn in Lemma6 that Var[n,. ] goesto 0O asK ! 1 . It remains
to show that the secondterm alsogoesto 0. To do this, let's obtain a recursive form
for the variance. Denote Var[e]x to be the variance with K inputs. Appendix A

derivesthe recursionto be:

Varlelx = Varlelk 1
> 1 2
: R, [y
where = V(O’Kz) YK 1 yxK 1
v(K) Ryy;K 1
Note that 0 becausethe numerator is non-negative, and the denominator is

another variance term: it is the variance of the Kth input image given the other

K 1inputs. This in turn meansthat:

Var[elxk Var[elk 1

i.e. moreinputs cannotincreasethe variance. Of course,it is possiblefor = 0 always,
but this is unlikely. HenceVar[e] goesto 0 monotonically asK goesto in nit y, and

the Lemmais proved. |

Note that we could alsohave arguedasfollows: As K goesto in nit y, the output
illumination so mustbe oneof the input illuminations. Let this bes;. Thenr,y isjust
the rst row of Ryy, sothat r,, Ry ryx = Z2,. Thus,Varfe]= 2, ryR, 'y = 0.
Howewer, by usingthe recursive form for the variance,aswe did above, we seeexactly
how the K th input a ects Var[eg]: it doessothrough the term . Asa nal commer,
note that Var[e] could be zeroeven for small K. This happenswhene\er the output
illumination is exactly one of the input illuminations. Thereafter Var[e] remainsat
zero,even when more input imagesare given.

Finally, we have the theorem:

Theorem 8. The Special Caseof Section3.5.1is Progressie.
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Proof. Lemmas4 and 7 taken together shav that (1) on average,the imageerror is

zero,and (2) it is morelikely to be zeroas more inputs are given. O

What about the Special Caseof Section3.4.1?1Is it Progressie? Unfortunately, it
isn't, and the proofisn't that long either. Using Theorem12,to be provedin the next
section,we know that this Special Caseis equivalert to (1) nding the MAP estimate
of the surfacenormal n,.» , (2) computing the MAP estimate of the deviation v, ,
and (3) renderingthe output usingio = SgNysp + Vie -

So Special Case(Section 3.4.1) di ers from Special Case(Section 3.5.1) only in
the estimate usedfor the surfacenormal: MAP versusMLE. The MAP estimate will

be shavn in Equation (3.28) to be:

Nuar = [S vlS> + Cnl] l[S vl(y v)+ Cn:L n]

Sinceall input imagesare of the sameperson,they take the formy = S™n_ ., + V,

wheren,.. isthe (unknown) surfacenormal of the person. Therefore,
ElNue =[S 'S+ C,1 S 'S ™ Nawua + Cpi* 4] (3.25)
which is not equalto n,.,. Iin general.
Lemma 9. The Special Caseof Section3.4.1is not Progressie.
Proof. As shavn in Equation (3.25) above,

E[n MAP ] 6 r.Iactual
Therefore, E[']= Eficwa 0]

= SS (nactual E[n MAP ]) + E [(Vactual VMAP )]

60

That is, the renderedoutput imageis not expectedto be equalto the actualimage. [
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3.7 Optimalit y of the 2-step Approac h

We merntioned earlier in this chapter that under certain conditions, the two-step
approad commonly usedin image-basedrendering can be optimal, but then it is
equivalent to our more generalapproat. We will prove this now, but in reverse:we
will shav the conditions that make our method equivalent to the 2-step approad,
and then arguethat becausehe conditionsfor equivalenceare fairly restrictive, two-
step approadies are unlikely to be optimal unlessthey are speci cally designedto
be so. Recall that the two-step approad is as follows. Step 1: Estimate some3D
information (shape) about the object from the givenimages. Step 2: Usetheseshape
estimatesto render the object under new viewing conditions. An example of this
approad is our earlier work [Sim and Kanade, 20014, in which we rst computed
the MAP estimate of the surfacenormal n(x), and then usedthis to render the face
under newillumination. In hindsight, this wasnot ideal. But it wasthis very problem
that prompted usto dewelop a more principled approad to rendering. We beginwith
two Lemmas.
Lemma 10. Lety = [iy;:::;ix]” asbefore,andlet S = [s;;:::;s¢ |,

i.,e.a3 K matrix whosecolumnsarethe K input illuminations. Then,
Pr(njy;S;so) = Gauss (Nuse ; Rn)
for someconstaris n,,,» and R,
Proof. From Bayes'rule, we have:
Pr(njy;S;so) / Pr(yjn;S;so) Pr(njS;so) (3.26)

From our image formation model (Equation (3.13)), we havey = S™n + v, where

vV = [v(s1);:::;v(sk)]”. Thus:

Pr(yjn;S;so) = Gauss(S™n+ ; ); sincen is given

Pr(njS;sp) = Gauss( ,;Cn); from our modeling assumption
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Substituting theseinto Equation (3.26) we obtain:

Pr(njy;S;so) / Gaus§(S'n+ ; ) Gauss( ,;Cn)

| Aexp %B

whereA and B are scalarsto be determined. Looking at B:

B

[y $n )7,y Sn )+
[(n )°Cy'(n L)
n"s ,’n 2y ) ,'Sn+

n"C,'n 2 .C,'n+C
=n"> S ) s+C,'n (3.27)
2 (y v)> vls>+ ;Cnl n+C

wherewe have expandedonly terms that involve n.

) B=n"R,'n 2n ,_n+C

n MAP

1R

where R,'=S ,'S"+C,* (3.28)

N

Nwe = Rn S vl(y v)-"Cn1 n
Clearly, B is quadratic in n, which meansthat the pdf is indeeda Gaussian:
Pr(njy;S;so) = Gauss (Nuw ;Rn)

with n,,. and R,, de ned above. Note that n,,. is preciselythe MAP estimate of

n giventhe input images. O
Lemma 11. The conditional deviation term also hasa Gaussianpdf:

Pr(v(so)j¥; S; So) = Gausssy) (Ve ;S5)

for someconstans v,,,» and s&.
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Proof. Sincev(sp) is independen of n, we may write:

Pr(v(so)jy;S;so) = Pr(v(so)jy;S;so;n)

Pr(v(so)j V;So)

sincey = S™n + v. But we have modeledthe deviation terms as jointly Gaussian.

That is,

02 31 02 3 2 31
2 >
pr@4"®5A = Gauss@t @54 70 5A

\Y) \Y r \

wherer is the vector of covariancesbetweenv(sy) and v. Sofrom the Gauss-Marlov

Theorem (3.7), the conditional is also Gaussian:

Pr(V(SO)j \'B SO) = Gaus$(so)(VMAP ’5\2/)

where Ve = o+ 17 (V) (3.29)

2 _ 2 > 1
Sv_ v(0) r vr

And nally, the theorem:

Theorem 12. Equiv alence. The Special Case algorithm of Sec-

tion 3.4.1is equivalert to the following algorithm:

1. Compute n,,» , the MAP estimate of the surfacenormal n from
the given imagesy and the known illuminations S. This is the

shape-recoery step.

2. Computealsov,,s , the MAP estimateof the deviation term v(sp)
from the known deviationsv =y  S™n,,. . This, and the next,

are the rendering steps.

3. The output imageisio = SgNuae + Ve -
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Proof. The Special Casealgorithm may be written as:

io= Eliojy;S; So]

Elsgn + V(So)j ¥; S; So

SsE[NjY; Sisol + E[V(S0)j V; S; S0l

SpNuar + Ve (3.30)
wherewe have usedLemmas10 and 11 to get the last line. O

Let's examinewhat conditions enabledus to make this proof. Certainly we need
to know the input illuminations, for otherwisewe would have to integrate over the
posterior pdf of illuminations (seeEquation (3.3)). Estimating the input illuminations
is not enough,becausehe estimatesthemselesare random vectorshaving their own
distributions. Unlessof course,we have an absolutely foolproof estimator. We can
also seethe usefulnessof our Gaussianassumptions: (a) it enabledlinear functions
of Gaussianvariablesto remain Gaussian;(b) it meart that conditional pdfs were
also Gaussianwhene\er the joint pdfs were,and (c) it allowed us to interchangethe
mode with the mean. To be sure, the Gaussianassumptionsare su cient but not
necessary Someother pdf with the sameproperties would work just aswell. All in
all, theseconditions are fairly restrictive, and failure to meetany of them will break
the equivalence. The lessonis thus clear: our analysissuggeststhat the traditional
two-stepapproad for image-basedenderingis not guararteedto producethe optimal
image,unlesscareful analysisis made. This is sodespitethat fact that the individual
stepsin the traditional method are optimal in themsehes. The principled approad,
of course,is to formulate the rendering problem in a statistically optimal way right

from the beginning, as we have done.

3.8 Summary

Let's summarizethis chapter. We proposeda statistically optimal image-baseden-
dering technique for rendering facesunder di erent illuminations. The statistics are

learnedfrom a Bootstrap Set of other faces,taking advantage of the fact that faces
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Table 3.2: Algorithms and Their Prop erties

Algorithm Parsimonious | Optimal | Progressiv e | Consisten t
Algorithm 1 P P
Algorithm 2 P P
Special Case3.4.1 P P p
Special Case3.5.1 P P p

are fairly similar and belongto the sameobject class. We alsoestablishedsomegood
properties any renderershould possessand shaved that our Special Casealgorithm
of Section3.4.1 had all but one of them: Progressieness.However we shoved that
another Special Case(Section 3.5.1) was indeed Progressie. Table 3.2 summarizes
the various algorithms and their properties. Finally, we proved the equivalenceof our
method and the traditional two-stepapproad when certain conditions are satis ed.
Becausetheseconditions are fairly restrictive, it shavs that the two-stepapproad is

unlikely to be optimal unlessspeci cally designedto be so.
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Chapter 4

Implemen tation

The previous chapter introducedour theory, but left out many details. For instance,
how is anillumination s represeted? Or, how arethe statistics ,, and 3(0) learned?
We take up theseissuesin the chapter. Someof theseissueswere rst described in
our earlier work [Sim and Kanade, 20014, but for the sake of completenessye will

include them here.

4.1 Coordinate System

We de ne a simple Cartesian coordinate systemwith the origin at the certer of the
faceimage, with the z-axis pointing towards the viewer, Figure 4.1. The viewer is
assumedto be somewhereon the z-axis looking towards the origin. A light source
S is represeted using two angles( ; ), denoting the azimuth and elewation angles
respectively. All anglesare measuredin degreeq ). The azimuth (longitude) is the
left/righ t angle, i.e. the angle betweenthe z-axis and the projection of s onto the
xz-plane. The elewation (latitude) is the up/down angle,i.e. the anglebetweens and
the xz-plane. Sincewe are only concernedwith the direction of a light source,and
not its strength, we may constrains to lie on the surfaceof a unit hemispherein front
of the face. As sud, this two-parameterrepresemation is su cient. When usedin
computations, however, s is corvertedto a3 1 column vector, using the following

equations:
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Figure 4.1: Coordinate axesto measureillumination direction. The origin is in the certer

of the face, and the viewer is somewhereon the z-axis, looking towards the origin.

Sy = €OS Sin
Sy = sin

(4.1)
S, = COS COS

S= [Sx;sy;sz]>

4.2 The Bootstrap Set

We needa setof faceimagesfrom which to learnthe variousstatistics. This is possible
becausefacesare fairly similar in generaland belongto the sameobject class. Parts
of the face(eyes,nose,mouth, etc.) for di erent peopleare found in roughly the same
relative positions, and have roughly the sameshape and color. By using class-based
statistics, we can guide our rendererto produce only reasonableface images. We
will call this set the Bootstrap Set', and remark that there are at least two ways of

acquiring sudh a set: by taking actual photographsof human subjects under di erent

1Seealso Footnote 3 on page4.
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(known) illuminations, or by renderingthe imagesusing standard computer graphics
technigues. Our previouswork relied on actual photographs: we had usedthe Yale A
dataset[Georghiadeset al., 1994. This consistsof 15 peopleunder appraximately 60
illuminations. Our researt group had also producedits own dataset,the CMU PIE
dataset [Sim et al., 2001. This set cortains more than 60 subjects, but under fewer
illuminations. It doescapture the subjectsin di erent poseshowever, which may be
useful for pose-relatedreseard.

For the work in this dissertation, howewver, we have chosento renderour Bootstrap
Set. This was done using the USF 3D dataset [Sudeep,200]. This dataset consists
of about 200 peoplewith 3D (depth) data of their faces,aswell as 2D photographs
captured under uniform illumination. Thesephotographsare usedas texture maps
over the 3D shape to producethe renderedimages. We arbitrarily chosea subsetof
100 subjects and usedOpenGL [Woo et al., 1999 to renderthe facesunder di erent
illuminations and poses. Figure 4.2 shows a few imagesfrom our Bootstrap Set.
The main reasonthat we choseto render these faces, instead of acquiring actual
photographs, is for greater cortrol over the viewing conditions. Our Bootstrap Set
consistsof 100 facesrenderedunder 101 illuminations, somethingthe Yale A and
CMU PIE datasets cannot give us. In addition, for the extensionsto our theory
descrikedin Sections5.5and 5.6, we neededmany more subjects from which to learn
the class-basedtatistics, and alsoBootstrap imagesunder di erent poses.Of course,
the quality of the renderedBootstrap facesis not asgood asactual photographs,and
this a ects the quality of our output imagesaswell. But this trade-o is well worth

the rendering exibilit y gained.

4.2.1 Generating the Bootstrap

The USF 3D datasetprovidestwo les for eat subject: onecortaining the 3D depth
information, and the other a photograph of the person. From a dataset of about 200
people,we arbitrarily selecteda subsetof 100to form our Bootstrap set. This subset
of imagesand 3D data werealready cropped to include only the face(seeFigure 4.2).

We then performedthe following steps:
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Figure 4.2: A sampleof imagesfrom the Bootstrap Set, renderedfrom the USF 3D dataset.

The 3 personsare renderedin frontal poseunder the same4 illuminations.

Figure 4.3: A samplefrom the Yale A dataset.
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Figure 4.4: A samplefrom the CMU PIE dataset.

1. The original 3D data was given in triplets of Cylindrical coordinates ( ;h;r).
The resolution was 512 512. From this we generateda triangular mesh of
about 16000verticesand 8000triangles.

2. We manually marked eight points on ead personand usedthem to align ev-
eryoneto a referenceface. The alignmert was done using a similarity transfor-
mation, i.e. rotation about the X; y;z axes,translation in the X;y; z directions,

and a scalefactor.

3. Then we wrote an OpenGL program to render eat face under di erent il-
luminations. While OpenGL could produce specular re ections and attached
shadavs (shadavs due to light falling obliquely on the surface), it could not
handle cast shadavs (shadavs causedby a part of the faceoccluding the light).
For added realism, we incorporated a simple shadav routine to produce cast
shadavs. This was done using the Shadav Bu er technique [Watt and Watt,

1994. We alsoaddeda small amourt of ambient light to the scene.

4. For ead of the 100subjects, we generated100 100-pixelimagesunder illumi-

nationsrangingfrom 90 to +90 in stepsof 20 in both azimuth and ele\ation
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angles.We alsorenderedunder a frontal illumination of (O ;0 ). This produced

101limagesin total per person.

5. Up to now, the renderingwasdonein RGB color. Wethen converted the images

to 8-bit, 0{255 gray scaleformat.

4.3 Learning the Statistics

Our stochastic model usesthe statistics of the surfacenormal n(x) and the deviation
term v(x;s) (SeeEquation (3.13)). These statistics are learned for every pixel x.
The maximum likelihood estimatesfor these values are just the sample mean and
samplecovariance,computable from the Bootstrap images. More precisely let B be
ad m matrix whosecolumnsare the d-dimensionalimagestaken under illumination
directionsfs; g, . Let N bea3 dmatrix whosecolumnsarethe vectorsf n(x)gd.; .
Also, let S bea 3 m matrix of the illuminations, and let V bead m matrix
of the deviation terms. Then for eat personin the Bootstrap Set, we compute the

least-squaressolution? for N and V asfollows:

B=N>S+V
) N =(SS) 'sB> (4.2)
and V=B N~’S

From this we computethe samplemeanvector , ® and samplecovariancematrix

Ch. Sincev(s) is a scalar, we compute the samplemean () and samplevariance
2 . -

vs)- We also compute the correlation coe cient . betweenv(sj) and v(sy),

4
where i = v vi) vin)-

2Since we have the 3D mesh from which to render the face, we could in principle compute the

surface normals directly from the mesh. However, in practice we found that OpenGL limits our
number precision to 8 bits, causing somesigni cant round-o errors when computing the surface

normals.
3As in Chapter 3, this should be (x), but we will drop the \( x)" for notational clarity.
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Figure 4.5: Displaying jv(s)j as illumination is varied from right to left. Brighter pixels
denote greater deviation from true Lambertian. Notice how shadowvs and specularities are

captured by the deviation term.

To get a sensefor the these quartities, we can display them as a face image.
Refer to Figures 4.7, 4.5 and 4.6. Figure 4.7 displays the surfacenormals as little
arrows on a rectangular array, ead positioned over its correspnding pixel. Sud a
display is called a needlemap. Although this is a downsampledversion of the full
needlemap, it is clear that the arrows indicate the local curvature of the face. In
fact, the surfacenormal is precisely the derivative of the 3D shape [Jain et al., 1993,
and one may integrate thesenormalsto get badk the 3D shape. Figure 4.6 attempts
to shaw the variation of n at ead pixel x acrossall the bootstrap faces. This is
displayed as the trace of the covariance matrix C,,: the larger the trace, the greater
n varies and the brighter the pixel in the gure. One can seethat the chin, the
eyebrows and parts of the foreheadexhibit the greatestvariation. This in turn means
that face shape di ers the most in theseregions. Figure 4.5 displays the deviation
term as illumination is varied from right to left. What is shavn is actually jv(s)j:
brighter pixels correspnd to greater absolute deviation (i.e. greater deviation from
a perfectly Lambertian surface). We can seethat the deviation term doesindeed
capture shadavs and specularitieson the face. Notice how theseregionsmove asthe

incidert illumination is changed.
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Figure 4.6: Displaying the trace of the covariance of n. Colors range from black (denoting

small covariance) to red to yellow to white (denoting large covariance).
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Figure 4.7: Needlemap shaving surfacenormals as little arrows. This is a down-
sampledversion of the full needlemap. Each surfacenormal is perpendicular to the

surfacepatch.



4.4 Drawing Samples

In Algorithms 1 and 2, we assumedwe could draw sampless\”;::: ;sff) from the
posterior pdf Pr(sy;:::;skji1;::: 1k ;So). We explain how this may be donein this
section.

First, we assumeconditional independenceamong the input illuminations, that
is, eath s; is independert of someother s, whengiveninput imagei;. In other words,
inferenceabout s; shouldbe madeonly usingimagei;. This assumptionallows useto
draw ead s; from only its correspnding imagei;. But how do we actually go about
drawing samplesfrom Pr(s;ji;)? We could usea number of Monte Carlo techniques,
sud as Rejection Samplingor Markov Chain Monte Carlo (MCMC) [MacKay, 1994.
In fact, we initially tried Rejection Sampling, but found it too slow. Other methods
suth as MCMC are more sophisticated, but not necessarilyfaster. Instead, we will
use a simple trick: assumewe have a way of estimating the unknown illumination
from an image. This is just the source-from-shadingroblem [Zhengand Chellappa,
1991,Zhanget al., 1999, and there are well-known algorithms to do this [Zhengand
Chellappa, 1991, Zhang et al., 1999. We presen a simple onein the next section.
For now, let 4(i) denotethe estimated illumination in imagei, and further suppose
that this estimator has an averageerror of ~ and an error covariance matrix of " .
Then a quick and easyway is to assumethat the error is distributed asa Gaussian

pdf, allowing us to generatethe samplesas follows:

Gauss(8(i) + ;") (4.3)

This, together with our conditional independenceassumption, gives us an easy
way to generatethe samplesfrom the posterior pdf. The astute readerwould have
noticed a sleight of hand here: we have simply postponed the problem to one of
drawing samplesfrom a Gaussianpdf. Fortunately, there are standard algorithms
to do this in the literature [Kalos and Whitlo ck, 1986. For our implemertation, we

simply usedthe Matlab function mvnrnd
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4.5 Estimating the lllumination

Estimating the unknown illumination is a well-studied problem [Zhang et al., 1999,
Zhengand Chellappa, 1991, sinceit is part of the shape-from-shadingproblem. This
turns out to be easierthan recovering the shape. For our purposes,we use the
simple method of kernel regression[Atkesonet al., 1994. We note that since the
Bootstrap Setis labeledwith known illumination, we canrecover s by viewing it as
a cortinuous-\alued classi cation problem. More precisely we rst store all the J

Bootstrap images,fa®g’_, , alongwith their labeledillumination, fs?g’.,. Givena

new image,i, we estimate its illumination % using simple kernel regression:

X X
8= ws( w)
=1 =1

wherew; = exp[ %(D(i;a-B): jB)z] (4.4)

andD(i;a’) = ki a® kz, the L, norm

J-B, which cortrol the extert of in uence of

the Bootstrap images ajB. These values are pre-computed so that appraximately

We use Gaussiankernels of widths

ten percer of the Bootstrap imageslie within 1 jB at eah ajB. Basically, kernel
regressionis a smooth interpolation method in which Bootstrap imagesneari get
weighted more than thosefarther away. What happensif i = a® for somej ? Kernel
regressionwill still interpolate and produce an illumination that is closeto, but not
exactly equalto, sJ-B. This is becausealthough weight w; = 1, the other weights wyg;
will not be zero,sothat thereis still somecortribution from other Bootstrap images.
In our previous work [Sim and Kanade, 2001H, we had insisted on setting wgs;
to zero whene\er this concider input condition happened. But on hindsigh, this
causedthe resulting interpolation to be discortinuous, rather than smaooth. Kernel
regressioninterpolates at every point in the spaceof images,including those points
where we have Bootstrap images,becauseit allows for the fact they may be noisy.
Sincewe tolerate a small amourt of noisein our input images,this is an acceptable

interpolation method.
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To learn what the averageerror and error covariance are, we use Equation (4.4)
on a test set. We estimatethe illuminations of the imagesof the test setand compare
them against their actual values. The test set is taken from the CMU PIE dataset
[Simet al., 2001 and consistsof about 1400imagesin di erent (known) illuminations.

We computedthe averageerror of our estimator and error covarianceto be:

0571 0:.0559 0:00357;

N = [O
2
0:3879 0:3168  0:003
"= § 0:3168 0:2934  0:001
0:0031 0:0019 0:0049

4.6 Computing the Statistics of v(s)

The nal puzzlein our technique is to determine the parametersof the Gaussian
pdf of Equation (3.15). We have descrilked in Section4.3 how to learn the statistics
of v(sy) (i.e. v(); 30) and ) at the known illuminations s?. We needa way
to compute these samestatistics for any new illumination s. Again, we use kernel
regression. The mean and variance at s are smaoothly interpolated from the known

valuesat fsjB gle. The kernel regressionequation is now:

X

W) = W)W
j=1
X

W= Wo=W
j=1 (4.5)

1
wherew; = exp| é(ks s’ k)= )7

X

W = Wj

i=1
We also needa way to interpolate from the known correlation coe cients ()
to obtain a new correlation coe cient ,.q betweenilluminations s, and sq (one

or both of which may be dierent from the Bootstrap Set). To do this, we need
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a slight modi cation. We view the problem now as interpolating the (unknown)
function g(t) : R® ! R, whereg(tp) = vpg and ty is the concatenation of
Sp and Sy: tpq 2 [S;:5q]7- We will now use kernel regressionto interpolate g(t).
Note that because ypp.g = v(qp), We can actually obtain two estimatesg(t,,) and
o(tqp). By averagingthesetwo values,we obtain a better (smaller variance) estimate.
Note also that we have chosento learn and interpolate the correlation coe cien ts
f v 9 instead of covariancesf ;g becauseour kernel regressiormethod presenes
the property | v.x) 1. This makes the interpolated value a valid correlation

coe cien t. Mathematically,

(vipg + vigp)=2
X X

vipd = Wik vi=( Wik)
X X
vap) = ik vi=C k) (4.6)
1
wherew;c = exp[ S(Ktpg tjx ko = i)
1
!jk: EXp[ é(ktqp tjk kgzjk)z]
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Chapter 5

Rendering Results

In this chapter we presen the results of our rendering method, and point out an
interesting feature. We will then extend our theory in two ways: rendering multiple
pixels at a time, and renderingdi erent poses.The basictheory for theseextensions
remainsunchanged,and thereforethe nice propertiesare still intact. This shavs that

our method is generalenoughfor di erent rendering scenarios.

5.1 MAP versus Exp ected Image

Recall that in Chapter 3, we had proposedtwo algorithms for rendering under the
generalcaseof unknown input illuminations. This aroseout of two di erent interpre-
tations of the phrase\statistically optimal”: MAP output or expectedoutput. Let's
seehow they fare when given the sameinput.

Figure 5.1 shows the results. The MAP output image (a) looks pixelated: pixel
valuesdo not changesmaoothly, causingthe imageto look noisy. By comparison,the
expected output image (c) looks more reasonable. To understand this, we needto
look at the histogram in Algorithm 1. Figure 5.2 shows two views of the histogram
at the pixel marked in red: a zoomed-outview and a close-upview. Although the
histogram looks like it has a single peak in the zoomed-outview, the close-upview
shaws that the histogram is noisy and not a smooth curve. This makesit hard to

pick the maximum value (mode) sincea di erent pixel value may be slightly higherin
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(@) (b) (€)
Figure 5.1: (a) MAP image is noisy. (b) Low-pass ltered MAP image is smoother. (c)

Expectedimage is smoothest.

frequencyon the next Monte Carlo simulation. Neighboring pixel valuesare therefore
likely to dier signi cantly, giving the image a noisy quality. We can ameloriate this
somewhat modifying the algorithm so that it is lesssensitive to the Monte Carlo
simulation.

A simpleway to do this is to apply a smaoothing operator to the data points after
putting them into the histogram bins. There are many choicesfor the smoothing
operator. For corvenience,we chosea fourth-order Butterworth low-pass lter [Op-
penheimet al., 1999, with a normalized cut-o frequency of 0.08. The red curve
in Figure 5.2(b) plots the Itered versionof the histogram. Note that it is smoother
than the original, and that it doesnot quite have the shape of a Gaussian. This is
not surprising as a mixture of Gaussiansis not necessarilyanother Gaussian. Note
alsothat thereis a small right shift in the red curve, causedby the Butterworth lter.
Sincethe shift is constart, it can be eliminated before picking the modal value. In
summary, one needsto apply an appropriate smoothing operator to the MAP image
to reducethe noise causedby Monte Carlo simulation. For the rest of this docu-
mert, we will compute only the expected output image, mainly becauseit is faster

(it requiresfewer Monte Carlo iterations).

INormalized frequency valuesare between0 and 1.
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Figure 5.2: (a) Location of pixel markedin red. (b) Histogram (blue dots) at the red pixel.

The red curve is the low-pass ltered version of the histogram. (c) Close-up view of the

histogram near the modal value.
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(a) (b)
Figure 5.3: (a) Input image under near-frontal illumination. (b) Output imagesunder
di erent illuminations (top row), and actual imagesunder the sameilluminations (bottom

row).

5.2 Single Input

We have claimed that our method is Parsimonious. Let's seehow well it performs
when given the minimum of input: a single image. Figures 5.3 and 5.4 show the

output underdi erent illuminations whengivena singleinput image. For comparison,
the actual imagesare also shavn. It is obvious that the input imagein Figure 5.3
producesbetter resultsthan that in Figure 5.4. Intuitiv ely, this makessensepecause
in the rst casewe have an input image that is relatively well-lit: the (unknown)

input illumination appearsto be near-frortal, sothat no areaof the input faceis in

shadav. Our algorithm is thus able to reproducethe facefairly well.

In the secondcase,the (unknown) input illumination is coming from the side,
causinglarge portions of the faceto be in shadav. The renderedimageslook alright
if the output illumination is closeto that of the input illumination (sothat roughly the
sameregionsof the faceare shadaved), but look terrible whenthe output illumination
is far from the input illumination. Again, this is intuitiv ely clear: our algorithm has
no information to work with in the shadaved regions, and therefore does a poor
job rendering them. We shall have more to say about this phenomenonin the next

section,but for now we note that the quality of the output doesdepend on the input:
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(a) (b)
Figure 5.4: (a) Input imagelit from the side. (b) Output imagesunder the sameillumi-
nations asin Figure 5.3. Notice that the side of the facein shadow is re-renderedwith an

averageface, resulting in a mixed identit y.

an input image that is well-lit gives better results than one with many shadaved

regions.

5.3 Hallucination

To better understand what our algorithm is doing, let us give it a single, all-black
input, i.e. onein which all pixel valuesare 0, and ask it to render the \face" under
frontal illumination. Figure 5.5 shawsthe result (a), aswell asthe averageBootstrap
face (b). The surprising thing is this: our algorithm appearsto have hallucinated?
the averageface!

Let's seewhat is going on. Assumingthat the input illumination is known to be
s; = 0, the Special Casealgorithm (Section 3.4.1) applies. Equation (3.12) (together
with Equation (3.17)) simplify to:

|

58 Cnsl + v(0;1)
> 2
S;Chs1 + v

i0=8 n* vo* (i1 st o v)
0;1

=5 ot v 22
v(0)

2Term borrowed from [Baker and Kanade, 200d. Our algorithm is similar to that in [Baker and

Kanade, 2004 in that both are using class-basedstatistics.
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(a) (b)
Figure 5.5: (a) Frontally-lit output imagefrom an all-black input. (b) Averageof Bootstrap
facesunder frontal illumination. They appearto bethe same,other than that (a) is cropped.
Indeed, the mean squared error betweenthe two in the cropped region is about 0.18 (all
imagesare 8-bit gray-scalewith pixel valuesranging from 0 to 255). The cropping is done

as a preprocessingstep to extract and certer the face,and not an artifact of our algorithm.

sinces; = 0 andi; = 0. Comparing this with Equation (3.30), we seethat:

0:1
= S e D
{2} | 2Oy
Z
nMAP VMAP

This meansthat the Special Casealgorithm rendereda face using the average
surface normal |, and an average deviation term, i.e. we get a face that is the
averageof the Bootstrap Set. Evenif we do not know the input illumination, aslong
asthe illumination estimator (Section4.5) is reasonablyaccurate,the samplesdrawn
will be nears = 0, and Algorithm 2 will still produce a facethat is closeto average.
Intuitiv ely, this makes sense:we are simply asking our algorithm to render a face
given a blank (and blad) input, and basel on what the algorithm has learned alout
faces from the Bootstrap Set. The algorithm respondswith the averageface. That's
reasonablebehavior.

We cannow understandthe casewhenthe input imagehaslargeregionsin shadav:

sincethere is no information in thoseregions(becausehe pixel valuesare 0 or close
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Figure 5.6: The rst two are input images,and the third is the output image under frontal
illumination. Note that input imageshave opposite halvesin shadav. Note also that the
output illumination is far away from thosein the inputs, yet the algorithm is able to render

the face correctly.

to 0), our algorithm makes a reasonableguessfrom the Bootstrap Set and renders
the averagefacein thoseregions. Of course,this causeghe identity of the rendered
faceto be mixed. But sinceour algorithm hasnothing elseto work on| it considers
one input pixel at a time and rendersthe output also one pixel at a time | this
behavior is expected, although not ideal. The questionimmediately arises: what if
our algorithm works with groupsof pixels at a time, instead of single pixels? Will it
overcomethis mixed identit y problem? We will considerthis in our extensionto the

basictheory in Section5.5

5.4 Multiple Inputs

Let's seehow multiple inputs can help improve the quality of the output. Figures5.6
and 5.7 are examplesof this. Notice that in Figure 5.6, the two input imagesare
shadaved on opposite halves of the face. The output was renderedunder frontal
illumination, and the algorithm was able to combine the information in both inputs
to renderthe facecorrectly, i.e. the identit y of the personis not altered. This shavs
that multiple inputs do improve image quality, and help overcomethe hallucination
problem.

Figure 5.7 was generatedfrom 21 input images| all the imagesavailable for the

subject in the PIE dataset. This preserted no problem for our algorithm becausethe
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imagewasrenderedone pixel at atime, and the largestmatrix, Ry, wasjust 21 21
in size. The output illuminations varied in azimuth from 90 to +90 in stepsof
20 . This createdthe sequenceof imagesshowvn in the bottom row of the gure. If
theseimagesare shown rapidly in successionit should give the illusion that the light
sourceis being moved from left to right. We havein fact createdsud an animated gif
le. It may be viewed at this URL: http://www.cs.cmu.edu/~tsim/thesis.html

The image sequencefor this gif le was created as follows: (1) First the Yale-A
dataset (Section 4.2) was used as the Bootstrap Set. This produced more realistic
renderingsbecausethe Bootstrap imageswere acquired using a real camera, rather
than syrthetically rendered. Specularre ections and shadavs are more pronounced,
and texture more accurately learned. (2) The output illumination was varied in
azimuth from 90 to +90 in stepsof 10, giving a much smaother transition between
images. (3) Only 4 input imageswere used, even though 21 were available, for the
sake of speed® Notice that the renderingsexhibit subtle texture e ects: the cheeks
of the subject are prominent enoughto casta shadav asthe illumination is changed.
Sud e ects are di cult to reproduce using traditional texture mapping techniques.
In fact, our method is more akin to the view-depender texture mapping technique
[Pighin et al., 1999 in which the texture to be renderedis a weighted sum of textures
at di erent viewpoints, with the closestviewpoint cortributing the largestweight. In

this sensepurs may be called il lumination-dependenttexture mapping

5.5 Extension: Rendering Multiple Pixels

Recall the mixed idertity problem in Figure 5.4: regionsof the input image which
are shadaved are re-renderedusing an averageface, instead of the input face. This
is the samephenomenonasthe hallucination e ect (Figure 5.5). While hallucinating

an averageface when given an all-black input is reasonablebehavior, rendering a

3Using the Yale dataset meart that the image sizewas 90 75 = 6750, much larger than the
2500 pixels in the cropped imagesof the synthesized dataset. This meart that renderingstook
almost 3 times as long. Sincethe largest matrix Ryy is K K in size,where K is the number of

input images,reducing K is therefore one way of speedingup the algorithm.
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(@)

(b)
Figure 5.7: (a) The 21input images. (b) Output imagesrenderedunder illuminations that

varied in azimuth from 90 to +90 in stepsof 20 .
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mixed-idertity faceis not. The problem lies in the fact that our algorithm renders
one pixel at a time, as a result of our independenceassumptions. When the input
pixel is black (has a value of 0), there is not much information to go by exceptwhat
is learnedfrom the Bootstrap Set. We canrelax our independenceassumptiona little
and allow for multiple pixelsto be renderedat a time. We can partition the image
into non-overlapping groups of pixels and render ead group independerily. Within
eat group, we allow for dependene between pixels, but still assumeindependence
betweengroups. Note that all groupsdo not necessarilycontain the samenumber of
pixels; the only requiremen is for the groupsto partition the wholeimage,i.e. every
pixel belongsto exactly one group. By doing so, we hope that our algorithm has
more information to useand thereby overcomethe mixed identity problem.

In terms of our stochastic model, we needto derive the joint Gaussianpdf (Equa-
tion (3.5)). For simplicity, assumeK = 1. Extending the theory for K > 1is straight-
forward. Let the imagebe partitioned into regionsR3;::: ; R, and assumeall regions
haver pixels, although they canbedi erent in practice. For ead region, Ry, form the
output and input vectors: io = [io(Xk1):::: io(k)]” andis = [ia(xka)::::  i1(X)]
respectively, and where xy1;::: ; Xk, denote pixel locations from region R¢. The

imageformation model for the output imageiy is then:
io = Syn, + Vg

The vectorsin the above are simply stadked versionsof thosein Equation (3.13).
That is, de ne n, to bethe surfacenormal vectorsat the pixelsxy1;::: ; Xk, arranged

on top of eadt other:

2
n(Xx1)
N, 2 § : z; a3r 1 columnvector

n(Xkr)

Then  isits mean(size3r 1) and C,, isits covariance matrix (size3r 3r).

Also de ne v, to bethe r 1 vector of deviations of the output image at the same
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pixels: Vo = [V(Xk1;S0);::: ;V(Xkr;S0)]” - Then | isits mean(sizer 1)andC,, is
its covariancematrix (sizer r). In orderfor the multiplication to work out correctly,

we also have to stadk the illumination vector sy in a special way:

The rst row beginswith sy written asa row and followed by zeros. Each subsequen
row is then a shifted version of the previousrow. Note that the matrix Sy has size
r 3r. Thesede nitions apply for ead region, Ry, and thosefor i;;v, and S; are

similar. We then have the following joint pdf:

Pr(iO;ilj SO;Sl): Gaus%o;ii)( ; )
2 3

where =4 %
1
0 = SO ne + Vo (5l1)
1= 3t " i 3
and - 4 SOCnr S>0 + CVO Soc:nr Sl> + CVOl R
SlCnr SO + CVlO S]_Cnr Sl + Cvl
with CV01 = CV10 = E[(VO vo)(Vl v1)>]
Again, we invoke the Gauss-Marlov Theorem (Equation (3.8)) to get:
Pr(iojis; So; S1) = Gauss,(m;Cr)
> > 1
Where m = Vo + SOCnr Sl + CVOl S]_Cnr Sl + CVO I]_ V1
Cm= SoCn Sy + Cy,
> > 1
SoCn, S; + Cy,, SiCn, S, + Cy, SiCn Sy + Cuyp
(5.2)

71



We can now useeither Algorithm 1 or Algorithm 2 with theseequations,or even

the Special Casealgorithm of Section3.4.1(if it applies),to renderthe output image.

5.5.1 Partitioning the image

Of course,we still needto considerhow to partition the image,i.e. how to choosethe
r pixelsfor ead region. Ideally, we want to do this in suc a way that the conditional
pdf in Equation (5.2) is as sharply peaked as possible. This will give us the most
probable output image. Becausethe conditional pdf is Gaussian,this is equivalert
to making detC,, as small as possible. Unfortunately, this could depend on the
illuminations sy and s;. Furthermore, given a pair of input and output illuminations,
there doesnot appear to be an easyanalytical way to choosethe pixels. We would
have to seard for them. If we incorporated a seart routine into Algorithms 1 or
2, our algorithms would run too slowly. What we needthereforeis a way to choose
the regionsin advance, regardlessof what the illuminations are. This suggeststhe

following heuristics:

1. Choosethe r pixels randomly, i.e. partition the imageinto random groups of

pixels.

2. Group pixels together that are highly correlated.

At rst glance,the rst heuristic appearscournter-intuitiv e: a random grouping of
pixels could end up increasingdetC,,. It could alsodecreasaletC,, but we have no
guarartee of that. Howewer, recall that our motivation for rendering multiple pixels
at atime wasto overcomethe mixed identit y problem. If we randomly grouped pixels
together, the pixels chosenare not likely to be neighborsin the image, but from near
and far. This makesit unlikely that all the pixels in a region will be shadaved at
the sametime. Then those pixelsthat are not shadaved can help to render correctly
thosethat are. Sothis heuristic is not too ridiculous after all.

The secondheuristic is also appealing: grouping pixels by correlation meansthat

we are using pixels that are highly predictive of one another during the rendering
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process.More speci cally, supposethe samepixel is repeatedr times in a region, so
that the pixels are highly correlated. Then the auto-covariancesC,, ;C,, and C,,
will be singular. The cross-coarianceC,,, is likely to be singular or closeto singular
also. While this does not guarartee that detC,, is small, we are at least reducing
the rank of the componert matrices. Furthermore, in grouping by correlation, we
are allowing our algorithm to learn from the data which pixels are relevant. This
is preferrable to enforcing neighborhood constrairts (e.g. Markov Random Field)
or symmetry constrairts (the method of [Zhao and Chellappa, 1999). Here's our

algorithm to group pixels by correlation:

Algorithm 3. Grouping pixels by correlation.

1. Inputs: Bootstrap imagesB, an ordering of pixel locations: X =

fxq1;:::;Xq0, and r, the number of pixelsin ead region.
2. Let currPixel = x; andk = 1.

3. Compute the correlation betweencurrPixel and all pixelsin X.

The correlation is computed using the Bootstrap B.

4. Let Ry = the setof pixels with the r largestabsolutecorrelation

computedin step 3.

5, X = X Ry
6. k=k+1
7. currPixel = rst element in X

8. If X 6 ;, goto step 3.

9. Output: regionsR1;Ry;:::.

We can make somecommerns about our algorithm: (1) It is a greedyalgorithm:
at ead iteration it picks the pixels most correlatedwith the current pixel. Howeer,

there is no guarartee that the regionsso producedwill be optimal. Computing the

73



optimal groupingsis combinatorially prohibitive, sothis greedyalgorithm is just an
appraximation. (2) Sincecorrelationis between 1, step4 guararteesthat currPixel

is always included in Ry, and removed from X in step 5. The also meansthat our
algorithm is guararteed to terminate, in at most d iterations. (3) For e ciency, we
can pre-computethe correlationsbetweenall pixels and store them in a lookup table.
Step 3 is then skipped, and step 4 is just a table lookup. Howewer, we needto mark
those pixels in the table that have beenremoved from X, sothat we do not include
them again in subsequeniterations. (4) We can changer at ewery iteration. There
is no reasonto keepa xed constart r. In fact, in the nal iteration, there may be

fewer than r pixels to choosefrom anyway.

5.5.2 Results

Let's seehow our multiple-pixel renderingmethod performs. First, let's examinethe
output of our grouping-hy-correlation algorithm. Figure 5.8 shovs someof the regions
producedby our algorithm for r = 10. As can be seenthe regionsare not necessarily
cortiguous. While many pixels in the sameregion are neighbors, someare from far
away. This is good becausdat meansthat it is unlikely for all pixelsin a regionto be
shadaved at the sametime.

Figure 5.9 shows the new algorithm at work: the single input image is the one
that stumped our earlier algorithms (see Figure 5.4), and the output imagesare
renderedunder frontal lighting, and for di erent valuesofr. The regionsare grouped
by correlation (Algorithm 3). It is clear that image quality drops as r increases:
the output gets more and more pixelated. Furthermore, the mixed identity problem
remainsunsolved by this technique. Worse,for largerr, eventhe sideof the facethat
was lit in the input image starts to loseits idertity in the output.

The situation is no di erent if we grouped pixels randomly. Figure 5.10 shavs
this. In fact, it appearsthat the pixelated quality is presen evenfor r = 2. What is

going on? We suspect one or more of the following may be the cause:

1. Our pixel-grouping heuristic is wrong. Grouping pixels by correlation only,
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Figure 5.8: Figure shawing v e of the regions produced by Algorithm 3, for r =

10.

red

Pixels belonging to the same region are marked in its own color and symbol:

;greenC; blue ;yellow ;magena?.

regardlesf the input and output illuminations, doesnot guararteethat detC,

in Equation (5.2) is small.

. Algorithm 3 doesnot generatethe optimal regions. Becauset usesthe greedy

strategy to group pixels, instead of performing a thorough seard, our algorithm

may not group pixels optimally.

. We do not have enoughdata in the Bootstrap Set to correctly estimate the

various covariance matrices. Our estimation method (Section4.3) is Maximum
Likelihood, i.e. the estimator is the sample covariance matrix. From Equa-
tion (5.2), we seethat the largest covariance matrix is C,, , of size3r  3r.
Becauseit is a symmetric matrix, the actual number of terms to be estimated
is 3r(3r + 1)=2. Sinceour Bootstrap SethasN subjects, we have only N ob-
senations of the surfacenormalsn,. To learn a full-rank covariancematrix, we
needa minimum of N 3r + 1 obsenations. This constrairt is easily satis ed

ewven for our largest value of r = 30, aswe have N = 100. But this doesnot
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meanthat our estimate is accurate. Statisticians have shovn that Maximum
Likelihood can be unstable when the number of obsenations is small relative
to the number of the parametersto be estimated. The computed covariance
matrix tendsto underestimatesmall eigervalues,and overestimatelarge ones.

See[Daniels and Kass, 2001 for example.

Of the three possible causeslisted above, we think the third one is the most
probable given our results. Looking again at Figure 5.9, we seethat the noisy image
quality manifestsitself from r = 5, and gets progressiely worseasr increases. If
we beliewe the heuristic that one requires at least 10 times as much data as the
number of parametersto be estimated, then we need N 10 3r(3r + 1)=2, or
452+ 15 N 0.ForN = 100,thismeans 2 r 3. In other words, we do not
have su cient data evenfor r = 2! This is bad newsindeed. It suggestshat (1) a
much larger Bootstrap Setis necessaryor (2) adi erent estimator for the covariance

matrices should be used,or (3) a di erent approad is needed.

5.6 Extension: Rendering Dieren t Poses

In this section,we consideranother extensionto the basictheory presered in Chap-
ter 3. We will shav how to renderfacesin di erent posesaswell. This is easilydone

with a small modi cation to Equation (3.13):

i(x; )=n(x )s+v(xs; ) (5.3)

where we have added a new parameter, , to model the pose. Like illumination, we
will supposethat poseis speci ed asa point on the unit hemispherein front of the
face,sothat isa3 1 column vector. We assumethat poseis independert of
illumination.

Note that the surfacenormals now depend on the pose,which it should sinceat
di erent viewing angles,a di erent part of the facemay be visible at pixel x. This

way of modeling the face naturally takescare of self-acclusion. The pixel location x
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@r=1 (b)r=2 (©gr=5 (dyr=10

(e)r=15 fyr=20 (g r=230 (h) Input

Figure 5.9: Multiple-pixel rendering results for di erent valuesof r. The input image (h)

is the sameasthat in Figure 5.4, all the output images(a)-(g) are renderedunder frontal

lighting, and pixel grouping is by correlation using Algorithm 3. We note that image quality

drops asr increasesbut the mixed identity problem remains.

@r=2 (b)r=5 ©r =10 (d)r =20

Figure 5.10: Imagesrenderedusing random grouping instead of correlation grouping. The

sameinput image of Figure 5.9 is used. The noisy quality is more pronounced, even for

r= 2.
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Figure 5.11: Synthetic Bootstrap imagesrenderedunder di erent poses.

is regardedas a window through which we view a surfacepatch on the face. Instead
of keepingtrack of wherethe patch has moved to when poseis changed,we simply
ask what new surfacepatch is visible at the samepixel.

The Bootstrap Set needsto be expanded,of course. We simply render images
under di erent poses,in addition to di erent illuminations. Figure 5.11 shaws this.
Learning is donein much the sameway asin Section4.3, but we now have to learn
a dierent n for eacr . We still retain the Gaussianassumptions,so that n
Gauss( ,( );Cn()) andv  Gauss( v( ); 2( )). Interpolating the Gaussian
meansand covariancesis performedusing kernelregressiorasin Section4.6, but now
we alsohave to compute |, and C, for ead new

Our imageformation model is still Gaussian,sothe nice propertiesin Section3.6

are still valid. Howewer, the MAP image of Equation 3.2 now becomes:
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argmaxPr(igji1;::: ;ik;So)
o

Z Z

:argmioax Pr(iojis; i ik ;S0o;S1;::i Sk 1,:00 K) (5.4)
Pr(si;::: skji it ik So)
Pr( 1;::05 kjin ik So)dsy iidsed :::d g

wherewe alsohave to integrate over the unknown posesn the input images. Likewise,

the expectedimage of Equation (3.4) is now:

I = Ejpliojiss:i: ik So] (5.5)
= Ef gl Efsol Eioliojiss:iiik SoiStiiiisks ity kel 1]

The conditional pdf of the output image given the input imagesis still given by
Equations(3.15), (3.16) and (3.17), but the terms , and C,, now dependon and
needto be re-computedevery time the posechanges.It should also be obvious how
Algorithms 1 and 2 should be modi ed to alsodraw samplesfrom the posterior pose

distributions: Pr( 1;:::; kji:: ik ;So).

5.6.1 Results

For our pose-renderingexperimerts, we kept things simple and assumedthat illumi-
nation is known and xed, and only poseis changing. Speci cally, for the Bootstrap
Set, we generated45 headposesfor ead of the 100subjects. The posesrangedin az-
imuth from full left pro le to full right pro le, andin elewationsof 10 ;0 and+20 .
For eat pose,eat subject wasrenderedunder 4 di erent illuminations. This is only
for the purposeof learning the surfacenormals. We assumethe illumination is xed
at the front of the face otherwise. Finally, we gave as input to our pose-rendering
algorithm the imagesin Figure 5.12. They are of the samepersonin 3 di erent poses.
This personis not in the Bootstrap Set, but rather from the remainder of the USF
dataset. As sudh we could render him under any posethat we desired. The output

imagesare shown in Figure 5.13, where we have tried to render the personunder a

79



(a) 30 left (b) 30 right (c) frontal

Figure 5.12: Input imagesof one personunder 3 dierent poses. This individual is not
from the Bootstrap Set, but rather from the remainder of the USF dataset. As sud, we

could under him under any desired pose.

few di erent poses.It is obvious that image quality is not good: there is signi cant
ghosting in someof the images, and the identity of the subject is somewhatlost.
Newertheless,the facesare renderedin approximately the desiredposes.

Why is the image quality poor? We think it is due to the rather sparsesampling
of our Bootstrap Set: we generatedposesabout ewery 15 apart. Becauseead
Pr(n(x; )) now hasto model the changedue to di erent individuals as wel as due
to di erent poseswe needto generateposesclosertogethersothat we canbetter learn
how n varieswith pose. Of course,it could be the casethat the inter-posevariation
of n is greaterthan the inter-personvariation, in which casea closersampling of the
Bootstrap Set will not help much. We will then not be able to avoid synthesizing

output pixels from posesother than the oneintended.

5.7 Summary

Let's recapitulate our theory and its extensions. From the generalstochastic model
of Section 3.3 we derived two algorithms to render statistically optimal imageswhen
the input illuminations are unknown, and a Special Casealgorithm (Section 3.4.1)
for whenthey are. Of course,any time one of the K illuminations is known, we can
usethe Special Casealgorithm (Section 3.4.1) for it and the more generalalgorithm

for the remaining unknown illuminations.
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(@) 90 left (b) 45 left (c) frontal

(d) 45 right (b) 90 right

Figure 5.13: Output imagesunder 5 di erent poses. It is clear that image quality is not
good: there is signi cant ghosting in someof the images,and the identit y of the subject is

somewhatlost. Nevertheless,the facesare renderedin approximately the desiredposes.
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Table5.1: Summary of Dieren t Algorithms

Number of input images
K=1 K>1 K=1 K>1
Number of | rout = rin = 1 || Eq. (3.17) | Eq. (3.17) Eq. (3.17) Eqg. (3.17)
pixels w/ dependence| w/ dependence
rendered fout = rin > 1 || Eqg. (5.2) | extensible extensible extensible
together Fout & rin extensible | extensible extensible extensible
= frontal = non-frontal
Pose

We then madethings concreteby introducing the augmeried Lambertian equation
asthe image formation model, and shaved how imagesmay be renderedwhen given
one or more input images. This was done one pixel at a time, howewer. We also
provedthat the Special Casealgorithm (Section3.4.1)possessed number of desirable
properties. In addition, we derived yet another Special Casealgorithm (Section3.5.1)
to exploit the fact that the input imagesare all from the sameperson. We shaved
that, in particular, this algorithm is Progressie. In Sections5.5and 5.6, we extended
our algorithm to render multiple pixels at a time, instead of the previous pixel-
by-pixel method, as well as to render under di erent poses. Thus there are three
di erent \dimensions" to our algorithms: the number of input images,the number of
pixels renderedat a time, and whether poseis frontal or not. This is summarizedin
Table5.1.

The table shows the possiblecombinations of number of input imagesK , versus
the pose , versusnumber of pixels renderedtogether roy;rin. The latter requires
some explanation: we had usedr to denote the number of pixels simultaneously
renderedin Section5.5. This meart that r output pixels are renderedbasedon the
correspnding r pixels in the input image. But there is no reasonto restrict this:
we could render any number r,; of output pixels basedon any number r;, of input
pixels. All that is requiredis to alter the de nitions of i to include only roy pixels,
and i, to include only ri, pixels. The rest of the mathematical derivation remains

unchanged, except for the sizesof the various vectors and covariance matrices. In
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fact, we did attmept to render an imageusingro,,: = 1 andrj, = 5, hoping to see
someimprovemen. Unfortunately, the result is similar to that in Figure 5.9: noisy.

Table5.1is to be understood asfollows: the di erent ertries shav which equation
is the oneto be usedfor renderingunder those conmbinations which de ne that entry.
For instance,to nd out which equationto usewhen renderinga single output pixel
at a time, basedon a singleinput pixel and a singleinput image, and under frontal
pose, look for the entry under royy = ri, = 1;K = 1; = frontal. That enry
shovs \Eq. (3.17)". The rest of the ertries marked \extensible" indicate that this
conbination of K;rqy;rin; may be derived by extending our basictheory.

As an example, considerK > 1;ro = rip = r > 1; = frontal. The certral

equationis Equation (5.1), but the terms are now:

Pr(io;ig; i ;ik]So;S1;::: ;8 ) = Gauss(; )
where =1 §; 151505 &
=S a oty forf= 0K
2
and = 4R Rug
Ryx Ryy

N (5.6)
where Ry = SoC,, S, + Cy,

Ry = Ry = [A;l; anr rK matrix

Aj = SoCanj> + Cyy; forj =1:005K

Ry, = [Bj]; anrK rK matrix

By = SiCanj> +Cy,; forijj =1:005K

The above looks intimidating, but the certral point of Table 5.1 is the follow-

ing: Starting with a very generalstochastic model (Section 3.3), and requiring only
Gaussianassumptions,we can de ne appropriate equationsto handle any rendering
combination of K ; rou; rin; . We have derived the equationsfor a few of thesecombi-
nationsin this dissertation (thoseentries of the table marked with equationnumbers),
but in shawing the derivation process,we trust that the readercan Il in the other

ertries.
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Chapter 6

Application: Face Recognition

We now turn to the secondgoal of this dissertation: that of robust face recogni-
tion. Recall from Chapter 1 the two basic problemsin robust face recognition: (1)
the variation problem, and (2) the limited training data problem. Researbers have
largely focusedon solving (1) while ignoring (2). The secondgoal of this dissertation
is to show that solving the limited training data problem givesus a way to tackle
the variation problem. The previouschapters preserted a principled and statistically
optimal method to render a faceunder di erent illuminations. We will now usethis
to designa facerecognition systemthat can achieve robustnessagainstillumination.
This is doneby syrthesizing (rendering) many more imagesunder di erent illumina-
tions, from the original few that were given, and then using this augmered set of
training images(original + synthetic) to construct a classifer.

The material for this chapter is largely taken from our earlier paper [Sim and
Kanade, 20014. We include it here for completenessand make some additional
commerts aswell. We begin by noting that, from our literature survey in Chapter 2,
having more training imageswith which to train a facerecognizerwill almost always
improve its performance, regardlessof what technique the classi er actually uses.
It is the dearth of training imagesthat cripples many a classi er. Here, howewer,
we are particularly interestedin using the syrnthesizedtraining imagesto designan
exemplar-basedclassi er. By \exemplar-based"we mean a technique that usesthe

training data directly in its classi cation procedure,with only minimal pre-processing
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of the data. This is in corntrast to feature-basedechniques,which seeksto compute
and extract the best featuresfor the task at hand, and which usesthe featuresto
make a classi cation decision. Of course,what constitutes \minimal processing"is
also subjective. We will interpret it in this way: a processor transformation is
\minimal" if the original data may be fairly well reconstructedfrom its transformed
version. Examples of this include geometric transformations, Fourier and wavelet
transforms.

Why exemplar-basednsteadof feature-basedBecauseof the lessondearnedfrom
other researbers. As mertioned in our literature survey, attempts to nd invariant
features have proven di cult.  Also, our previous work [Sim et al., 2004 and that
of [Brunelli and Poggio, 1993 strongly suggestthat the unprocessedface images
themsehes cortain enoughinformation for accurate classi cation. By using images
directly, or at least, with only minimal processingpur method is thusexemplar-based.
An advantage of using imagesis that it is the natural unifying approad to handle
all kinds of appearancevariation: from illumination to facial expressionto pose,etc.

The imageitself capturesall the di erent kinds of variation.

6.1 Exemplar-based classiers

The simplest exemplar-basedmethod is to usethe training imagesin a k-nearest-
neighbor seart. In [Sukthankar and Stockton, 2001, for example,all imagesare rst

reducedto 16 16 resolution from about 10000pixels and single-nearest-neighor
searh (k = 1) with an L, semi-nornt is used. This greatly reducedthe storage
required, and has the added bene t of reducing noiseas well. In general, howewer,

storage spaceand classi cation time in k-nearest-neigbor methods are points of

1The Lo semi-normis implemerted as:

X
kx k2 1

ix(p)j>
p2 pixels

for somenoisethreshold . It cournts the number of pixels whoseabsolute value is greater than

It is a semi-norm becauseit doesnot possesghe triangle inequality property required of a norm.
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concern,and have to be addressedf they are to be applied in large-scaleproblems.
We can improve things somewhatby reducing the dimensionality of the problem. A
standard way to do this is via Principal Componerts Analysis (PCA) [Duda et al.,
2004.

From the set of d-dimensionaltraining vectorsfxg}\"zl, we computead Kk pro-
jection matrix W andad 1 meanvector m. We then project all the training data
into a lower-dimensionalPCA subspaceusingy = W~ (x m). The bene't is that
often, kK  d, allowing us to greatly reducethe dimensionality while preservingthe
information in the original images. We can then work with the set fyg instead of
fxg, sincethey are just compressedversionsof the original. The problem is that
given the size of our images,and the fact that we are synthesizing thousandsmore,
the usual way of computing W from the Singular Value Decomposition (SVD) of
f xg becomesntractable. The time and spacecomplexity are O(M 3) and O(M ?) re-
spectively. Instead, we needa way to compute W incremenally, as new imagesare
synthesized.

We usethe method of [Chandraselaran et al., 1997. The ideais to incremenally
update the SVD (and hencethe PCA subspace)as more imagesare added. Further-
more, not every additional imagewill a ect the SVD; only thosethat are signi cantly
outside the PCA subspaceneedto be considered,others can be safelyignored since
they are well represered in the subspace.Using this technique and requiring that
the reconstructionerror to be no more than 1%, we found that the PCA subspaceso
computed spansonly 40 dimensions,much smallerthan the 10000dimensionsof our
original images.

Despite this, working in this reducedsubspacestill requiresa substartial amourt
of memory The main culprit is the fact that we are synthesizing so many images.
One way to overcomethis is to enbed the exemplarsin their own subspace,one
for ead personto be recognized.This is readily doneby computing individual PCA
subspacegW ,,m,) for ead personp. This is di erent from the global PCA subspace
W descrited above, which is computedfrom all the exemplars,regardlessof identit y.

Recognitionis now performedusing reconstruction error, as follows:
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1. Given an faceto be classi ed x, project it into ead individual subspaceusing

Yp= Wo(x my).

2. Reconstructthe imagex, = Wy, + m;, and computethe reconstructionerror

kepk?=kx xp k2
3. Pick the subspacethat hasthe smallestk e, k2.

The memory requiremerts for this individual eigenspacepproad is linear in the
number of classesand doesnot depend on number of syrnthetic exemplarsgenerated.
Recognition speedis also fast: linear in the number of classesand independen of
the number of exemplars.In terms of pattern recognition theory, ea k e, k? is just

a quadratic discrimination function [Duda et al., 2004.

6.2 Analysis

An important and natural questionto ask is this: instead of synthesizing all these
training imagesand then designinga classi er from them, canwe exploit the structure
of the renderingprocedureto moredirectly producean equivalert classi er? If we can
doso,wewill have completelyavoidedthe syrnthesisstepandits concomitart problems
descrikedin the previoussection. We shall attempt to do this for the individual PCA
approad. We begin by assumingthat the Special Caseof Section 3.4.1 applies,i.e.
that we know the input illumination. Then Theorem12tells usthat our output image
under illumination s is renderedusing: i = N .. So+ Vyse -

To aid our analysis,we assumethat the output illumination sy is moved around
on a unit hemispherein front of the facewith constart probability. That is, its pdf
is given by Equation (3.21). To computethe individual PCA, we needthe meanand
eigervectors of the covariance matrix of all the imagesl = fig. Theseimagesare
renderedby varying the output illumination so. Appendix B derivesthe meanand

covariancematrix to be:
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where E [so] = O;O;% (6.1)
2 3
L oo
E soSp =§0 : 02
00 1

Obsene that all expectation terms are constart of the matrix of surfacenormals
Nwe - They do not changefor di erent people,and can therefore be pre-computed.
Thus, to determinethe individual eigenspacdor eat person,we simply compute |
by the above equations,and then solve for its eigervectors. Howewer, there are se\eral
problemswith this approad. Aside from the two expectations computed as shavn,
the others are too di cult to obtain analytically asthey involve fairly complicated
functions of random variables (seeAppendix B). We can obtain numerical estimates
for them using simulation or Monte Carlo techniques, but ewven this is problematic
becausef the hugesizesof the matricesinvolved. For instance,the term E[V e V7,0 |
isad dmatrix, which for our imagesof dimensionality d = 10000requiresabout 1 Gb
of memory Assumingwe can overcomethis problem (e.g. by reducingthe sizeof the
images),we would still likeaway to quickly computethe eigervectors. Unfortunately,
there is no obvious relationship betweenthe eigervectors of the individual terms in
Equation (6.1) and those of . Neither is there an easyway to compute the next
set of eigervectorswhenN .- changesfor di erent people.

If we knewthe rank of |, or evenan upper bound on the rank, we can speedup
our eigervector calculations. Assumingthat the upperbound, L, is much smallerthan
d, there are methods to computethe L dominart eigervectorsquickly, in O(Ld) time
instead of the usual O(d®) time for standard eigervector algorithms. SeeARPACK
[Lehoucqet al., 1999 for example. Looking at the above equation, it is tempting,

but wrong, to concludethat |, hasa rank of at most 5 becauseit is a sumof v e
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terms containing rank-1 outer products of vectors. The reasonis that the expectation
operator E[] cana ect the rank of its argumen. A casein point is E[SeS; ], which
has beencomputed above to be of rank 3, even though sps; hasrank 1. Thus the
rst three terms of |, ead hasrank 3, the fourth term hasrank d, while the
last term hasrank 1. We can of coursenumerically estimate E[v . V... ] and its
rank, r, barring memory requiremerts. Then an upper bound on the rank of | is
L=r+10.1fL d, wecannow resortto ARPACK to compute the eigervectors;
otherwiseit doesnot appear that we can do much better.

What happensif we do not know the input illuminations? Our analysis above
requiresthat we be able perform two steps: rst, recover the surfacenormals N e ,
andthen computethe covariancematrix | . The Special Caseof known illuminations

leadsnaturally to this two-stepapproad, but otherwiseit is hard to justify it.

6.3 Recognition EXxp erimen ts

Let's seehow our supposed illumination-robust classi er performs. In our experi-
merts, we built three simple exemplar-basedlassi ersand comparedthem. The rst
classi er performssinglenearest-neigbor seart directly in imagespace.We call this
INN. The secondclassi er searhesfor the nearestexemplarin the global PCA sub-
space(dimensionality 40). We denotethis as globalPCA. Finally, the third classi er
computesindividual PCA subspacedrom the exemplars(dimensionality between35
and 45), and classi es using the smallestreconstruction error. Call this indivPCA.
All PCA subspacesvere computedto have an averagereconstruction error of 1%.
For our recognition experimerts, we useda subsetof ten peoplefrom the CMU

PIE dataset [Sim et al., 2001. These personsare distinct from those in the Yale
dataset and our Bootstrap Set (seeFigure 4.4). Each personhas 21 imagestaken
under di erent illumination (di erent from thosein the Bootstrap Set). All images
were pre-processedusing a similarity transformation and cropped to align them to
a Bootstrap referenceface. For ead person, one image was arbitrarily selectedas

the training image, and from this 900 additional exemplarswere synthesized. These
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synthetic imageswere createdunder illumination directionsthat rangefrom 90 to
+90 in both azimuth and elewation angleson a hemisphericalsurfacein front of the
face. The remaining 20 imagesper personwere usedto test the classi ers. Note that
becauseour imagesare large (d = 10000),we cannot bypasssyrthesizingimagesto
compute | directly using Equation (6.1).

The resultsare asfollows: 39%recognitionaccuracyfor both 1NN and globalPCA,
and 95% accuracyfor indivPCA. We postulate that the 1NN and globalPCA clas-
si ers are distracted by \noise": many facesunder extreme illumination look alike
becauselarge regionsare shadaved. We further speculatethat the 40 eigenfacesn
the globalPCA subspacecapture mostly illumination variation, rather than identit y.
The eigenfacesbeyond these 40 (which have been excluded from globalPCA) are
probably more discriminating. As for indivPCA, we are pleasedto seethat it is a
viable classi er. For this method to work, large numbers of training imagesmust be
available for eat personto be recognized.This is requiredin the computation of the
individual PCA subspacesptherwisethe computed subspaceswill not be accurate.
Sincetraining imagesare often scarcein facerecognition applications, this technique
is not commonlyused. By using our approad of syrnthesizing exemplarsfrom even a

singletraining image, we can overcomethis limitation.

6.4 Discussion

The results of our simple experimerts are encouraging,although far from de nitiv e.
Becauseour experimertal datasetsare small and our setupis simple, and becausewve
have not comparedour method with other illumination-robust techniquesreported in
the literature, we cannot conclusiwely claim that our classi er is illumination-robust.
We can only sa that it exhibits toleranceto illumination variation when given only
a single training image. Our synthesis-cum-classi cationtechnique can certainly be
usedto augmen any classi er that performspoorly becauseof a lack of training data.
A number of other noteworthy points should be mertioned here.

Firstly, whereasother classi cation algorithms focus on features| nding dis-

90



criminating and invariant features, and extracting them from images| we focus
on synthesizing training imagesand designingan exemplar-basedclassi er that is
feature-free? As we have noted in our literature survey, nding discriminating fea-
tures that are truly invariant to all typesof appearancevariation is very hard, if not
impossible. Even if these featuresare found, it is time-consumingand error-prone
to locate them on a faceimage, extract and processthem for recognition. By avoid-
ing featuresin our classi er, we also avoid theseproblems. To be sure, our syrthesis
method doesrequiresomefeatures| locating three points onthe facefor imagealign-
mert to a referenceface| but this is con ned to the synthesisstage. The classi er
itself is feature-free.In general,we expect the model-building and synthesis stageto
require features. But aslong asthe resulting classi er doesnot explicitly depend on
features,we will not be boggeddown by feature-pracessingduring recognition.

Secondly our method neednot be fully automatic. Note that there is no reasonfor
our model-basedsynthesis not to require manual intervertion from a human expert.
As long as our classi er works automatically, the learning stage can use as much
manual help as possibleto create realistic images. For example,in Figure 5.4, we
could have manually corrected the de ciency of our algorithm and improved the
quality of the synthetic imagesbeforeusingthem in our classi er. Doing sowill only
help indivPCA learn a more accurateeigenspaceOther classi cation schemestry to
make both the learning and recognition stagefully automatic, but we feel that this
is unnecessarilyburdensome.

Thirdly, our approad has the potertial to handle appearancevariations other
than ilumination, simply by synthesizing imagesthat exhibit those variations. For
example, to simultaneously cope with pose, illumination and expressionchanges,
synthesizetraining imagesunder many di erent conbinations of lighting, poseand

expression.The exemplar-basedlassi er will learn them all, regardlessof variation.3

2Although we have not stated it explicitly, it should be obvious that any exemplar-basedclas-
si er doesnot rely on featuresdirectly. Rather, the exemplarsthemseles provide the information

necessaryto discriminate one pattern from another.
3We have already shavn an example of synthesizing novel posesusing our statistically optimal

rendering method. We could incorporate it to built a classier that is robust against illumination
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Of course,we have yet to demonstrate this, but the idea is logical and waiting to
be explored. We can even imagine synthesizing mustades, beards, and eye glasses.
Obviously, the number of syrthetic imageswill grow conmbinatorially with the kinds of
variations to be synthesized. This imposessomeconstraints on the exemplar-based
classier: (1) it must be able to learn incremenally, as more training imagesare
rendered;and (2) its storagerequiremerts and classi cation time must not increase
asquickly asthe number of exemplars.Classi ers sud as1NN and globalPCA clearly
will not work, whereasindivPCA is a good candidate.

Finally, we should point out that our approad is applicable to other non-face
objects aswell. In fact, our approat should be seriouslyconsideredfor recognizing
non-rigid, deformableobjects, where nding suitable featureshas proven to be di -
cult. Aslong asclass-baseanodelscanbe built to synthesizeimagesof theseobjects
realistically, we can combine them with an appropriate exemplar-basedclassi er to

do the job.

and pose.
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Chapter 7

Conclusion

We concludethis dissertation with a review of wherewe have beenand a proposal of

wherewe should go.

7.1 Concluding remarks

We beganour journey with facerecognition. From reviewing the researt literature
and from our own experiences,we concludedthat we had to addressthe limited
training data problem as well as the variation problem. Far too many researters
had focusedonly on solving the variation problem with all sorts of techniques, but
with no unifying solution for a robust facerecognition system. Yet through all their
experimernts, there was a subtle but overlooked fact: more training data typically
resultedin more accurateclassi ers, whatever techniquesthe classi ersactually used.
This prompted usto look into facerenderingasa techniquefor robust facerecognition.

We then turned to the face rendering literature, and found many papers that
reported impressie results: the synthesizedimageslooked very real indeed. Turing
himselfwould have beenfooled. Nonethelesghere wasa gnawing feelingthat many of
thesemethods are ad hoc, lacking a theoretical basis. This prompted usto formulate
a principled and optimal approad for face rendering, with provably good proper-
ties. A unique feature of this formulation is that the shape of the faceis regarded

as only an intermediate variable, and not explicitly recovered. In this dissertation,
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we demonstratedjust sud an approad. We introducedour theory in a very general
form and gave two algorithms for it. We then proceededto show that under certain
conditions and assumptions,our rendering technique possessese\eral desirablethe-
oretical properties, including the equivalenceof our (more general) method with the
traditional ad hoc, two-stepapproad.

For practical implemertation howeer, we suggestedhe additional assumptionof
pixel independenceto make the computation tractable: our image is renderedone
pixel at a time. This producedgood output imagesin general,but also causedthe
hallucination e ect and the mixed-idertity problem. We then relaxedour assumption
a little to rendergroupsof pixels at a time. Unfortunately, our resultswerenot good.
We suspect it is dueto a lack of training data. We also extendedthe basictheory to
renderfacesin di erent posesbut againour resultsweredisappointing. Newvertheless
we feel that we can overcomethese problemswithin the samestatistically optimal
framework that we have proposed.

Coming bad to face recognition, we realized that our synthesis approad has
openedup new averues for designingclassi ers. We could now consider classi ers
that werenewer beforepossibledueto alack of training data. This, togetherwith the
fact that simple exemplar-basedlassi ersare surprisingly accurate,led usto suggest
the individual PCA classi er for face recognition. For a pictorial summary of our
dissertation, we direct the readerto Figure 1.1 on page3.

Perhapsmoreimportantly, we shovedthat, under certain conditions, we could ex-
ploit the mathematical structure of the synthesisalgorithm and that of the classi er
to better construct the classi er. In our case we could bypasssynthesizingadditional
imagesaltogether and instead obtain the nal classi er moredirectly from the initial
training images. From the perspective of madine learning, being able to generate
our own training data implies that we have full cortrol over its statistics. This elimi-
natesthe needto assumea probability distribution for the training data (something
commonly donein madine learning) and allows for the designof classi ersthat can
exploit the training data pdf. To be sure, this idea of synthesizing additional train-

ing data to boost classi cation accuracyis not new. Supplememary training images
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were usedin [Baluja, 1998, Sdelkopf et al., 1994 for automatic digit recognition, in

[Pomerleau,1994 for autonomousnavigation, in [Mahalanobiset al., 200( for target
recognition using Syrnthetic Aperture Radar (SAR) images,and also in our earlier
work on face recognition [Sim et al., 2004. Howewer, in these cases,the synthetic
imageswere fairly easily generated. For instance,in [Mahalanobiset al., 2004, the
image-synhesismodel wasknown a priori from external knowledgeof how the target
objects scatteredradar. And in the caseof [Sim et al., 2004, the syrthetic images
were simple geometricperturbations (pixel-level translations, rotations and scalings)
of the original images. By comparison,our synthesis model is more sophisticated:
it learnsthe necessarystatistics from a Bootstrap Set. Thus, another cortribution

of our dissertation is the use of a non-trivial syrnthesis model to generatesyrthetic

training data. Which leadsnaturally to the next section.

7.2 Revised List of Contributions

In terms of original cortributions to the elds of computer graphics,computer vision,

and pattern recognition, this dissertation makesthe following:

1. Proposea new approad for image-basedenderingthat is statistically optimal,

and that possessese\eral important theoretical properties.

2. Demonstrate a new approad to face recognition that can achieve robustness
againstillumination changesandthat hasthe potential to dealwith other kinds

of appearancevariation aswell.

3. Further dewelop the idea of generatingsyrthetic training data to improve clas-
si cation performance. The useof a learnedstatistical synthesis model allows

oneto exploit the statistics of the training data to designbetter classi ers.
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7.3 Future Directions

No researt is ever completeif it doesnot generatemore questionsthan it answers.

Sohereis a partial list of future endeaors:

1. Solving the mixed-idertity problem. We noted this problem in Section5.3 and
tried to solve it by renderingse\eral pixelsat onein Section5.5. Our resultscan
clearly be improved. Howewer, we would like to stay within our framework. As
suggestedn that samesection,perhapsoneway isto useadi erent estimatefor
the covariancematrix insteadof maximum likelihood, onethat is better behaved
whentraining datais limited. Another ideaisto usea multi-resolution pyramid,
similar to the method of [Baker and Kanade, 2004.

2. Improving poserendering. As is obvious from the results of Section 5.6, we
could improve on this. Oneideais to generatemore closely-spaceghosesin the
Bootstrap Set. But it may be a good idea rst to investigateif the variation of
the surfacenormals n is greater for posethan for individuals. If this is indeed

the case,then a di erent technique may be required.

3. Pose-, illumination- and expression-robustface recognition. This is a logical
step of what we have beenproposing. We should extend our rendering theory
to synthesizefacial expressionsand combine this with illumination and poseto

designa classi er that can handle all three typesof variations.

4. Other classi er designs. Now that we can overcomethe limited training data
problem, we have a wider range of clasi ers to choosefrom. We could go for
the jugular and construct the Bayesianclassi er [Duda et al., 2004: synthesize
enoughtraining data to directly estimate the class-conditionalpdf. This way
we can claim a theoretically ideal classi er. Howeer, this might be a problem
becauseof the high dimensionality of the images. One way around this is to
usea Mixture of Gaussiango appraximate the pdf. Where possible,we should

exploit the math to nd a shortcut and avoid synthesizingall the training data.
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App endix A

Recursiv e Form for cm

Let's derive a recursiwe formula for ¢, the variance of the Gaussianpdf of Equa-
tion (3.17). This will allow us to take a sequemtial approad, i.e. update c,, as more

input imagesare available. We will needthe following theorem [Scharf, 1991.

Partitioned Matrix Inverse Theorem. The inverse of the parti-
tioned covariance matrix
2 3
Rt =4 Rt 1) 5
re | ru
is the matrix
2 3
R, % |0 1
RI=4TtTs . b Tl g
0> |0 t 1
where (=ry 7R, Y1,
(A.2)

Let cn.x denote the variance when the number of input imagesis K, and let the

covariancematrix Ry, in Equation (3.18) be partitioned as follows:

2 3

Ryyx 1]
Ryyk = 4__WE 2 5

> 2
v(K)
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Then its inverseis

2 3 ’ 4
R, 0 1 R
1 _ yy:K 1 yy;K 1 > 1 :
Ryyx = 4 0 0 S+ = 1 Ryyk 1)1
where = 3(K) >Ryy1;K 1

=[ vix); a(K 1) 1lvectorj=1:::;K 1

Also in Equation (3.18), let ryxx be partitioned as:

ryx;K 1

ryx;K
w V(OK) #

1
Ryyik 1Tyxk 1 +

0

1

> 1 ) 1
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And hence,

1 _ > 1
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1
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> 1
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1
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Finally, from Equation (3.18),
Cmk = wo ik Rypi Fyxk

|
1 2’
) Gnk = Cnk 1 ( v(0:K) r;X;K 1Ryy;K 1 )

L]
2 > 1
v(K) Ryy;K 1

This is the form we want. It shavs how the variancec, is updated asthe K th

input image becomesavailable: the rst term is the variance computed with K
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input images,while the secondterm is the adjustmert due to the K th input. Note
that the denominatorin the secondterm hasa particularly nice interpretation: it is
the varianceof the K th imagegiven the other K 1 images(c.f. Equation (3.8)). It

is thus non-negatie.
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App endix B

Deriv ation of | and

We rst compute E[so] and E[sps;]. Considersy to be a point moving randomly on
the surfaceof a unit hemisphere. We assumethat the pdf of sy is uniform for all
points on this surface. Let this be p. Then: RC p dC = 1, where C is the surface
of the hemisphere.Using Sphericalcoordinates,with and denoting azimuth and
elewation angles,respectively, and noting that the elemenal areaon the surfaceis

cos d d , this may be written as:

Z—2 Z=2
pcos d d =1
0 M1 0° 1
Z=2 Z=2
) p% 1.d X% cos d£:1
=2 =2
) p()2)=1
sothat _
P=3

Now, let s = [X;y;z]” in Cartesian coordinates. Then: E[so] = [E[X]; E[y]; E[z]]”.
We corvert into Spherical coordinatesusingx = sin cos ;y = sin and z =

COS cO0S . Sothat,
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772 72
EX]=p sin cos cos d d

o = 10 1

7=2 7=2
Zi% sin d X % cod d KX
=

=2

1 -
5 O)(5) =0

Note that the secondcos term comesfrom the elemertal area of the hemisphere.
Similarly, we may compute E[y] = 0, and E[z] = % Hence,E[so] = [0; 0; %]>. As for
E[sos5 ], we get:

22 33
X% Xy Xz

E[SoSS]:Eggxy y2 yzﬁ

Xz yz z?

We compute the expectation of ead elemen of the matrix as before,by cornverting

into Sphericalcoordinates. This resultsin:

2 3
loo
Esoso] = éo L oz
001
Proceedingon, we have | = E[I] = E[N_ . So+ Vuwe ] = N .. E[So] + E[Vse |-

From Equation (3.29) in Section3.7, eat elemen of v, IS computedas follows:

Vuap = v(0) + r> vl(V v)
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Note that ();r and  arecomputedusing kernel regression(seeSection4.6). Be-
causeof this, theseterms arerandom variables,sincethey arefunctions of the random
vector sp. Recallthat |, and , are the meanand covariance of the deviations at
the input illuminations S. Theseare constart becausewe have assumedthat S is

known. Thus,

E[VMAP ] = E[ v(O)]+ E[I’]> vl(V v)

And nally,

E["] 7
h

> >
E NMAP So + Vvap NMAP So + Vvap I

—_ > > > >
- NMAP E SOSO NMAP + NMAP E SOVMAP +

> >
E Vi So Nuwe + E Vi V uap I [
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