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As a leading computing school, we are committed to 

research excellence across all its dimensions - from 

pursuing fundamental results and insights, to developing 

novel computational solutions and building large-scale 

experimental systems. This year, our researchers won 38 

best paper awards and other key research awards at multiple 

international conferences. In addition, with an increasing 

number of collaborations, our ties with industry partners 

and government organisations have grown stronger.

In this bulletin, you will find the highlights of our research 

and achievements by our faculty members, doctoral students 

and research staff members. We hope you will continue to 

support us and engage with our colleagues to make a lasting 

impact on the research community and beyond.

Professor Mohan Kankanhalli
Dean
School of Computing

National University of Singapore (NUS)

Dean’s 
Foreword
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At a Glance

usually spread over 3-5 years

~$240M
Total 
Research Funds

346
Total Number of 
Projects

115
Total Number of 
Principal Investigators

185
Total Number of 
Research Staff

412
Total Number of 
PhD Students

24
Total Number of 
Invention Disclosures
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Department of
Computer Science

The Department of Computer Science, with over 80 
internationally recognised faculty members, is a leading 
centre for learning, teaching, and research in computer 
science and its applications. The department offers 
three undergraduate programmes in Computer Science, 
Computer Engineering, and Information Security, three 
Master’s programmes in Computer Science, Artificial 
Intelligence, and Infocomm Security, as well a PhD 
programme in Computer Science. 

The department’s faculty members perform cutting edge 
research in eight research areas: 
•   Algorithms and Theory
•   Artificial Intelligence
•   Computational Biology
•   Database
•   Multimedia
•   Programming Languages and Software Engineering
•   Security
•   Systems & Networking
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Research Areas
Algorithms and Theory
Algorithms form the backbone of computer science. They 
determine what computers can do and how much resources 
are needed for a computational task. The Algorithms and 
Theory group aims to understand the theoretical foundations 
of computer science, and to use these insights to produce 
novel practical algorithms. This includes a wide variety 
of topics in theoretical computer science and its related 
areas. Examples include distributed algorithms, networking, 

cryptography, game theory, and security. 
 

Artificial Intelligence 
The term Artificial Intelligence (Al) was first coined by 
John McCarthy in 1955 to describe the science and 
engineering of making intelligent machines. Today, Al is 
the key technology in many novel applications, from face 
recognition to language translation. This research group 
aims to advance the development of Al by bringing together 
researchers across the areas of computer vision, machine 
learning, planning and decision making, and robotics.

Computational Biology 
Present-day biomedical researchers are confronted with 
vast amounts of data. This has driven the development 
of sophisticated computational and mathematical 
approaches to understand how biological systems work. 
The computational biology research group aims to enhance 
the flow of information and data to enable scientists to 
computationally model and analyse biological systems in 
novel ways. Some projects undertaken by this research 
project include: compressed index, gene regulation, protein 
complex prediction, and more. 

Database 
The availability of data has increased tremendously in recent 
years and with this comes the challenge of organising and 
storing data in the most efficient and effective way. This 
research group studies the techniques for modeling, storing, 
indexing, and processing different types of databases. 
Projects in this area include data mining, the study of data 
management systems, developing deep learning platforms 
for large datasets. 

Multimedia 
From computer graphics, human computer interaction, 
to sound and music, the multimedia research group seeks 
to understand and develop new algorithms, systems, and 
methods for systems to interpret and manage multiple 
types of data and media sources. Projects from this group 
include: mobile app recommendation, location analytics, 
social media data mining.

Programming Languages & Software Engineering 
The use of software can be found in almost all aspects of life 
today. As the world becomes more dependent on software, 
ensuring that these complex systems are designed to be robust 
against failure becomes even more important. As software 
grows to become more complex, researchers and companies 
face the challenge of keeping their systems reliable, secure, 
and productive. This research group tackles these problems, 
focusing on improving the development, verification, and 
optimisation of computer programs and systems. This 
includes areas in program analysis and verification, paradigms 
in programming, parallel and distributed programming, and 
software validation. 

Security 
One of the main concerns of the world today is the issue of 
securing our digital lives. Without security, communications 
can be intercepted, modified, or spoofed and data can be 
commercially exploited or used for privacy invasions. The 
security research group studies and develops novel methods 
of securing computer systems against today’s threats. 
Research areas from this group include: cryptography, 
network security, systems security, and more. 

Systems & Networking 
The Internet has become an indispensable part of modern 
life. Whether it is to read the latest news or communicate 
with other people, billions of devices are interconnected 
via the Internet. The Systems & Networking research 
group studies these large scale interconnections and 
how computing devices can work together to perform 
computations and disseminate information. Research in 
this area includes: cloud computing, distributed systems, 
mobile computing, software defined networks, and more.
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The Department of Information Systems and Analytics has 

a long track record in grooming prominent leaders for the 

digital economy and IT workforce. It offers undergraduate 

programmes in Information Systems and Business Analytics, 

Master’s programmes in Information Systems and Financial 

Technology, and a PhD programme in Information Systems 

and Analytics.  Graduates from this department have moved 

on to pursue both professional and research-based careers in 

a broad range of industries and job functions over the years. 

The department faculty members conduct research in six areas: 

•   Digital Transformation, Platforms & Innovation

•   Healthcare Informatics

•   Financial Technology (Fin Tech)

•   Data Science & Business Analytics

•   Computational Social Science

•   Intelligent Systems

These six areas are the critical points of intersection among 

technology, policy and people, which define the near and 

future digital economy.
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Research Areas
Digital Transformation, Platforms & Innovation
Information technology (IT) is moving from a supporting 
role to becoming a key component of organisations’ 
value propositions. The shift towards “digitalisation” 
is accelerated by the emergence of digital platforms. 
Additionally, innovation of services and products is enabled 
by platforms for crowdsourcing, crowdfunding, open data, 
and open innovation. This research group develops and tests 
models and frameworks that improve understanding and 
provide key insights to businesses on digital transformation 
efforts, and their use of platforms for innovation. 

Healthcare Informatics 
Confronting the challenges of an aging population, 
increased complexity in chronic and acute diseases, and 
exponential healthcare costs that cause divides among 
people, governments and healthcare service providers 
have looked into smart use of IT to provide safer and 
efficient patient-care services. For instance, integrated 
and personalised healthcare is possible through electronic 
records and telehealth applications. Also, new tools and 
analytic capabilities are being developed for clinical decision 
making, operations, and population health management. 
This group researches the design, management, and 
evaluation of healthcare IT, from which practice insights 
are also generated. 

Financial Technology (FinTech) 
Digitisation is transforming financial services (e.g., peer-
to-peer lending, third-party payment) for individuals and 
businesses, including start-ups, SMEs, social enterprises 
among others. New technologies such as blockchain and 
cryptocurrency are providing manifold opportunities. Yet, 
organisations often lack understanding of how to leverage 
them and effectively assess the outcomes. This research 
group works with industry partners and government 
organisations to address the challenges due to such 
technological disruption of the financial industry. 

Data Science & Business Analytics 
Data analytics is moving beyond simple observational 
insights, to predict trends and outcomes for better 
decision making. This research group seeks to provide 
tangible and novel insights from big data e.g., in retail, and 
social networks, as well as address fundamental big data 
challenges e.g., entity resolution, missing value imputation, 
high-dimensional clustering, transfer learning models, and 
causality. This informs organisations and policy makers on 
actionable strategies for their analytics efforts. 

Computational Social Science 
With more data available on every aspect of our daily lives, 
we are able to measure human behaviour with precision, 
creating an unprecedented opportunity to address 
longstanding questions in the social sciences. This research 
group uses large-scale demographic, behavioural and 
network data (from platform archives and field experiments) 
to investigate human activity and relationships, in order to 
answer such questions for academia and industry. 

Intelligent Systems 
Work automation and augmentation with artificial 
intelligence (Al) and intelligent systems are transforming 
not just organisations and industries, but the entire labour 
markets. At the same time, humans are learning how to 
interact and collaborate with smart systems and robots. 
This research group studies the design, use, and impacts 
of Al and intelligent systems on individuals, businesses, 
the economy and society, including its unanticipated 
consequences.
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NUS Computing is strongly committed to research excellence in all its dimensions: Searching for fundamental results and 
insights, developing novel computational solutions to a wide range of applications, building large-scale experimental systems 
and improving the well being of society. In this research bulletin, we feature several recent efforts in Systems & Networking, 
Media, and Data Science & Business Analytics. For research efforts in other areas, please visit:  comp.nus.edu.sg/news

When a natural disaster, terrorist attack, or any other crisis 
strikes, the best time to act isn’t just as it occurs, but rather 
in the months, even years, before it happens.

Preparation is key, say experts. “The more we prepare 
beforehand, the better our response will be,” writes the 
United Nations Office for the Coordination of Humanitarian 
Affairs (OCHA), the group responsible for organising relief 
efforts across the globe, on their website.

It is a statement that Gary Tan agrees with wholeheartedly. 
The associate professor at NUS Computing, who has spent 
the last decade studying crisis management, says: “Every 
second counts in a crisis. Delays can lead to higher fatalities, 
which is why it’s critical to have effective strategies for 
evacuation and rescue.”

Tan’s work focuses on simulating what happens when disaster 
strikes. In particular, he is interested in modelling how humans 
run or flee in such scenarios. “People behave very differently 

Research Highlights

when they panic,” he says. “What we’re trying to do is predict 
what happens when, say, we have to evacuate an MRT station 
because of a bomb threat or a fire.”

Tracking movement
To achieve this aim, Tan and his students — PhD candidates 
Wang Chengxin and Muhammad Shalihin bin Othman — 
devised a special framework, which they describe in this 
paper. The framework analyses real-life video feeds, tracks 
how pedestrians in them move about, and translates these 
into something that can be used in a virtual simulator. The 
technique makes use of deep learning methods to detect 
objects in individual video frames, correctly tracking them 
throughout the video feed.

“With that, we are able to reconstruct scenes and simulate 
events that may be too costly or dangerous to carry out 
in real life,” says Tan. “This allows us to simulate different 
evacuation and rescue plans to derive ideal strategies to 
employ in a crisis.”

When disaster strikes, where do people run? 
Associate Professor Gary Tan
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Tan’s framework is unique because it is a data-driven 
approach that seeks to study human behaviour directly 
from real-life videos, unlike previous pedestrian simulation 
methods. “This helps improve the level of realism since 
they are adapted from actual footage,” he says.

Tan and his team worked especially hard to refine their 
tracking algorithm that analyses how people in the videos 
move. “A good tracking algorithm is essential in extracting 
realistic trajectories from real-life videos,” he explains. 
“With highly accurate trajectory data, we can mimic 
realistic human movements in a simulation that allows us 
to have more effective predictions.”

Testing, he adds, revealed that the number of trajectories 
successfully extracted from the videos into the simulator 
was “more than expected”.

From prediction to prescription
Since publishing their findings, the team have turned their 
attention to creating other pedestrian tracking algorithms. 
One, called Graph-based Temporal Convolutional Network 
(GraphTCN), makes use of artificial intelligence to track 
not only individuals, but also how they interact with their 
fellow pedestrians temporally and spatially. The result, 
which they describe in this 2020 paper, is a behavioural 
model that can mimic human movement in a simulation 
more accurately, says Tan.

 comp.nus.edu.sg/news/features/2022-when-disaster-strikes-gary-tan/

His team is now working on a new model that thinks one 
step further. The Conscious Movement Model, or CMM, 
extracts human behavioural patterns from CCTV footage 
and other real-life videos. It uses these patterns to train a 
deep learning model that will later influence a pedestrian’s 
movements during the simulation.

“By incorporating realistic pedestrian movements, we can 
improve the accuracy of predictive simulations, allowing us 
to automatically run optimisation algorithms and prescribe 
the best strategies to adopt in different what-if scenarios,” 
explains Tan.

“By doing so, we take a step further after predictive 
simulation to generative prescriptive analytics that 
authorities can employ in times of crisis,” he adds.

Apart from disaster scenarios, Tan’s research can be applied 
to simulations involving traffic congestion and accidents, 
to model the movement of both pedestrians and cars.

Tan says: “If our system can save even one additional life 
when deployed, it will be worth the effort.”
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Watch the Action as it Happens: Towards Low-Latency Video Streaming 
Professor Roger Zimmermann

Roger Zimmermann has been in the business for a long time 
— nearly 25 years to be precise. He first started studying 
media streaming in the late 1990s, as a young, earnest PhD 
student at the University of Southern California.

Since then, the industry has undergone colossal changes, 
says Zimmermann, now a professor at NUS Computing. 
“Previously, people had these specialised connections 
from their cable providers. But now most video streaming, 
whether it’s via YouTube, Netflix, or Amazon Prime, 
happens over the internet.”

Digitalisation has made videos much more accessible and 
the variety of entertainment available today is simply 
astounding, he says. But there has been a major drawback: 
the latency, or the time delay of something appearing on 
your screen, has gotten longer and longer.

Poor latency is annoying enough when you’re trying to 
stream a show and it stalls, but it is especially frustrating 
when you’re viewing a live event. We want, for instance, to 
watch a football match and witness the goals being scored 
in real time as the ball flies from the striker’s foot into the 
net...and not have to wait on tenterhooks for the video to 
render through the results.

“Recently there has been a push to try and reduce that 
latency so that it becomes much closer to what we call the 
Live Edge, which is what’s happening right now and the 
‘edge’ of the data that is available,” says Zimmermann.

It’s a fairly niche area of research, he admits, but one with 
widespread implications for everyone. “If you look at traffic 
on the internet, roughly 80% is video streaming. Many people 
don’t realise what a tremendous part of the internet it is.”

All in a second
The holy grail that researchers seek is a one-second latency 
when delivering live content. Attaining this would mean 
coming as close as possible to “glass-to-glass” latency, 
where the delay between an image being caught on the 
glass lens of the camera and appearing on the display glass 
of a viewing screen is zero, says Zimmermann.

Presently, what’s displayed on video playbacks typically lag 
behind the live action by five to 30 seconds, depending on 
the streaming conditions.

But achieving low latency is challenging for a number of 
reasons. For one, a video has to be captured, encoded, 
packed and transferred from a server to the end user in 
a matter of mere seconds. For another, data transmission 
is subject to a number of network conditions, such as 
how many people might be trying to watch Squid Game, 
conduct a Zoom call, or watch an e-sports match at the 
same time as you.

Most video platforms today, including Netflix and YouTube, 
stream their content using a technology called HAS. Short 
for ‘HTTP Adaptive Streaming’, HAS breaks down a video 
into small chunks of data and encodes these chunks at 
different quality levels. At the receiving end, a video 
player uses an algorithm to decide which quality chunk to 
download and playback the video.

“The player basically pulls data from the servers and makes 
decisions of ‘When do I need the next piece of data?’, 
‘What quality do I need?’”, explains Zimmermann. “So if 
your connection is very good, the player is going to get 
a high-definition video. But if the connection is not that 
great, it will download a lower quality.”

A video player makes these decisions every few seconds, with 
the help of low-latency algorithms. There are many algorithms 
freely available, says Zimmermann, and it’s up to a streaming 
platform to decide one which to use. “The problem is there 
is no perfect algorithm. Every one involves some tradeoffs.”

If you make the latency too short, for instance, the video 
player might run out of data too quickly and the video being 
streamed is more likely to stall. Or its quality might fluctuate, 
with the image clear one minute but fuzzy the next.

“There are a number of factors that you want to carefully 
balance in order to get the best possible quality of 
experience for the end user,” says Zimmermann. “But 
there isn’t a perfect solution for this and that’s why there 
are a number of different algorithms and it’s why people 
still do research in this area.”

Filling a bucket
For Zimmermann and his lab, low latency is something they’re 
been pursuing for the past five years. They have since invented 
a number of award-winning algorithms for video players on 
DASH, the HAS protocol used by most of the world.

“We’re on the cutting edge of where things are, we’re 
really pushing the envelope,” says Zimmermann. “There 
are only two or three algorithms that can get below three 
seconds of latency — and we’re one of them.”

One successful algorithm Zimmermann and his team — 
comprising students May Lim and Mehmet Akcay, postdoc 
Abdelhak Bentaleb, and collaborator Associate Professor 
Ali C. Begen at Turkey’s Özyeğin University — have come 
up with is called Low-on-Latency (LoL), which they discuss 
in this 2020 paper.

“LoL is basically three modules working together to ensure 
video streaming goes smoothly,” he explains.
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The job of the first module is to figure out how good the 
network connection is. “It’s not that simple because the 
connection is constantly changing due to other traffic on 
the network,” says Zimmermann.

“When we looked into this, we found that many of the 
measuring modules currently available actually give 
fairly inaccurate measurements,” he adds. “And if the 
measurement is inaccurate, then your decision module isn’t 
going to do a great job because it relies on those figures to 
decide how much data it has in its buffers, how long it can 
still play before it runs of data, which data chunk it’s going 
to get next, and so on.”

So the researchers’ first task was to build a better measuring 
module. Once that was accomplished, they then turned their 
attention to the second module, a decision-making one more 
formally known as the adaptive bitrate (ABR) selection module.

The video streaming process is akin to that of filling a 
bucket, says Zimmermann. The video player is like a bucket 
you’re trying to fill with data. “On one side, you want to 
get new data into the bucket. And on the other side, the 
data goes out of the bucket to your screen and speakers.”

Managing this data flow is key to preventing the bucket, 
or video player, from getting too full or too empty. The 
ABR selection module is the “logic centre” that processes 
various measurements taken by the first module and makes 
decisions on the data input and output rate, thus keeping 
the entire process in check.

LoL’s third module — the Playback Control module — is one 
of algorithm’s distinguishing features. “For most playback 
modules, there’s normally not much you can do with the 
data — it just goes out at a rate of 30 frames per second,” 
explains Zimmermann. “But with the adaptive playback 
module we have, we can slow that down a little.”

Low latency, or streaming content quickly, comes with the risk 
of the video player running out of data and stalling — a scenario 
that most viewers loathe, says Zimmermann. Reducing the 
playback rate to 26 or 28 frames a second, a lag the viewer 
would scarcely notice, prevents this from happening. “So this 
module is a little knob we can play with to adapt the playback 
rate accordingly,” he says. “It’s a neat little trick.”

The result? An algorithm that offers high-quality streaming 
at one of the lowest latency rates in town.

Zimmermann and his team have since improved on LoL, 
launching a new version called LoL+ last December. They 
are now working on adapting the algorithm for use with 
Apple’s video streaming player (unlike other platforms, 
Apple doesn’t use DASH).

“There are exciting directions and challenges ahead — 
things such as 3D streaming environments, as exemplified 
by the metaverse from Meta (previously Facebook),” says 
Zimmermann. “Combine this with fast 5G networking and 
beyond, it’s going to be an exhilarating future.”

 comp.nus.edu.sg/news/features/2021-low-latency-video-streaming-roger-z/
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Built a good machine learning model? Think again 
Associate Professor Hahn Jungpil

When Jungpil Hahn was appointed head of the Department 
of Information Systems and Analytics at NUS Computing in 
2015, it changed his perspective on many things.

“I began to see the broader picture of the discipline as 
a whole, and began to think holistically about what we 
are teaching and what we are missing in the overall 
curriculum,” recalls Associate Professor Hahn. “That’s 
when I saw the urgency and extent of the problem.”

The problem he alludes to is one that pervades the industry. 
Hahn elaborates: “Everybody’s extremely excited about 
artificial intelligence. They say if we develop a machine 
learning model or deep learning model or neural network 
model, it’s all going to be awesome.” But the predictions 
such models make can be misleading, especially if the data 
used to build them is flawed.

In particular, Hahn — leader of the Garbage Can Lab 
research group at NUS, which studies how organisations 
make decisions — is interested in how imperfect models can 
affect companies and their business outcomes. He’s coined 
an umbrella term for the issue: last-mile data analytics.

“Organisations develop well-trained machine learning 
models and think they’re applying data analytics techniques 
properly, but things aren’t always as straightforward as 
they believe,” he explains. “So we look at some of the 
problems encountered in practice.”

The case of missing data
Through his work, Hahn and his lab are hoping to raise 
greater awareness of the issues surrounding last-mile data 
analytics. “We want companies to be cognisant of these 
kinds of problems and to think about how this influences 
the accuracy of the analytics they’re performing,” he says, 
“rather than just assuming their data is reliable and relevant.”

One reason why machine learning models are flawed 
has to do with missing data. At first glance, it’s a notion 
that seems contrary in today’s world of big data, where 
challenges often centre around having too much data.

“People think that this big data revolution has naturally 
pushed out the problem of missing data,” says Hahn. Over 
the years, he’s spoken to numerous practitioners at various 
meetings and conferences, all of whom have told him a 
variation of the same thing: “We have so much data so we 
don’t worry about it. We just delete all the records with 
missing values and we’re still left with more than enough 
data to train our machine learning models.”

But missing data isn’t always innocuous, especially if they 
are missing for non-random reasons. A systematic process 
could have made the “missingness happen,” says Hahn. 
“Missing values are notoriously difficult because we don’t 

know if their value is zero or if we just haven’t been able 
to capture them.”

Failing to examine what causes data to go missing and 
applying appropriate mitigation measures in statistical 
analysis leads to machine learning models that spew out 
inaccurate or biased predictions.

To that end, Hahn and his team have developed a number 
of theoretical frameworks and mitigation techniques — 
which they discuss in this paper — to help practitioners 
deal with the challenge of missing data.

The downside to privacy
Another way in which machine learning models can be 
flawed is if the data they use is inaccurate. For companies 
that collect consumer data for marketing purposes, a 
common cause of this inaccuracy is PETs.

Privacy-enhancing technologies, or PETs for short, help 
protect an online user’s personal information. The techniques 
vary widely and include replacing email and IP addresses with 
random ones, anonymising user information and aggregating 
it with data from other users, and employing a cryptographic 
algorithm to add ‘statistical noise’ to a dataset.

“The use of PETs is only going to grow with all the news 
about privacy issues,” says Hahn. “Plus it’s kind of creepy 
how much social media services know about you.”

The proliferation of PETs is good news for consumers, 
but much less so for the companies who rely on their 
data to bolster sales and marketing efforts. “What 
PETs fundamentally do, from an analytics perspective, 
is deteriorate the quality and sanctity of the data that 
organisations collect about consumers’ browsing and 
purchasing behaviours,” says Hahn.

“If you run your analysis using that data, you’re going 
to get incorrect inferences,” he adds. For instance, a 
machine learning model might ask a consumer who’s just 
purchased a walking aid to take a look at the latest line of 
ski gear or show him an ad for an upcoming triathlon. Poor 
recommendations such as these can negatively impact a 
firm’s future sales.

Hahn and his PhD student Dawei Chen discussed these 
implications in a paper published last December. As part of 
their research, the pair ran various simulations to test how 
different types of PETs and their adoption rates would impact 
data quality and how quickly the decline would happen.

They also explored possible mitigation measures firms 
could take to counter the impacts on prediction models, 
including what would happen if these data points were 
excluded altogether.
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“Our main work is to raise awareness of these loopholes and 
to quantitatively document the extent of the impact this may 
have,” says Hahn. Eventually, he hopes to create software 
packages that firms can directly download and plug into 
their analytics tool to adjust their models accordingly.

To wait or not to wait?
Another last-mile issue Hahn has been studying is the 
question many data analysts puzzle over: when should I 
retrain my models?

Data environments are dynamic, producing new information 
over time that may alter the accuracy of a model’s initial 
predictions. For instance, a finance model might need to be 
recalibrated to consider the recession that’s just occurred. 
Or a natural language processing model that recognises 
speech and language might have to be updated to account 
for the 26 new Korean words recently added to the Oxford 
English Dictionary.

Detecting changes is one thing (they don’t always happen 
with a bang), but deciding when to implement them into a 

machine learning model is another. “Sometimes we don’t 
have enough data to reflect the changed environment until 
a sufficient amount of time has passed,” explains Hahn.

“If you retrain too soon, you have a less reliable model. But 
the longer you wait, the more inaccurate your predictions 
will be with the prior model,” he says. “So there’s an 
inherent cost-benefit tradeoff in terms of how long I 
should wait, whether historical data is relevant and if I 
should somehow leverage them in the retraining.”

Hahn and his then-PhD student Peng Jiaxu, now an 
assistant professor at Beijing’s Central University of Finance 
and Economics, created a framework for exploring this 
tradeoff. Their paper, which was presented at the 2020 
International Conference on Information Systems (ICIS), 
was awarded Best Paper in the Advances in Research 
Method category.

Today, Hahn continues to explore the issue of last-mile 
data analytics. In the end, he says, “we hope to take the 
guesswork out of analytics.”

 comp.nus.edu.sg/news/features/2021-machine-learning-model-hahn-jungpil/
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How understanding supermarket checkout queues can help smooth video streaming 
Associate Professor Ooi Wei Tsang

Technology has been a boon to our lives in so many ways. At 

dinner with friends and can’t agree who Jennifer Aniston is 

currently married to? A couple of taps on your smartphone 

and Wikipedia will settle the debate for you. Have a craving 

for cream puffs? Send out an order on Deliveroo and you’ll 

get your Beard Papa’s in under 30 minutes. Want to find 

out what happens next on the Korean hospital drama 

you’re watching? Just click ‘Next episode.’

Things are so darn convenient today, we hardly think twice 

about it. The downside to all of this, however, is that we’ve 

been conditioned to expect immediacy. We’re impatient 

and we hate to wait. Which is why when we stream a 

YouTube video or Netflix film and find that it stalls or seems 

to take forever to buffer, we get frustrated and annoyed.

Streaming — the way in which we view videos or listen 

to music online — emerged as a crucial service during the 

pandemic, powering our Zoom meetings and providing 

entertainment to help us escape from our lockdown lives.

The process involves transferring content as small packets of 

data from a server, such as one owned by YouTube, to a laptop 

or phone. The speed of this data transfer — measured as 

units of data sent per second; otherwise called the bitrate — 

directly corresponds to the video quality you see. The higher 

the bitrate, the better the quality, and vice versa.

While it’s natural to assume we would always want the 

highest-quality videos possible to maximise viewing 

pleasure, things aren’t always that simple, says Wei Tsang 

Ooi, an associate professor at NUS Computing who studies 

multimedia systems.

“A high bitrate gives you high quality videos, but the data 

transferred may be too much for the network to handle, and 

you end up entering a buffering phase,” he says, referring 

to lag users encounter while waiting for their videos to load.

In order to decide which bitrate to use, streaming services 

have to consider a number of factors. These include the 

network’s speed (throughput), how much data has been 

downloaded (buffer occupancy), the maximum amount 

of data the player can download before playback (buffer 

capacity), how fast the video is being played (playback 

rate), and the available video quality level of the server 

(video bitrates).

“They want to balance everything nicely,” says Ooi. “But 

it’s a fine line to tread.”

The situation is even more challenging when it comes 

to services such as Facebook Live and Twitch, where the 

margin of error is even smaller and streaming delays can 

only be a few seconds at most.

In their attempts to find such a balance, streaming services 

use rate adaptation algorithms to find the ideal bitrate. 

But these algorithms are often flawed, says Ooi. “They 

don’t take into account all these different factors, which 

are interdependent and interlinked, when deciding how to 

stream something. Or if they do, then they usually combine 

them in an ad hoc manner.”

The result: streaming that isn’t consistent across all scenarios.

Forming a queue
The key to fixing this problem, Ooi realised, was to create a 

mathematical model that would combine all these different 

factors. “We came up with an equation to relate them 

all,” he says. “So using the equation, I can plug in all the 

parameters and ask: ‘What if I download a video of this 

quality? What will it do to my buffer?’”

“The model helps us decide what the video quality should 

be, so we don’t download quality that is too low or too 

high,” says Ooi.

The advantage of QUETRA, short for QUEueing Theory-

based Rate Adaptation — the name he and his then PhD 

students, Praveen Yadav and Arash Shafiei, gave their model 

— is that it is much simpler than existing rate adaptation 

algorithms. Users don’t have to configure or tune the 

parameters in any way, or undergo complex trial-and-error 

processes to figure out which ones work best for a given 

condition. “This means that our model is applicable to a lot 

of different scenarios and buffer capacities,” says Ooi.

A key aspect of creating QUETRA involved taking a novel 

approach to estimating a video player’s buffer capacity. 

To do this, the researchers used a branch of mathematics 

called the queuing theory to model how a video file enters 

a virtual queue while waiting to be streamed from a server.

Think of a supermarket checkout queue, says Ooi. “People 

arrive, they queue up, and the supermarket management 

needs to decide how many counters to open so that the 

queue doesn’t get too long.”

NUS Computing Research Bulletin 2023       |       15             



QUETRA does a similar thing, but for buffer capacity. “So 

we don’t want the buffer to get too full because this means 

that the quality of the video we download will be low,” he 

explains. “But we also don’t want the buffer to get too 

empty because this means that we don’t have any more 

video data to play back.”

Video mirror real life
To test their model, Ooi and his team evaluated its 

streaming performance against several state-of-the-art 

rate adaptation algorithms, involving seven video samples.

The results were very encouraging, he says. For instance, 

when compared with the algorithm used by Netflix, QUETRA 

provided a quality of experience that was 7% better. This 

figure shot up to 140% when compared with the default 

algorithm the industry uses to stream video files today.

Since publishing their work in 2017, Ooi and his team have 

continued to adapt and improve QUETRA. They have now 

used QUETRA to stream immersive 360-degree videos, and 

recently applied the model to scenarios that demand very low 

streaming delay, for example webinars, Facebook Live, Twitch 

streams. Their work on the latter, which was published in 

June 2021, earned second place in the DASH Industry Forum 

Excellence in DASH Awards at this year’s ACM Multimedia 

Systems Conference. Praveen Yadav, the lead student on 

the project, has since co-founded a Singapore-based start-

up, Atlastream, that uses QUETRA to deliver smooth, high-

quality, low-latency video streaming solutions.

Reflecting on his work, Ooi says: “My overall end goal is 

that I want to make interacting over video to be as natural 

in real life as possible.”

 comp.nus.edu.sg/news/features/2021-smooth-video-streaming-ooi-wei-tsang/
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Empty shelves in Nairobi’s pharmacies: There’s more than meets the eye 
Dr Varun Karamshetty

When you’re ill, seeing the doctor is one thing. Getting your 
prescription filled is another. If you live in an industrialised 
country, you probably wouldn’t think twice about the latter — 
you walk into a pharmacy and there’s the medication you need.

But if you live in the developing world, things aren’t always 
so easy. In a 2009 study conducted by the World Health 
Organization (published in the acclaimed Lancet journal), 
researchers examined the availability of 15 important generic 
medicines across 36 low- and middle-income countries 
(LMICs). What they found was discouraging: only 64.2% of 
such medicines were available when patients tried to obtain 
them from private healthcare services. And if they went to 
public sources, the figure dropped to nearly half (38.4%).

“Universal health coverage is one of the United Nations’ 
sustainable development goals. It aims for everyone to have 
access to safe, effective, quality and affordable essential 
medicines and vaccines,” says Varun Karamshetty, a 
microeconomist and assistant professor at NUS Computing. 
Karamshetty uses information systems and operations 
management to study issues in sustainability and social 
impact. “To achieve universal health coverage, streamlining 
medicine supply chains in LMICs is critical,” he says.

In many developing countries, healthcare isn’t subsidised 
or provided for by the state. Instead, the private sector 
plays a prominent role, says Karamshetty. “It’s the primary 
source of essential medicines for many people.”

In these instances, healthcare is essentially a “for-profit 
business and market economics are assumed to be in 
place,” he says. Which makes the discrepancy between 
supply and demand of medicines all the more puzzling. 
“This mismatch suggests there are deeper factors at play.”

Too little and too much
Karamshetty first became interested in studying the 
pharmaceutical supply chain of LMICs when he was 
studying for his PhD at INSEAD in France in 2018. While 
there, he began working with researchers from the 
institute’s Humanitarian Research Group, which focused on 
how to optimise supply chains during humanitarian crises.

Soon, a nonprofit called PharmAccess reached out to the 
group, seeking advice on how to improve pharmaceutical 
supply chains in Nairobi.

As Karamshetty and his fellow researchers turned their 
attention to studying Kenya’s capital in detail, they quickly 
realised the situation there was interesting. Nairobi’s 
patients largely relied on private healthcare services, but 
— as a large study conducted by one of Karamshetty’s 
collaborators in 2016 revealed — these facilities tended to 
severely understock essential medicines while overstocking 

other drugs. For instance, the study found that on average, 
the facilities surveyed stocked only 28% of drugs on the 
Kenya Essential Medicines List.

To gain a better understanding of why this was happening, 
Karamshetty and his fellow researchers decided that they 
needed to speak with pharmacists on the ground. In 2018, 
they visited 45 healthcare facilities in low-income areas 
of Nairobi — clinics, hospitals, health centres, nursing 
facilities, and maternity homes.

At each of these places, the team interviewed the managers 
in charge of making inventory decisions at their respective 
facilities. The researchers quizzed them about the systems 
they had in place and their inventory control skills; where 
they got their medicine supplies from; and the constraints 
they faced in terms of time, budget, and human resources.

The aim of the study was to understand the underlying causes 
of the mismatch in demand and supply, says Karamshetty, 
and to suggest possible remedies for the situation.

Borrowing and lending
After analysing the responses collected, the researchers 
realised something interesting. “When we talk about 
understocking of medicines, two most commonly cited causes 
are supply problems and a lack of incentives for inventory 
optimisation,” says Karamshetty. “But our findings showed 
these were of little importance in the Nairobi context.”

Instead, the main reason driving the observed mismatch 
in demand and supply boiled down to something else: 
when pharmacies had too little or too much of one type of 
medicine, the costs incurred to them were relatively low.

“They’re not pinching pharmacies as they should have, 
which is what happens in more developed economies,” 
says Karamshetty.

“So typically economic theory says that people pay a cost 
for understocking medicines, in terms of demand lost. And 
they will soon realise this and update their inventory,” 
explains Karamshetty. “On the other hand, if they’re 
consistently overstocking something, they will soon realise 
that this is tying up their working capital. They will reduce 
their inventory to improve their cashflow and assortment. 
This could bring them a little more profit.”

But in Nairobi, there is little incentive to keep inventory 
supplies balanced because when a pharmacy runs out 
of something, they simply “run to their neighbour and 
borrow those medicines and sell them to the customer,” 
he says. “One store might borrow paracetamol, then give 
it back the next day or pay money for it or lend the other 
store something else.”
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“So they have this informal arrangement going on,” says 
Karamshetty. “Pharmacists in Nairobi, especially those that 
we interviewed, weren’t feeling these costs because even 
if they were understocked, they could just go and borrow 
it. And if they were overstocked, they could just lend their 
inventory to someone, and everything would be fine.”

Discovering this occurrence was “academically surprising 
because that’s just not how ‘competition’ in developed 
economies work, he says. “Can you imagine a Guardian 
store in Clementi running out of something and then going 
to the Watsons next door to borrow it?”

“So the market forces that are typically assumed to work 
and foster competition and efficiency and so on, aren’t 
in play as strongly in developing countries as we would 
expect in more industrialised countries,” he says.

Understanding this notion is critical for policymakers, 
Karamshetty and his collaborators concluded in a paper 
they published earlier this year. “People work in different 
ways — you can’t just take the economic theory that’s in 
place in more developed countries and assume that will 
work in developing countries as well,” says Karamshetty.

“Whatever works works, there’s no right or wrong way,” 
he says. “As long as patients are not suffering.”

In the case of Nairobi, the apparent poor availability of 
essential medicines may not be as alarming as the 2016 
survey portrayed. The data is misleading if you just analyse 
it without trying to understand the wider context, says 
Karamshetty. Which is why he and his collaborators 
sought to speak in-person to the pharmacists in charge of 
inventory control at their respective facilities, rather than 
simply handing out questionnaires for them to fill in.

“We needed to talk to people on the ground to be able to 
understand these informal relationships,” he says.

Today, Karamshetty continues to study pharmaceutical 
supply chains in LMICs and hopes that more researchers 
will pay attention to this space. “There’s a lot of interesting 
things happening and we are only just beginning to 
understand the underlying dynamics. That’s just very 
exciting,” he says. He hopes that the hypotheses proposed 
in his paper will help spur much-needed further work on 
private healthcare facilities in LMICs.

“In general, my broader goal is to build a body of knowledge 
that showcases how policy-makers, industry-players, and 
NGOs can leverage information systems, analytics and 
operations management to create social impact,” says 
Karamshetty. “And hopefully that will advance us towards 
the sustainable development goals more quickly.”

 comp.nus.edu.sg/news/features/2021-empty-shelves-varun-karamshetty/
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Research Centres
SIA-NUS Digital Aviation Corporate Laboratory 
Jan 2022-present
In January 2022, SIA and NUS launched the SIA-NUS Digital 
Aviation Corporate Laboratory which aims to create and 
commercialise innovative technologies that could accelerate 
the digital transformation of Singapore’s aviation sector, 
redefine the air travel experience and ensure safety and 
security in air travel. This will be achieved by leveraging 
NUS’s world class deep tech and multi-disciplinary 
research expertise across artificial intelligence, machine 
learning, data science, operations research and analytics, 
optimisation, automation, sleep studies and design to 
develop digital technologies. These technologies will be 
evaluated and potentially be adopted for use by SIA.

 siacorplab.nus.edu.sg 
Work Package 3 – Employee Wellness led by Professor Teo 
Hock Hai

NUS-NCS Joint Laboratory for Cyber Security 
Jun 2021-present
NUS and NCS Pte. Ltd. (NCS) have established a joint 
research lab that is hosted in NUS to conduct research, 
develop capabilities and innovative digital solutions to 
protect individuals, businesses and public agencies in 
Singapore from a wide range of cyber threats. The joint 
lab is governed by a Management Committee comprising 
members from NUS and NCS to conduct research in three 
broad areas of cyber security having strategic relevance to 
NCS’s business: (1) AI Security; (2) Cyber-Physical System 
Security; and (3) Data Security and Privacy.

 nus-ncs.nus.edu.sg 
Led by Professor Chan Mun Choon

Singapore Blockchain Innovation Programme (SBIP) 
Dec 2020-present
Anchored in NUS, SBIP aims to align blockchain technology 
research with the needs of the industry, to facilitate the 
development, commercialisation and adoption of wider 
real-world applications.

 sbip.sg 
Led by Professor Ooi Beng Chin

NUS Al Lab (NUSAiL) 
Sep 2019-present 
NUSAiL is hosted within the NUS Computing with members 
from the school as well as affiliated members from other 
faculties and organisations. It aims to be a centre of excellence 
in Al research, education, and practice. The research covers 
theory, machine learning, reasoning, optimisation, decision 
making and planning, modelling and representation as well 
as computer vision and natural language processing. 

 ai.nus.edu.sg  
Led by Professor Leong Tze Yun 

CRYSTAL (Cryptocurrency Strategy, Techniques, 
and Algorithms) Centre 
Feb 2018-present 
Located in NUS Computing, the CRYSTAL Centre is 
an academic research laboratory and think tank that 
aims to provide scientific clarity in the blockchain and 
cryptocurrency space. The centre conducts research on 
current blockchain and cryptocurrency issues like scalable 
consensus protocols, verification and testing techniques, 
and privacy-preserving computation. 

 crystal.comp.nus.edu.sg 
Led by Associate Professor Prateek Saxena

NUS-Tsinghua-Southampton Centre for Extreme 
Search (NExT ++) 
Oct 2016-present 
NExT++ is a joint research centre established by NUS, 
Tsinghua University of China, and the University of 
Southampton, United Kingdom. Co-hosted in NUS 
Computing and the NUS Smart System Institute, NexT++ 
carries out research into big unstructured data analytics and 
its paradigm changes. The centre focuses on research in 
three main areas: multi-modal multi-source data analytics, 
video object relations, and recommendation systems. 

 nextcenter.org 
Led by Professor Chua Tat Seng 

Advanced Robotics Center (ARC) 
Feb 2013-present 
ARC is an interdisciplinary research centre, established 
by the NUS Computing and NUS Engineering, to lead 
and support robotics research in NUS and Singapore. The 
centre focuses on developing human-centred collaborative 
robotics, with the goal of refining the scientific foundations, 
technologies, and integrated platforms to enable human-
robot interaction and collaboration. 

 arc.nus.edu.sg 
Led by Professor David Hsu
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Centre for Trusted Internet and Community (CTIC) 
Jul 2020-present
CTIC is a university-level research centre dedicated to the 
interdisciplinary study of the Internet and its implications 
on the society of the future. It adopts a unique approach of 
integrating three different perspectives - technology, human 
and policy - to develop a set of insights, tools, policies and 
best practices around the use of the Internet to promote 
digital well-being and responsible public discourse.

 ctic.nus.edu.sg 
Led by Professor Lee Mong Li, Janice

National Satellite of Excellence in Trustworthy 
Software Systems (SOE) 
Jan 2019-present 
Anchored in NUS, SOE is established by the NUS Computing and 
the Nanyang Technological University (NTU) School of Computer 
Science and Engineering. It aims to develop certification tools 
and workflows to certify the security and operating environment 
behaviours of embedded software systems. 

 comp.nus.edu.sg/~nsoe-tss 
Led by Professor Abhik Roychoudhury

NUS Centre for Research in Privacy Technologies 
(N-CRiPT) 
Oct 2018-present 
Located in NUS Computing, N-CRiPT is funded by NRF and 
administered by IMDA. Working ‘Towards a privacy-aware 
Smart Nation’, the centre’s goal is to develop privacy-
preserving technologies to protect privacy at an individual 
and organizational level in a holistic manner - with focus 
on, but not limited to, unstructured data - along the whole 
data life cycle. 

 ncript.comp.nus.edu.sg 
Led by Professor Mohan Kankanhalli 

Singapore Data Science Consortium (SDSC) 
May 2017-present 
The SDSC was established by NUS, NTU, the Singapore 
Management University, and the Agency for Science, 
Technology and Research (A*STAR), to empower Singapore 
to harness the power of data science. The consortium 
helps industry partners to access the latest data science 
technologies, applications, and expertise from academia to 
create innovative solutions for real-world challenges. 

 sdsc.sg 
Led by Professor Tan Kian Lee 

National Initiatives
Al Singapore 
May 2017-present 
Al Singapore (AISG) is a national Al programme launched 
by NRF to develop national capabilities in artificial 
intelligence, thereby creating social and economic impact, 
growing local talent and building an Al ecosystem. AISG 
is hosted by NUS and brings together research institutions 
and the vibrant ecosystem of Al start-ups and companies 
to conduct use-inspired research, and develop the talent to 
power Singapore’s Al efforts. 

 aisingapore.org 
Led by Professors Ho Teck Hua, Mohan Kankanhalli & 

Chen Tsuhan

Singapore Cybersecurity Consortium (SGCSC) 
Sep 2016-present 
The consortium was established to promote innovation in 
information security by creating a platform of engagement 
between industry, academia, and the government. Funded 
by NRF and based in NUS Computing, the consortium 
coordinates a wide range of activities to raise technology 
awareness and adoption, catalyse manpower training, and 
spur technology innovation. 

 sgcsc.sg
Led by Professor Abhik Roychoudhury 

Institute of Data Science (IDS) 
May 2016-present
IDS is a university-level research institute established to 
develop integrated data science solutions and to nurture 
the next generation of data scientists for Singapore’s 
Smart Nation initiative. Within the span of 5 years, IDS 
has successfully built up a core team with a portfolio of 
transdisciplinary and translational data science projects 
and strategic partners. IDS has been ahead of the curve to 
become a world-class institute in data science research and 
innovation, establishing the first AI industry research lab in 
NUS with Grab in 2018. The institute focuses on establishing 
a core research agenda for data science, thematic flagship 
programmes, international profile and networks; and 
developing a cross-cutting data science platform.

 ids.nus.edu.sg
Led by Professor Wynne Hsu
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National Cybersecurity Research & Development 
Laboratory (NCL) 
Nov 2015-present 
Many communities and informal businesses in developing 
nations typically lack proper service from existing technology 
vendors and telecommunication companies. To meet this 
need, COSMIC aims to empower underserved communities 
through social media innovations to improve the way they 
live, work, and play. The centre is a collaborative initiative 
between NUS, the Nanyang Technological University (NTU), 
and the Indian Institute of Technology Bombay. Projects 
from this centre include an intelligent pest-control mobile 
app solution for farmers and creating a musical habilitation 
framework for children with post cochlear implantation. 

 ncl.sg 
Led by Associate Professors Chang Ee-Chien & Liang Zhenkai 

Smart Systems Institute (SSI) 
Apr 2007-present
Led by NUS Computing, SSI is an interdisciplinary 
research institute and an experimental “playground” for 
humancentered AI engineering. The research at SSI focuses 
on AI and robotics technologies for interaction design and 
embodiment, with the aim to enable situated AI assistance 
for every human to work, play, and learn.

 ssi.nus.edu.sg 
Led by Professor David Hsu

Image & Pervasive Access Lab (IPAL)
Oct 1998-present
IPAL is a Franco-Singaporean International Research 
Laboratory formed via partnerships between the French 
National Center for Scientific Research (CNRS), the Agency 
for Science, Technology, and Research (A*STAR) and the 
National University of Singapore (NUS). First established in 
1998 as a special CNRS overseas laboratory, IPAL serves 
as a framework for collaborations between NUS, A*STAR, 
and French researchers. The IPAL partnership is joined by 
French institutions over the years (Joseph Fourier University 
(later as Grenoble Alpes University), Institut Mines-
Télécom, University Pierre et Marie Curie (later as Sorbonne 
University), and National Polytechnic Institute of Toulouse).

 ipal.cnrs.fr 
Led by Associate Professors Christophe Jouffrais, Ooi Wei 

Tsang & Dr Lim Joo Hwee
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