
Quantum Bayesian Optimization

Background: Bayesian Optimization (BO) and 
Quantum speed-up of classical algorithms
• BO aims to maximize a noisy black-box reward function given sequential 

queries to the function, with the smallest possible regret


Algorithm: Quantum-Gaussian Process-Upper 
Confidence Bound (Q-GP-UCB)
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Empirical results: Lower cumulative regret, even 
on real quantum computer

Q-GP-UCB has lower cumulative regret compared to classical GP-UCB when 
tested on synthetic dataset with Bernoulli and Gaussian reward distributions

Better results (vs. both GP-UCB and quantum linear bandits) also hold for AutoML 
simulation task to tune SVM hyperparameters for classification on diabetes dataset

Better results hold even when running Q-GP-UCB on a noisy, real quantum 
computer (7 Qubit IBM quantum computer) 


• Unlike standard GP-UCB, our algo. uses a weighted GP posterior, along 
with the QMC speed-up to estimate noisy , to yield lower regret 


• We keep track of , which is related to the QMC estimation error, the 

weight for the GP update ( ), and # of queries to perform 
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• Quantum computing allows for a superposition of states and operations 
acting on these states that enables speed-up of classical algorithms


• Quantum Monte Carlo (QMC) enables a quadratic speed-up of the 
number of samples needed vs. classical Monte Carlo mean estimation

• Given a quantum oracle that encodes the noisy reward distribution for 


• For stage , query oracle  times for chosen  and use QMC 

to efficiently estimate  up to error 


• Update the GP posterior given all past stages of  and weights , 

which will inform the choice of  for the next stage 
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Synthetic data simulations

Gaussian reward Bernoulli reward 

AutoML simulations

Comparison with quantum linear banditsComparisons with GP-UCB

Real quantum computer

• Running Q-GP-UCB on real quantum 
computers incurs noise from hardware 
implementation 


• Our Q-GP-UCB run on a real quantum 
computer still significantly outperforms 
classical GP-UCB

[1] Zongqi Wan, Zhijie Zhang, Tongyang Li, Jialin Zhang and Xiaoming Sun. Quantum multi-armed bandits and stochastic linear bandits enjoy logarithmic regrets. In AAAI 2023.

Theoretical results: Regret upper bounds for 

Q-GP-UCB lower than classical BO lower bounds

RT = O((log T )3(d+1)/2log((log T )d+1) = O(poly log T )

Squared exponential kernel

Linear kernel
RT = O(d3/2(log T )3/2log(d log T )

• We improve the regret upper bound for quantum linear bandits [1] by , 
given our tighter confidence ellipsoid 


d

Matern kernel

RT = O(T3d/(2ν+d))
• Regret is smaller than classical lower bound when  (i.e., sufficiently 

smooth function)
ν > 2d

Theoretical analysis: Based on weighted info. gain 
analysis and tight confidence ellipsoid

Upper bound on weighted information gain γ̃m ≤ γT2

Upper bound on total number of stages m m = O((log T )d+1)

Confidence ellipsoid | f(x) − μ̃s−1(x) | ≤ βsσ̃s−1(x)

Regret bound RT = O((log T )3(d+1)/2log((log T )d+1)

an s⇥ s diagonal matrix, in which the ⌧
th diagonal element represents the weight 1/✏2⌧ given to the

⌧
th observation (x⌧ , y⌧ ). We will set ✏⌧ = e�⌧�1(x⌧ )/

p
� (Sec. 4.2), i.e., ✏⌧ is calculated using the

weighted GP posterior standard deviation (3) (conditioned on the first ⌧ � 1 observations) at x⌧ .

Define Ks , [k(x⌧ , x⌧ 0)]⌧,⌧ 02[s] which is the s⇥ s-dimensional covariance matrix given the first s
observations, and define eKs , W

1/2
s KsW

1/2
s which is the weighted covariance matrix. Similarly,

define ks(x) , [k(x, x⌧ )]>⌧2[s] and eks(x) , W
1/2
s ks(x). Denote the collection of output observa-

tions by Ys , [y⌧ ]>⌧2[s], and define eYs , W
1/2
s Ys. With these definitions, given Ds, our weighted

GP posterior distribution at an input x 2 X is a Gaussian distribution: N (eµs(x), e�2
s(x)), in which

eµs(x) , ek>s (x)( eKs + �I)�1 eYs, e�2
s(x) , k(x, x)� ek>s (x)( eKs + �I)�1eks(x). (3)

Note that the GP posterior mean eµs above is equivalently the solution to the following weighted
kernel ridge regression problem: eµs = argminf2Hk(X )
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. We
give a more detailed analysis of the weighted GP posterior (3) in App. A. Weighted GP regression
has also been adopted by previous works on BO such as [15]. However, our choice of the weights,
algorithmic design and theoretical analyses all require significantly novel treatments.

4.2 Q-GP-UCB Algorithm

Algorithm 1 Q-GP-UCB
1: for stage s = 1, 2, . . . do
2: xs = argmaxx2X eµs�1(x) + �se�s�1(x) (3).
3: ✏s = e�s�1(xs)/

p
�.

4: (a) N✏s = C1
✏s

log( 2m� ) (for bounded noise), or

(b) N✏s = C2�
✏s

log3/22

�
8�
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�
log2(log2

8�
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) log 2m

� (for noise with variance bounded by �
2).

5: If
Ps

k=1 N✏k > T , terminate the algorithm.
6: Run the QMC(Oxs , ✏s, �/(2m)) algorithm to query the quantum oracle of xs for the next N✏s

rounds, and obtain ys as an estimate of f(xs).
7: Update the weighted GP posterior (3) using (xs, ys).

Our Q-GP-UCB algorithm is presented in Algo. 1. Q-GP-UCB proceeds in stages. In stage s, we first
select the next input xs to query by maximizing the GP-UCB acquisition function calculated using the
weighted GP posterior distribution (3) (line 2 of Algo. 1). Here �s , B+

p
2(e�s�1 + 1 + log(2/�))

(more details in Sec. 5.3), in which � 2 (0, 2/e] and e�s�1 , 1
2 log(det(I + 1

�
eKs�1)) is the weighted

information gain (more details in Sec. 5.1). Next, we calculate ✏s = e�s�1(xs)/
p
� (line 3) and

N✏s (line 4), in which N✏s depends on the type of noise and the value of ✏s. Here m is an upper
bound on the total number m of stages which we will analyze in Sec. 5.2. Subsequently, unless
the algorithm is terminated (line 5), we run the QMC algorithm (Lemma 1) to estimate f(xs) by
querying the quantum oracle of xs for N✏s rounds (line 6). The QMC procedure returns an estimate
ys of the reward function value f(xs), for which the estimation error is guaranteed to be bounded:
|ys � f(xs)|  ✏s with probability of at least 1 � �/(2m). Lastly, we update the weighted GP
posterior (3) using the newly collected input-output pair (xs, ys), as well as its weight 1/✏2s (line 7).

Of note, the value of ✏s is used for both (a) calculating the number N✏s of queries to the quantum
oracle for xs, and (b) computing the weight 1/✏2s assigned to (xs, ys) in the weighted GP regression
(3) in the subsequent iterations. Regarding (a), our designs of ✏s and N✏s = eO(1/✏s) have an
interesting interpretation in terms of the exploration-exploitation trade-off: In the initial stages, the
weighted GP posterior standard deviation e�s�1(xs) and hence ✏s are usually large, which leads to a
small number N✏s of queries for every xs and hence allows our Q-GP-UCB to favor the exploration
of more unique inputs; in later stages, e�s�1(xs) and ✏s usually become smaller, which results in
large N✏s ’s and hence causes our Q-GP-UCB to prefer the exploitation of a small number of unique
inputs. Regarding (b), assigning a larger weight 1/✏2s to an input xs with a smaller ✏s is reasonable,
because a smaller ✏s indicates a smaller estimation error for ys as we explained above, which makes
the observation ys more accurate and reliable for calculating the weighted GP regression (3).

Note that we have modified the original GP-UCB by querying every selected input xs multiple times,
in order to make it amenable to the integration of the QMC subroutine. The recent work of [6] has also
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