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Abstract
One of the primary competencies for a self-driving car is to build a map of its
environment and estimates its pose with respect to this map, so that it can plan
its path and navigate freely without any human interventions. A multi-camera
system is a good choice as the main sensor for a self-driving car because as
compared to the commonly used Lidar sensor, cameras are lower in cost, easier
to maintain and images provide richer information. In addition, there is the
flexibility to configure the multiple cameras in a way that maximizes the fieldof-view. In this thesis, a suite of novel algorithms is proposed to do mapping
and pose estimation efficiently and robustly with a multi-camera system on a
self-driving car.
Mapping begins with motion estimation where the trajectory of the car is
estimated. Existing algorithms for motion estimation with a multi-camera system are computationally inefficient for practical applications. By applying the
Ackermann and planar constraints to reduce the parameters needed for motion
estimation, we propose two efficient minimal algorithms - 2-point and 3-point
algorithms. Both the Ackermann and planar constraints are based on the assumption that the car traverses on flat ground. While this assumption holds true
for most cases, it is violated when the car negotiates a ramp etc. Two additional
algorithms - minimal 4-point and linear 8-point algorithms are proposed to do
full 6 degree-of-freedom motion estimation with known absolute roll and pitch
angles.
Errors from motion estimation are accumulated and eventually lead to loopclosure errors when the car revisits previously visited locations. A loop-closure
is identified with visual place recognition and verified by geometric verification. The threshold for geometric verification is critical for verifying correct
loop-closures but is chosen empirically. An algorithm is proposed to self-learn
the threshold for geometric verification. Loop-closure errors are minimized
with non-linear least squares that fails in the presence of outliers. A robust

viii

loop-closure algorithm is proposed to alleviated the detrimental influences from
outliers.
Once we have the map, pose estimation can be done to localize the selfdriving car. Existing pose estimation algorithms for a single camera cannot be
applied on our multi-camera system. We propose a new formulation of 3-point
minimal solution based on the Plücker coordinates to solve the pose estimation
problem of a multi-camera system.
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Zusammenfassung
Eines der primären Kriterien welches ein autonomes Fahrzeug erfüllen muss, ist
das automatische Erstellen einer Umgebungskarte um sich darin zu lokalisieren.
So kann das Fahrzeug eine Route planen und autonom fahren ohne jegliche Benutzerinteraktion. Die bevorzugte Wahl für einen Hauptsensor, eines autonomen
Fahrzeugs, ist ein Multikamerasystem. Im Vergleich zu den weit verbreiteten
LiDAR Systemen, sind Kameras günstiger, einfacher zu handhaben und liefern
Bilder die mehr Information enthalten. Zusätzlich können Kameras flexibler
konfiguriert werden, so dass sie das Bildfeld maximieren. Diese Arbeit stellt
eine Reihe von neuartigen Algorithmen vor, welche für die automatische Kartenerstellung und die effiziente und robuste Poseschätzung eines Multikamerasystems verwendet werden.
Die Kartenerstellung beginnt mit der Bewegungschätzung des Fahrzeugs,
dabei wird die Trajektorie des Fahrzeugs anhand von Bilddaten errechnet. Bestehende bewegunsschätzungs Algorithmen, welche für Multikamerasysteme entworfen wurden, sind für praktische Anwendungen zu rechenintensiv. Durch die
Anwendung der Ackermann- und Ebenen- Bedingung werden die Anzahl der
zu schätzenden Parameter für die Bewegungsschätzung reduziert. Hierfür schlagen wir zwei effiziente minimale Lösungen vor, ein 2-Punkt und ein 3-Punkt
Algorithmus. Beide Bedingungen, die Ackermann- und die Ebenen- Bedingung,
basieren auf der Annahme, dass das Fahrzeug sich auf flachem Gelände bewegt.
Während diese Annahme in den meisten Fällen erfüllt wird, trifft sie nicht zu,
wenn das Fahrzeug eine Rampe hochfährt. Für diesen Fall stellen wir zwei
weitere Algorithmen vor - ein minimaler 4-Punkt und ein linearer 8-Punkt Algorithmus, welche die 6 Freiheitsgrade der Bewegungsschätzung mittels bekannter
Roll- und Pitch- Winkel schätzen.
Fehler die bei der Bewegungsschätzung entstehen, werden über die Zeit akkumuliert und führen schliesslich zu Loop-closure Fehlern, wenn das Fahrzeug
an bereits besuchten Orten zurückkommt. Ein Loop-closure wird erst mithilfe

x

visueller Ortserkennung erkannt und anschliessend mittels geometrischer Verifikation verifiziert. Der Schwellwert, welcher für die geometrische Verifizierung
benötigt wird, ist entscheidend um korrekte Loop-closure zu erkennen und wird
normalerweise empirisch geschätzt. Wir stellen einen neuen Algorithmus vor,
welcher den Schwellwert für die geometrische Verifizierung automatisch bestimmt. Loop-closure Fehler werden mittels nichtlinearer kleinster Quadrate
minimiert. Diese Methode ist jedoch gegenüber Ausreisser sensibel. Wir schlagen deshalb einen neuen Loop-closure Algorithmus vor, welcher gegenüber
Ausreissen robust ist.
Ist die Umgebungskarte einmal erstellt, kann sich das autonome Fahrzeug
mittels Poseschätzung selbst lokalisieren. Existierende Poseschätzungs Algorithmen welche für monokulare Kameras entworfen wurden, können nicht auf
Multikamerasysteme übertragen werden. Wir stellen deshalb einen neuen minimalen 3-Punkt Algorithmus vor, der die Poseschätzung von Mulitkamarasystemen aufgrund von Plückerkoordinaten errechnet.
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1 Introduction
A journey of a thousand miles begins with a single step.
– Lao-Tzu, in The Way of Lao-Tzu

In the last decade, self-driving cars have transited from a concept in science
fictions to reality. The growing interests in making self-driving cars a reality
can be largely attributed to potential advantages such as improvements to road
safety, and relieving human drivers from driving and navigation chores etc. Two
major milestones in self-driving cars came in 2005 and 2007 during the DARPA
grand [Defense Advanced Research Projects Agency, 2004] and urban [Defense
Advanced Research Projects Agency, 2007] challenges where the participants
(mainly university research laboratories) demonstrated self-driving across long
distances in the desert, and in urban roads while the self-driving cars followed
traffic rules and interacted with other cars and obstacles without any human
interventions. In more recent years, research in self-driving cars has shifted
from the university research laboratories to big companies such as Volkswagen,
Bosch, Toyota, Nissan, Diamler and Google etc because of the potential in
self-driving cars evolving into a multi-billion dollar industry.
One of the most fundamental capability that a self-driving car must possess
is the ability to map its environment and determine its pose with respect to the
map, i.e. localization at any point of time, so that it can plan its paths and navigate freely from one point to another without any human interventions. These
maps consist of the ego-motions of the car and 3D points from the structures in
the environment. Most of the state-of-the-art self-driving cars such as Stanley
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(a)

(b)

Figure 1.1: State-of-the-art self-driving cars such as (a) Stanley Junior1 and (b)
Google self-driving car2 are equipped with expensive and bulky Lidar (shown in red circle) as the main sensor.

Junior from Stanford university and the self-driving car from Google shown in
Figure 1.1a and 1.1b relied heavily on Lidar as the main sensor and aided by the
Global Positioning System / Inertial Navigation System (GPS/INS) to map its
environment and determine its pose with respect to the map. The pose of the
car with respect to the environment is determined with GPS/INS readings and
matching the Lidar scans to the previously obtained maps.
Comparatively, cameras are only playing a minor role in self-driving cars
but are already commonly found in commercially-off-the-shelf (COTS) cars for
driving and/or parking assistance. An example is the Nissan Quasquai Around
View Monitor, where four cameras are mounted on the car to provide full omnidirectional view around the car. Although such camera system is currently
used only for driving and/or parking assistance, it offers huge potential to be
the main sensor to perform mapping and pose estimation for self-driving cars
without the need for major modifications. In addition, cameras are lower in
cost and require lesser maintenance than the Lidar sensor. This helps to keep
the price of the self-driving car low for prospective users. Camera images also
provides richer information of the environment than the Lidar scans, which is a
significant advantage for scene recognition in loop-closure and pose estimation.
1 Image
2 Image
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source: http://cs.stanford.edu/group/roadrunner/index.html.
source: http://www.extremetech.com/.

1 Introduction

Right Camera

Front Camera

GPS/INS

Rear Camera

Left Camera

Figure 1.2: Grobi - Our self-driving car equipped with wheel odometer,
GPS/INS for ground truth, and four fisheye cameras looking front,
left, right and rear.
From the aesthetic point of view, small and light-weighted cameras instead of
the large and bulky Lidar can be easily embedded into the car without changing
much of its outer appearance.
The low cost of cameras suggests that a multi-camera system can be used. A
multi-camera system refers to a system of cameras that are rigidly fixed onto a
single body, i.e. the self-driving car and it offers several advantages for mapping
and pose estimation. Since the multi-camera system is made up of individual
cameras, it can be set in a configuration that maximizes the field-of-view. In
contrast to the monocular and stereo cameras, the multi-camera system with
a maximal field-of-view of the environment means that more image features
such as SIFT [Lowe, 2004] or SURF [Bay et al., 2008] can be robustly detected
and matched, which is the most fundamental but crucial step in ego-motion
estimation for mapping, loop-closure detection and pose estimation. One other
major advantage of the multi-camera system is the fact that the metric scale can
be directly obtained from the epipolar geometry [Pless, 2003, Sturm, 2005, Li
et al., 2008], which is not possible with a monocular or catadioptric camera.
In addition, as compared to a stereo camera, there is greater flexibility in the
configuration of the multi-camera system because there is no need for large or

4

(a)

(b)

(c)

(d)

Figure 1.3: Sample images from the multi-camera system on our car.

any overlapping field-of-view to retrieve the metric scale. Figure 1.2 shows
our self-driving car - Grobi equipped with a multi-camera system - four fisheye
cameras looking front, left, right and rear with non/minimal overlapping field-ofviews. It is also equipped with a GPS/INS for ground truth and wheel odometer.
Figure 1.3 shows an example of the images taken from the four cameras.
This thesis will show how the images from a calibrated [Heng et al., 2013]
multi-camera system, i.e. known intrinsics and extrinsics parameters mounted
on a self-driving car can be used to:
• Generate a map, which we called the “sparse map”, that consists of the
ego-motions of the car and 3D points from the structures in the environment.
• Estimate the pose of the car with respect to a given sparse map, which is
also known as non-perspective pose estimation.
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Chapter 3, 4 and 5
Multi-Camera
Images

Motion Estimation
●
●
●

Ackermann motion
Structureless Loop Constraint
Known Vertical

Chapter 6
Unsupervised Learning
of Threshold for
Geometric Verification

Chapter 7
Robust Pose-Graph
Loop-Closure

Sparse
Map

Chapter 8
Multi-Camera
Images
(Localization)

Non-Perspective
Pose Estimation

Multi-Camera
Pose w.r.t
Sparse Map

Figure 1.4: Pipeline for sparse mapping and pose estimation.

The pipeline for sparse mapping and pose estimation is shown in Figure 1.4.
Parts of the algorithms for sparse mapping and pose estimation have been previously published as [Lee et al., 2013b, Lee et al., 2013c, Lee et al., 2013a, Lee
et al., 2013d, Lee and Pollefeys, 2014, Lee et al., 2014]. In detail:

Sparse Mapping
We follow the general framework from Structure-from-Motion (SfM) [Hartley
and Zisserman, 2004] and visual Simultaneous Localization and Mapping (vSLAM) [Davison, 1999] for sparse mapping, where the ego-motions of the car are
first estimated, followed by triangulation of the 3D points from the image feature
correspondences and known ego-motions. Loop-closure errors that arise from
the accumulation of ego-motion drifts are minimized with pose-graph optimization [Grisetti et al., 2010], and the ego-motions and 3D points are further refined
by minimizing the reprojection errors with full Bundle Adjustment [Triggs et al.,
2000]. The novel contributions of this thesis come from the individual component of the sparse mapping pipeline, which are proposed to make SfM and
vSLAM work for a multi-camera system and more robustly.
In Chapter 3, we propose the use of the Ackermann steering principle [Siegwart et al., 2011] as a constraint for the relative motion between two consecutive
multi-camera frames, which reduces the relative motion from 6 to 2 degree-offreedom. We derive a closed-form 2-point algorithm that gives up to 6 real

6

solutions. In comparison with the existing linear 17-point [Pless, 2003] which
requires 17-point correspondences and minimal 6-point [Stewénius et al., 2005]
algorithms which gives up to 64 real solutions, our 2-point algorithm which
requires only 2-point correspondences and gives up to 6 real solutions can be
efficiently implemented within RANSAC [Fischler and Bolles, 1981] for robust estimation. The relative motions estimated with the 2-point algorithm are
concatenated together to form the visual odometry, i.e. trajectory of the multicamera system.
Errors from the relative motion estimations are accumulated and eventually
lead to loop-closure errors, where the estimated trajectory says that the car is
somewhere else when it is actually at a previously visited location in the map. To
solve the loop-closure error problem, the loop-closure constraint, i.e. the relative
pose between the current pose and the observed previously visited location is
first computed, followed by the pose-graph optimization [Grisetti et al., 2010]
which minimizes the error between the observed loop-closure constraint and
predicted relative pose from visual odometry. The Ackermann motion constraint
for relative motion estimation would be violated in the computation of the loopclosure constraints. In Chapter 4, the Ackermann motion constraint is relaxed
to a three degree-of-freedom planar constraint between two loop-closure poses,
which requires only 3-point correspondences and gives up to 6 real solutions.
One advantage of the proposed method is that the loop-closure constraint is
computed directly from the epipolar constraint without the need for any 3D
point - hence structureless.
While the Ackermann and planar constraints are valid for a large part of the
roads, there are instances such as ramps at highway entrances or exits, multilevel car parks and off-road drivings where the assumption would be violated. In
Chapter 5, we present the minimal 4-point and linear 8-point algorithms to estimate the full 6 degree-of-freedom in the relative pose of a multi-camera system
with known vertical directions, i.e. known absolute roll and pitch angles from
the Inertial Measurement Unit (IMU). We solve the minimal 4-point algorithm
with the hidden variable resultant method [Cox et al., 1997] and show that it
gives up to eight real solutions.
A previously visited location in the map can be detected with the vocabularytree [Nistér and Stewénius, 2006] that does place recognition. Specifically, the
vocabulary-tree based place recognizer builds a database of the images collected
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1 Introduction
along the trajectory of the camera, and this database is queried with the current
image to retrieve the corresponding image with the highest similarity. The
current query image and the image from the database with the highest similarity
score form a potential loop-closure image pair. A potential loop-closure image
pair passes the geometric verification test if the number of inliers from the
computation of the loop-closure constraint with RANSAC exceed a pre-defined
threshold. The choice of the threshold is critical to the success of identifying
the correct loop-closure image pairs. However, the value for this threshold
often varies for different datasets and is chosen empirically. In Chapter 6, we
propose an unsupervised method based on the Expectation-Maximization (EM)
algorithm to learn the threshold for geometric verification directly from the
observed inlier counts of all the potential loop-closure image pairs.
The pose-graph optimization [Grisetti et al., 2010] is essentially a non-linear
least-squares problem, which fails in the presence of erroneous loop-closure
constraints, i.e. outliers. Erroneous loop-closure constraints are the result of
wrong place recognitions by the appearance or vocabulary-tree based approaches
and this problem is aggravated in environments with highly repetitive scenes.
Despite the numerous efforts [Cummins and Newman, 2011, Galvez-Lopez and
Tardos, 2011] to improve the accuracy of the loop-closure recognition, none of
these algorithms is totally free from false positives. In Chapter 7, we propose
a robust pose-graph SLAM optimization algorithm based on the Classification
EM algorithm [Celeux and Govaert, 1992] to robustly detect and minimize the
influences from the erroneous loop-closure constraints within the optimization
process.

Non-Perspective Pose Estimation
Once we have the sparse map, we ask if it is possible to localize the pose of
the car within the map, given the current images from the multi-camera system
while the car traverses the same environment. This is the non-perspective pose
estimation problem. Formally, it refers to the problem of determining the rigid
transformation between the world and multi-camera frames, given a set of 3D
points from the sparse map defined in the world frame and its correspondent
2D image points. In contrast with a single camera that has a single center
of projection, the multi-camera system is an imaging sensor where the light
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rays that pass through the 3D points and camera are non-central, i.e. the light
rays do not meet at a single center of projection. As a result, all the existing
works [Fischler and Bolles, 1981, Quan and Lan, 1999, Lepetit et al., 2009]
on the well-studied perspective pose estimation for a single camera cannot be
applied here. In Chapter 8, we show a novel formulation, which is based on the
Plücker lines representation for the non-central projections of the multi-camera
system, to solve the non-perspective pose estimation problem.
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2 Foundations
A successful man is one who can lay a firm foundation
with the bricks others have thrown at him.
– David Brinkley

In this chapter, we define the data structure for the sparse map, which is
built from a multi-camera system. The sparse map contains huge amount of
information from the camera poses, image features and 3D points. Hence, it is
important to define the data structure in a way that is efficient to insert, delete
and retrieve these information. We also discuss some of the important existing
concepts such as the fisheye camera model, generalized camera, vocabulary-tree,
pose-graph optimization and bundle adjustment, which are essential to follow
the remaining chapters in this thesis.

2.1 Data Structure of Sparse Map
We use the undirected graph shown in Figure 2.1 as the data structure for the
sparse map. The vertices [v1 , v2 , v3 , ... vn ] are poses from the visual odometry
of the car and the network of pose vertices forms the pose-graph [Grisetti et al.,
2010]. Edges in the pose-graph holds the visual odometry and loop-closure
constraints, which are used for pose-graph optimization (see Section 2.5). The
vertices [Cn1 , Cn2 , Cn3 , Cn4 ] represent the individual camera in the multicamera system at pose vn . Edges that connect the individual camera and poses
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Figure 2.1: The sparse map as an undirected graph.

store the extrinsic parameters, i.e. the transformation of the camera to the reference frame of the car. It should be noted that the mapping framework proposed
in this thesis is not restricted to a multi-camera system made up of four cameras
but works generally for any number of cameras on the multi-camera system.
The vertices [X1 , X2 , X3 , ... Xj ] are the 3D points from the structures in
the environment. Edges that connect the camera and 3D point vertices store
the correspondent image keypoints and descriptors. The edges that connect
the camera and 3D point vertices also store the transformation matrices of that
transform the 3D points into its respective camera base-frame, which we define
to be the camera that first sees the 3D point. We shall see in Section 2.5 that
these transformation matrices are important to keep the relative poses of the
3D points to the camera base-frame fixed during pose-graph optimization. The
representation of the sparse map as an undirected graph allows efficient retrieval
of information. Given a vertex, we can retrieve another vertex that is linked by
the edge from the data structure. For example, we can retrieve the pose v1 and
3D point X1 given the camera C11 . Similarly, given an edge, we can retrieve the
vertices connected by the edge. For example, we can retrieve the correspondent
camera and landmark given an image keypoint or a descriptor. Information can
also be efficiently inserted and removed from the undirected graph. Table 2.1
shows a summary of the information stored in the edges of the undirected graph
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for sparse map.
Table 2.1: Information stored in the edges of the undirected graph
Edge Type

Information
• Wheel/Visual Odometry Constraints
• Loop-Closure Constraints

Pose - Pose

• Camera extrinsics

Pose - Camera
Camera - 3D Point

• Image keypoints
• Image descriptors
• Transformations of 3D points to camera base-frames

2.2 Fisheye Camera Model
We adopt the unified projection model [Geyer and Daniilidis, 2000, Barreto and
Araujo, 2001, Mei and Rives, 2007] as the camera projection model for our
fisheye cameras. The theory of the unified projection model was first proposed
by Geyer et al. [Geyer and Daniilidis, 2000] and Barreto et al. [Barreto and
Araujo, 2001] as a generic camera model for regular, wide-angle, fisheye and
catadioptric cameras. In [Mei and Rives, 2007], Mei et al. improved the unified projection model by adding the distortion functions that models the radial
and tangential distortions. An open-source calibration toolbox1 based on the
improved unified projection model is also provided. Figure 2.2 shows an illustration of how a 3D point from the scene can be projected onto the fisheye
image and vice versa using the unified projection model. Given a 3D point
X = [Xx , Xy , Xz ]T defined in the camera frame FC , its projection onto an
unit sphere defined in FO offset by the mirror parameter ξ is given by


Xx Xy Xz
XS =
,
,
+ξ
||X|| ||X|| ||X||

T
(2.1)

1 http://www.robots.ox.ac.uk/∼cmei/Toolbox.html

12

2.2 Fisheye Camera Model
~
x

Fisheye Image
K

xd

Normalized
Distorted Image
du
Normalized
Undistorted Image

xu
X 3D Scene Point

Fisheye Lens

z



FC



z
FO

XS

y
x

y
x

Figure 2.2: Unified projection model for fisheye camera.

The projection onto a sphere defined in FO offset by the mirror parameter ξ
models the mirror distortion for catadioptric cameras and lens distortion for
fisheye cameras. We get the normalized undistorted image coordinate xu by
projecting XS onto a plane.


XSx XSy
xu =
,
,1
XSz XSz

T
(2.2)

Imperfections of the camera lens cause additional radial dr and tangential dt
distortions to the image and this is modeled by the plumb blob model [Brown,
1971], which adds the additional component du to the normalized undistorted
image coordinate xu .
du =


 

2k3 xux xuy + k4 (r + 2x2ux )
xux (k1 r + k2 r2 )
+
k3 (r + 2x2uy ) + 2k4 xux xuy
xuy (k1 r + k2 r2 )
|
{z
} |
{z
}
dr
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dt

(2.3)
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where r = [x2ux + x2uy ] and [k1 , k2 , k3 , k4 ] are the distortion parameters. The
normalized distorted image coordinate xd after applying the radial and tangential
distortions du is given by
xd = xu + du

(2.4)

Applying the camera projection matrix K on xd , we get the image coordinate x̃
that we observed from an image captured with the fisheye camera.


fx 0 Cx
x̃ = Kxd =  0 fy Cy  xd
(2.5)
0 0
1
where [fx , fy ] and [Cx , Cy ] are the focal length and principal point of the
camera. The intrinsics parameters [ξ, k1 , k2 , k3 , k4 , fx , fy , Cx , Cy ] and
camera poses are solved in the calibration of the camera. We denote the steps
from Equations 2.1 to 2.5 that compute the image coordinate x̃ on the fisheye
image given its corresponding 3D point X as the projection function π(.), which
is important for the computation of the reprojection errors in bundle adjustment
(see Section 2.6).
The inverse of the projection function π −1 (.) computes [Xx , Xy , Xz ]T given
the fisheye image coordinate x̃. First, we compute the normalized distorted
image coordinate xd from
xd = K −1 x̃

(2.6)

Next, the normalized undistorted image coordinate xu is obtained by subtracting
du from xd , i.e.
xu = xd − du

(2.7)

Lastly, putting xu from Equation 2.7 back to Equations 2.2 and 2.1, we get
[Xx , Xy , Xz ]T that corresponds to the fisheye image coordinate x̃.
  
Xx

X = Xy  = 
1−
Xz

xux
xuy

√

ξ+

ξ(x2ux +x2uy )





(2.8)

1+(1−ξ 2 )(x2ux +x2uy )
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2.3 Generalized Camera

2.2.1 Normalized Perspective Image Point
Given a point x̃ on the fisheye image, for example a SURF [Bay et al., 2008] keypoint, we apply the inverse projection function π −1 (.) to compute [Xx , Xy , Xz ]T ,
which we use to compute the normalized perspective image coordinate


Xx Xy
x=
,
,1
Xz Xz

T
(2.9)

In this thesis, unless otherwise stated, image keypoints and descriptors are always extracted and matched from the fisheye image. The normalized perspective
image coordinate x is the default image coordinate point that is used for motion
estimation, 3D point triangulation and pose estimation.

2.3 Generalized Camera
Ci

v
C1

C3
C2

Figure 2.3: Illustration of a multi-camera system mounted on a car.
The multi-camera motion estimation algorithms which we will describe in
Chapters 3, 4 and 5 are based on the generalized camera model. We briefly describe the concept of the generalized camera model and the generalized epipolar
constraint (GEC) in this section, which is needed to understand the derivations
in Chapters 3, 4 and 5. More details can be found in [Pless, 2003, Sturm, 2005].
Figure 2.3 shows an illustration of a multi-camera system mounted on arbitrary
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locations on a car. The multi-camera system consists of individual cameras denoted by Ci and an arbitrary chosen reference frame denoted by V . We denote
the extrinsics of the cameras with [RCi , tCi ], and the normalized perspective
image coordinate of a point that corresponds to the 3D point Xj as xij . We
use the calibration toolbox provided by Heng et al. [Heng et al., 2013] to find
the extrinsics of the cameras. The problem of the absence of a single camera
projection center for the multi-camera system is circumvent by expressing the
image point as a 6-vector Plücker line given by
lij = [uTij , (tCi × uij )T ]T

(2.10)

where lij describes a ray that passes through the camera center Ci and the image
point xij seen by the camera. The unit direction of the ray expressed in the
reference frame V is given uij = RCi xij . Notice that lij for all cameras are
now unanimously expressed in the same reference frame V and this results in
the GEC given by


0
R
T E
lij
l =0
(2.11)
R 0 ij
| {z }
EGC

0

where
and
are the point correspondences between frames V 0 and V
expressed as Plücker lines. EGC is the generalized essential matrix which
consists of the relative rotation matrix R and the essential matrix E which
is the same essential matrix from the epipolar geometry of a single camera.
The relative translation t can be obtained from the decomposition [Hartley and
Zisserman, 2004] of E = btcx R.
lijT

lTij

2.4 Place Recognizer - The Vocabulary Tree
A place recognizer is used for identifying previously visited locations in the
sparse map for loop-closures (see Chapters 4 and 6) and pose estimation (see
Chapter 8). Image features are indexed according to the assigned image index
and stored in a database. Each image index is associated with a pose in the
pose-graph from the sparse map. Image features from a new image are extracted
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and queried against the database. The image index with the highest matched
features from the database is a potential revisited location for loop-closures and
pose estimation. We use the 64-bits SURF descriptors [Bay et al., 2008] as the
image features. A naive way to query the database requires a dot product of each
SURF descriptor from the query image with all the image descriptors stored in
the database. This would result in Q × D dot products, where Q and D are the
number of descriptors from the query image and database respectively. Q × D
is usually a huge number.
Nistér et al. proposed the vocabulary tree [Nistér and Stewénius, 2006] to do
the query more efficiently. The vocabulary tree based place recognizer consists
of the training and online phases. In the training phase, a vocabulary tree of L
levels and K branches at each level is built by hierarchical k-means clustering
of all the descriptors extracted from a given set of training images. In the online
phase, the database is built by propagating each descriptor down the tree along
the nodes where the cluster center is most similar at each level, i.e. highest dot
product. Each image that builds up the database in the online phase is given an
unique ID and is associated with all its descriptors in the form of an inverted file
for efficient retrieval. To search for most similar image, each descriptor from
the query image is propagated down the tree and the image ID with the most
matches is the best match. Essentially, the vocabulary tree built by hierarchical kmeans clustering reduces the dimension of the search from Q × D to Q × L × K,
where L × K  D.
It is important to note that we maintain only one vocabulary tree for all the
cameras from our multi-camera system. We do so by assigning unique image
IDs given by imageID = frameID × N + cameraID, where N is the total number
of cameras in the multi-camera system.

2.5 Pose-Graph Optimization
Pose-graph optimization is useful for minimizing loop-closure errors which are
accumulated from wheel or visual odometry. We implement our pose-graph
solver using the Google Ceres [Agarwal et al., 2011] solver. A pose-graph as
shown in Figure 2.4 is the representation of the SLAM problem with an undirected graph, where the vertices [v1 , v2 , ... vn ] represent the predicted poses
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Figure 2.4: An example of a pose-graph.

with respect to a world frame and edges [z12 , z23 , ... zij ] represents the observed
constraints between relative poses vij . The formation and solution of the posegraph optimization involves a two steps approach − front-end and back-end. In
the front-end, the pose vertices and edge constraints that connect consecutive
pose vertices, i.e. j = i + 1 are estimated from wheel or visual odometry. Additional loop-closure edge constraints that connect non-consecutive pose vertices,
i.e. j 6= i+1 at previously revisited locations are detected by the vocabulary-tree
based place recognizer described in the previous section. The back-end is an
optimizer such as the Gauss-Newton or Levenberg-Marquardt algorithms that
minimizes the error
eij (vi , vj ) = zij − hij (vi , vj )

(2.12)

between the observed constraint zij and predicted relative poses h(vi , vj ) in
the pose-graph. Here, zij is the observed relative transformation between vi
and vj , and the function h(.) computes the relative transformation between two
predicted poses. eij (vi , vj ) can be linearized around the current guess vi and vj
by its first order Taylor expansion to give
eij (vi + ∆vi , vj + ∆vj ) ' eij + Jij ∆v

(2.13)

where Jij is the Jacobian of eij . Formally, we seek to find the optimal poses v*
that minimizes the negative log likelihood F(v) of all the observations.
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v* = argmin F(v)
v
X
= argmin
(eij + Jij ∆v)T Σ−1
ij (eij + Jij ∆v)
v

(2.14)

ij

where Σ−1
ij is the error covariance matrix of the observation zij . Differentiating
F(v) and setting it to zero gives the linear system
JT Σ−1 J∆v = −JT Σ−1 e

(2.15)

where ∆v can be solved with methods such as sparse Cholesky factorization.
Following the Gauss-Newton algorithm, the optimal poses v* is obtained by
iteratively computing ∆v and updating
v ← v + ∆v

(2.16)

until convergence.

v2
v3

v1

v4

Figure 2.5: Each 3D point is associated with a base-frame (same color) where
the rigid transform does not change during pose-graph optimization.

19

2 Foundations
It is important to note that the 3D points from the sparse map are not part of the
pose-graph optimization process. Instead, the 3D points are rigidly transformed
with the associated base poses that changes during the pose-graph optimization
process. This rigid transformation is possible since the transformation between
the 3D points and its respective camera base-frame (see Section 2.1), and the
camera extrinsics are known and stored in the data structure of the sparse map.
Figure 2.5 shows an illustration of the base-frame concept. Each 3D point is
associated with a base-frame where it is first observed (shown in same color)
and the rigid transformation of the 3D point to its base-frame does not change
during pose-graph optimization.

2.5.1 Optimization on a Manifold
The minimal representations, for example the Euler angles, of the rotational
component of a pose is subjected to singularities. To avoid singularities, overparameterization is usually used. Examples of over-parameterized representations of the rotational component are the 3 × 3 Rotation Matrix and 4-vector
Quaternions. The over-parameterization, however, introduces additional degree
of freedoms which causes errors in the optimization. To overcome this problem,
the optimization should be done on a manifold, where the rotational component
of the poses v are over-parameterized but increments ∆v follow the minimal
representation. This changes the update step in Equation 2.16 to
v ← v  ∆v

(2.17)

where the  operator maps the minimal parameterized ∆v to the over-parameterized
space of v. The  operator also changes the Jacobian to
∂e(v  ∆v)
∂e(v) ∂(v  ∆v)
=
·
∂∆v
∂v
∂∆v

= J·
∆v=0

∂(v  ∆v)
∂∆v

(2.18)
∆v=0

which means that the new Jacobian is simply the product of the usual Jacobian
J and the Jacobian of the  operator update equation evaluated at ∆v = 0.

20

2.6 Bundle Adjustment

2.6 Bundle Adjustment
Bundle adjustment is used to further refine the poses and 3D points estimate
after minimizing the loop-closure errors with pose-graph optimization. It is the
process where we find the optimal poses and 3D points in the sparse map that
minimize the total reprojection errors. The extrinsics parameters of the multicamera system are kept fixed during bundle adjustment. Formally, we seek to
minimize the sum-of-squares of all the reprojection errors given by
argmin
v,X

XXX
n

i

||π(Pni , Xj ) − x̃nij ||2

(2.19)

j

over all the poses v and 3D points X, where x̃nij is the image feature on the
fisheye image seen at pose vn by camera i that corresponds to the 3D point Xj .
π(.) is the camera projection function described in Section 2.2 that computes
the fisheye image coordinate given a 3D point. It projects the 3D point onto the
respective image. Pni is the transformation that brings the 3D point from the
world frame to the coordinate frame of camera i at pose vn .
T
T
Pni = [RC
RnT , −RC
(RnT tn + tCi )]
i
i

(2.20)

where [RCi , tCi ] are the extrinsics of the cameras, and [Rn , tn ] is the rotation
matrix and translation vector of the pose vn in the world frame. Similar to the
pose-graph optimization, the poses can be optimized on the manifold to avoid
singularities and over-parameterization problems in the rotations. We implement
bundle adjustment using the Google Ceres [Agarwal et al., 2011] solver.

2.6.1 Sliding Window Bundle Adjustment
The sliding window bundle adjustment is applied while new frames are added
to the sparse map to improve its accuracy during construction. The idea is
to keep the computational complexity low by keeping the number of poses
and 3D points approximately constant within a pre-defined window size W
during sliding window bundle adjustment. The window size W is defined by
the number of poses it includes. Figure 2.6 shows an illustration of an example
of the sliding window bundle adjustment. The last two poses are taken as the
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Figure 2.6: Illustration of sliding window bundle adjustment.
window size, i.e. W = 2. A naive way to implement the sliding window bundle
adjustment is to ignore the rest of the sparse map outside W and minimizes
only the reprojection errors from the poses and its observed 3D points within
W. This method, however, would lead to the increase of reprojection errors
in other poses (shown in red in Figure 2.6) outside W that observed the 3D
points within W, resulting in an inconsistent map. We circumvent this problem
by minimizing all the reprojection errors from the 3D points within W while
keeping the poses outside W, denoted by S, that observed these 3D points fixed
during the optimization. The cost function of the sliding window bundle is given
by
X XX
argmin
||π(Pni , Xj ) − x̃nij ||2
(2.21)
v∈W,X∈W

n∈S∪W

i

j∈W

which ensures that the reprojection errors from the poses outside W are also
minimized during the optimization, while keeping these poses fixed.
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3 Motion Estimation for a
Multi-Camera System with
Ackermann Motion
Any intelligent fool can make things bigger, more complex, and more violent. It takes a touch of genius – and
a lot of courage to move in the opposite direction.
– E.F. Schumacher, in Small is Beautiful, 1973

In this chapter, we make use of the fact that we have a multi-camera system
rigidly fixed onto a car, which adhere by the Ackermann steering principle [Siegwart et al., 2011] to simplify the GEC, and design an efficient and robust algorithm for visual ego-motion estimation [Lee et al., 2013b]. We show that two
point correspondences are sufficient to estimate the generalized essential matrix
with metric scale by using the Ackermann motion model (i.e. circular motion on
a plane), where there are 2 free parameters - scale and yaw angle for the relative
motion between 2 consecutive frames. Consequently, we derive the analytical
2-point minimal solution for the general case with at least one inter-camera
correspondence and a special case with only intra-camera correspondences. A
maximum of up to 6 solutions exists for the relative motion in both cases. The
small number of point correspondences and solutions makes it efficient for robust estimation with RANSAC. We show that the scale can always be recovered
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from the general case with at least one inter-camera correspondence, and identify a degeneracy when the car undergoes straight motion in the special case
with only intra-camera correspondences, where the scale cannot be determined.
We use the special case with only intra-camera correspondences as the default
case for our implementation since there is always more intra-camera correspondences than inter-camera correspondences. We propose a practical method to
retrieve the scale when the car undergoes straight motion from one additional
inter-camera correspondence and the known yaw angle, which essentially reverts
the special case to the general case.
The relative motions can be concatenated together to get the full trajectory
of the car. We implement Kalman filters with constant velocity prior to smooth
out noisy estimates for robustness. Finally, we relax the Ackermann motion
constraint by doing a full 6 degrees of freedom (DOF) pose-graph [Grisetti et al.,
2010] optimization for loop-closure followed by bundle adjustment for all the
poses and 3D points. We verify our approach by comparing our results on a
large real-world dataset collected from a multi-camera setup that consists of 4
cameras mounted on our self-driving car, Grobi (see Figure 1.2), looking front,
rear, left and right with non/minimal field-of-views against the GPS/INS ground
truth.
The main contributions from this chapter can be summarized as follows:
• A practical ego-motion estimation algorithm with metric scale from a
new formulation of the generalized essential matrix using the GEC and
Ackermann motion model.
• Analytical 2-point minimal solutions for the general case with at least one
inter-camera correspondence and a special case with only intra-camera
correspondences.
• An investigation and practical solution to the degenerate case of straight
motion with only intra-camera correspondences.

3.1 Related Works
Our work builds on top of previous works about the generalized camera formulation and is also related to other works with multi-camera systems that are not
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using the generalized camera formulation.
The idea of a generalized camera system where a single epipolar constraint
is used to describe the relative motion of a set of cameras mounted rigidly on a
single body over two different frames was first proposed by Pless [Pless, 2003].
The main difference between a generalized camera system and pinhole camera is
the absence of a single center of projection. Pless derived a generalized essential
matrix, which is a 6x6 matrix with 18 unknowns from the GEC. He suggested
a linear 17-point algorithm to solve for the generalized essential matrix. Sturm
also showed similar results in [Sturm, 2005]. However, both works did not show
any results from real-world data.
Li et al. [Li et al., 2008] extended the work on the GEC by identifying the
degenerate cases for the locally-central generalized camera setup. The locallycentral generalized camera refers to a configuration where the cameras only
do intra-camera correspondences. In contrast to the general case where the
generalized camera does inter-camera correspondences, Li et al. showed that
the rank of the GEC drops from 17 to 16 because the null motion always satisfies
the GEC. He noted that this solution is often found using the standard Singular
Value Decomposition (SVD) method [Hartley and Zisserman, 2004] to solve
the GEC linearly. He suggested a new linear approach to solve the GEC despite
the degeneracy. He also pointed out that the same approach can be used to
solve for the GECs in the degenerate cases of axial and locally-central-andaxial-cameras. He showed results from a small-scale dataset collected with
a Point-Grey ladybug camera where the point correspondences are manually
selected. The reason for manual selection of point correspondences is that the
proposed linear algorithms need 17 or 16 point correspondences, which induces
high computational cost in RANSAC.
A minimal solution for the generalized essential matrix was proposed by
Stewénius et al. [Stewénius et al., 2005]. It requires 6-point correspondences
to solve the GEC problem. However, the method involves solving a polynomial
equation system which gives 64 solutions. The high number of solutions made
it inefficient to evaluate for the correct solution within RANSAC. Nevertheless,
a RANSAC implementation of the 6-point minimal solution was shown on
synthetic datasets but not on any real-world dataset.
In comparison with the works from Pless, Li et al. and Stewénius et al.,
we proposed the 2-point algorithm from the combination of the GEC and Ack-
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ermann motion model. And for the first time, this allows an efficient motion
estimation of a generalized camera system with a robust estimator like RANSAC
on a large real-world dataset.
The motion model used has previously been used by Scaramuzza et al. [Scaramuzza et al., 2009a], where they proposed the 1-point RANSAC algorithm for
conventional monocular visual odometry on a car. Similarly, they made used
of the Ackermann motion model in the epipolar constraint and this reduced the
number of free parameters to two. However, they used one omnidirectional camera with a single center of projection and this prohibited the retrieval of metric
scale. The validity of the 1-point algorithm also came with the constraint that
the camera must be placed along the back-wheel axis of the car. In an extension [Scaramuzza et al., 2009b], Scaramuzza et al. developed a method where
the motion and metric scale could be computed with a 2-point algorithm from
a single monocular camera. The camera has to be placed with an offset to the
back-wheel axis and this offset needs to be known. Similar to our algorithm for
generalized camera with only intra-camera correspondences, the scale becomes
unobservable for straight motion. In contrast, we propose a practical method to
retrieve the metric scale when the car is moving straight with our formulation
using the generalized camera setup.
Other methods such as [Clipp et al., 2008, Kazik et al., 2012] estimated the
relative motions of the multi-camera setups without using the GEC. In [Clipp
et al., 2008], Clipp et al. estimated the relative motion without the scale using
the 5-point algorithm [Nistér, 2004] in one camera, while the metric scale is
retrieved from an additional point from another camera. He showed results from
both simulations and a real-world dataset. However, a major limitation is that
the scale can only be retrieved under certain conditions. In [Kazik et al., 2012],
Kazik et al. estimated the relative motions of two cameras with non-overlapping
field of view by using the visual odometry from each individual camera. The
metric scale is retrieved by using the ‘hand-eye’ calibration constraints. The
success of this method relies heavily on the estimation from the visual odometry
in the individual cameras. They showed results with small-scale datasets and no
discussion on how their method could be extended to more than two cameras
was provided.
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3.2 Motion Estimation
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Figure 3.1: System overview for motion estimation of the multi-camera system
on a car.

Figure 3.1 shows the overview of the pipeline for the estimation of the relative
motion between two consecutive car frames using the multi-camera system. A
set of synchronized images is obtained from the multi-camera system. Intracamera point correspondences are computed from these images. Our 2-Point
RANSAC algorithm always computes the relative motion based on the intracamera correspondences. In the case where the relative yaw angle θ is found to
be near zero from the 2-Point RANSAC, the inter-camera point correspondences
are extracted and used to compute the scale ρ from a 1-point exhaustive search.
Note that θ is kept fixed in the 1-point search. The estimated ρ and θ are further
refined using the non-linear refinement and Kalman filtering steps.
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Figure 3.2: Example of intra- and inter-camera point correspondences.

3.2.1 Point Correspondences
Our motion estimation algorithm relies on two sets of point correspondences intra-camera and inter-camera. Specifically, intra-camera point correspondences
refer to correspondences which are seen by the same camera over two consecutive frames, and inter-camera refers to correspondences which are seen by
different cameras over two consecutive frames as illustrated in Figure 3.2. We
extract and match SURF [Bay et al., 2008] features on the GPU for both intracamera and inter-camera. In principle, our multi-camera configuration on the
car always allows inter-camera point correspondence. This is because part of the
scene from the front camera will be seen by the left and right cameras at the next
frame. Similarly, part of the scenes from the left and right cameras will always
be seen by the rear camera in the next frame. The number of inter-camera correspondences are however far lesser than intra-camera correspondences. Hence,
we chose to use intra-camera correspondences as the default case for our implementation and rely on one-additional inter-camera correspondences to retrieve
the scale in the degenerate case when the car is moving straight. In the very rare
occasion where no inter-camera inliers are found, we propagate the scale from
the previous estimate with the Kalman filter (see Section 3.2.6).
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3.2.2 2-Point Minimal Solution
ICR
θ

C1,k+1

C2,k+1
θ

Vk+1
C1,k

ρ

Ci,k+1

φc≠θ/2

φv=θ/2
Vk

C2,k
Ci,k

Figure 3.3: Relation between multi-camera system in Ackermann motion.
Figure 3.3 shows the illustration of a multi-camera system on a car that undergoes the Ackermann motion over 2 consecutive frames k and k + 1. Specifically,
the car undergoes a circular motion about the Instantaneous Center of Rotation
(ICR) with the Ackermann model. The radius of the circular motion goes to infinity when the car is moving straight. The main objective of motion estimation
is to compute the relative motion R and t between Vk and Vk+1 . Following the
derivation in [Scaramuzza et al., 2009a], using Vk as the reference frame, it can
be observed from the diagram that




cos θ − sin θ 0
cos ϕv
cos θ 0 , t = ρ  sin ϕv 
R =  sin θ
(3.1)
0
0
0
1
where θ is the relative yaw angle and ρ is the scale of the relative translation.
Here, the z-axis of Vk is pointing out of the paper. It can be further observed
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from the diagram that ϕv is the angle between ρ and the perpendicular line to the
radius of the circle at Vk , hence ϕv = θ2 . We immediately see that the relative
motion between frame Vk and Vk+1 is dependent on only 2 parameters - scale ρ
and yaw angle θ.
Putting Equation 3.1 into EGC from Equation 2.11, we get


EGC

0
 0

ρ sin θ
2
=
 cos θ

 sin θ
0

0
0
ρ cos θ2
− sin θ
cos θ
0

ρ sin θ2
−ρ cos θ2
0
0
0
1

cos θ
sin θ
0
0
0
0

− sin θ
cos θ
0
0
0
0


0
0

1

0

0
0

(3.2)

For brevity, let us now drop all the indices on the Plücker line vector from Equation 2.11 and simply denote 2 correspondence Plücker lines as l = [uT , (tC ×
u)T ]T from frame k and l0 = [u0T , (t0C × u0 )T ]T from frame k + 1. Equation
2.11 can then be written as
a cos θ + b sin θ + cρ cos

θ
θ
+ dρ sin + e = 0
2
2

(3.3)

where
a

= −uw (tCx u0y − tCy u0x ) − u0w (t0Cx uy − t0Cy ux )
+uy (t0Cw u0x − tCw u0x ) + ux (tCw u0y − t0Cw u0y )

b

= ux (t0Cx u0w − t0Cw u0x ) + uy (t0Cy u0w − t0Cw u0y )
−ux (tCx uw − tCw ux ) − u0y (tCy uw − tCw uy )

c = uw u0y − uy u0w
d = ux u0w + uw u0x
e

= uw (t0Cx u0y − t0Cy u0x ) + u0w (tCx uy − tCy ux )

Here, the subscripts x, y and w refer to the components in the vector. Equation
3.3 is our new GEC with the Ackermann motion model. We need 2 Plücker line
correspondences to solve for the 2 unknowns ρ and θ in Equation 3.3. Denoting
each set of known coefficients obtained from each Plücker line correspondence
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by (a1 , b1 , c1 , d1 , e1 ) and (a2 , b2 , c2 , d2 , e2 ), and using the trigonometric halfangle formula
θ
2
θ
θ
sin θ = 2 sin cos
2
2
cos θ = 1 − 2 sin2

(3.4a)
(3.4b)

we get
ρ=

−e1 − a1 (1 − 2β 2 ) − b1 (2αβ)
c1 α + d1 β

(3.5a)

ρ=

−e2 − a2 (1 − 2β 2 ) − b2 (2αβ)
c2 α + d2 β

(3.5b)

where α = cos θ2 and β = sin θ2 . Combining Equations 3.5a and 3.5b to
eliminate ρ, we get
(2a1 β 2 − 2b1 αβ − e1 − a1 )(c2 α + d2 β)−
(2a2 β 2 − 2b2 αβ − e2 − a2 )(c1 α + d1 β) = 0

(3.6)

where the Pythagorean identity from Equation 3.7 has to be satisfied.
θ
θ
+ cos2 = α2 + β 2 = 1
(3.7)
2
2
Using the Sylvester Resultant [Cox et al., 1997] method to eliminate α =
cos θ2 from the two polynomials in Equations 3.6 and 3.7, we get a 6 degrees
polynomial equation in terms of β = sin θ2 which can be further reduced to
a cubic polynomial by making γ = β 2 . The roots of the cubic polynomial is
obtained in closed-form by using the cubic formula.
sin2

Aβ 6 + Bβ 4 + Cβ 2 + D = 0
3

2

Aγ + Bγ + Cγ + D = 0

(3.8a)
(3.8b)
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A, B, C and D are known coefficients made up of (a1 , b1 , c1 , d1 , e1 ) and
(a2 , b2 , c2 , d2 , e2 ). We drop the full expressions of A, B and C for brevity but
show D because it has a special property.
D = −c22 (e21 + a21 ) − 2c22 e1 a1 − c21 (e22 + a22 ) − 2c21 e2 a2
+2c2 c1 (a1 a2 + e1 e2 ) + 2c2 c1 (e1 a2 + a1 e2 )

(3.9)

An interesting observation is that when we do purely intra-camera correspondences, i.e. tc = t0c , the last 2 terms of coefficient a cancel out and a = −e.
Putting this new relation into Equation 3.9, we see that all terms cancel out and
D = 0. Hence, Equation 3.8b becomes
γ(Aγ 2 + Bγ + C) = 0

(3.10)

where one of the solution for γ is always 0 and the remaining two solutions from
the quadratic polynomial are given by
√
−B ± B 2 − 4AC
γ=
(3.11)
2A
Putting γ back into the relation γ = β 2 , we get up to a maximum of six real
solutions for β where two are always 0. Finally, the yaw angle θ of the relative
motion can be computed from β = sin θ2 and the scale ρ can be be computed
from Equation 3.5. We have verified that both Equation 3.8 and 3.10 are the
minimal-degree polynomials by computing the Gröbner Basis [Cox et al., 1997].
It was mentioned earlier that it is easier to get many more reliable correspondences with intra- than inter-camera. In addition, it is more efficient to
compute the roots from the quadratic polynomial from Equation 3.10 than the
cubic polynomial from Equation 3.8. Therefore, we adopted the intra-camera
point correspondences strategy in our implementation.

3.2.3 Degenerate Case: Metric Scale Computation
The metric scale of the relative motion cannot be uniquely determined from
the GEC when the car is moving straight i.e. θ = 0 with only intra-camera
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correspondences. This can be observed by substituting θ = 0 into Equation 3.5
where the numerator cancels out since a = −e. This means that ρ is always
0, hence cannot be uniquely determined for θ = 0. Nonetheless, we can still
uniquely identify that θ = 0 by assigning unit scale i.e. ρ = 1 for the solution of
θ = 0. This is because an unit scale still fulfills the Sampson error [Hartley and
Zisserman, 2004] computation within RANSAC (see next section). The correct
solution yields the highest number of inliers from RANSAC.
It is important to note that the scale can always be uniquely determined from
the GEC when there is at least one inter-camera point correspondence. We can
be easily see this by putting tc 6= t0c into the coefficients a and e from Equation
3.3 where we observed that a 6= −e. Hence, ρ can be uniquely determined
from Equation 3.5. This suggests that we can make use of one additional intercamera point correspondence to find the metric scale when (ρ = 1, θ = 0)
turns out to be the solution with the highest inliers from the pure intra-camera
correspondences case. In practice, this can be done effectively by doing an
exhaustive search through all inter-camera point correspondences for inliers.

3.2.4 Robust Estimation
We make our 2-point algorithm robust by implementing it within RANSAC
[Fischler and Bolles, 1981] to effectively reject outliers. We do this by checking
the Sampson error [Hartley and Zisserman, 2004] for each point correspondence
within the individual camera. The essential matrix of each individual camera
can be computed from the hypotheses of the relative motion R and t between
the car reference frame V and the extrinsics TCi of the camera. The number
(1−p)
of iterations κ needed in RANSAC is given by κ = lnln(1−α
n ) where n is the
number of correspondences needed to form the hypothesis, p is the probability
that all selected features are inliers and α is the probability that any selected
correspondence is an inlier. Assuming that p = 0.99 and α = 0.5, a total of
16 iterations are needed for our 2-point algorithm. We compare this with the
6-, 16- and 17-point algorithms which need 292, 301802 and 603606 iterations
respectively. The total number of iterations needed for our algorithm, including
the additional 1-point exhaustive search, is still far lower than the number needed
by the 6-, 16- and 17-point algorithms.
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3.2.5 Non-Linear Refinement
A non-linear refinement is applied using all the inliers that were found from
RANSAC to get a better estimate of ρ and θ. The cost function for the nonlinear refinement over two consecutive frames k and k + 1 is given by

argmin
X,ρ,θ

XX
C

{||π(P, Xj ) − x̃||2 + ||π(P 0 , Xj ) − x̃0 ||2 }

(3.12)

j

where (x̃ ↔ x̃0 ) are the fisheye image point correspondences from the correspondent cameras over frame k and k + 1. Xj is the triangulated 3D point from
(x̃ ↔ x̃0 ). The set C gives all the intra- and inter-camera point correspondences
(x̃ ↔ x̃0 ) and correspondent camera projection matrices (P ↔ P 0 ) over frame
k and k + 1. π(.) is the projection function that projects the 3D point onto the
fisheye image as described in Section 2.2. P and P 0 defined in Equation 3.13
are the transformation matrices that transform the 3D world points into the local
frames of the respective camera.
T
T
P = [RC
, −RC
tC ]
T

T

P 0 = [R0 C RT , −R0 C (RT t + t0C )]

(3.13a)
(3.13b)

0
, t0C ) are the extrinsics of the correspondent cameras. R and t
(RC , tC ) ↔ (RC
are the relative motion of the car defined by Equation 3.1, which are functions of
the parameters ρ and θ we are optimizing over. The initial values for non-linear
refinement are taken from the RANSAC hypothesis and its triangulated 3D
points. It should be noted that the sliding window bundle adjustment mentioned
in Section 2.6.1 can be used as an alternative to the non-linear refinement for
improving the accuracy of the estimated pose.

3.2.6 Kalman Filtering
We implement the Kalman filter [Kalman, 1960] with constant velocity prior
for both the scale ρ and yaw angle θ to smooth out any noisy estimation from
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Figure 3.4: Example of scales ρ (a) and yaw angles θ (b) between consecutive
frames after Kalman filtering.
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our algorithm. Alternatively, the wheel encoder ticks and steering angles, if
available can also be used as the velocity prior. We know that the control inputs
for a car involves independent steering and linear speed. This means that two
independent 1D Kalman filters can be applied to smooth out the estimates for the
scale ρ and yaw angle θ respectively. Figure 3.4 shows examples of the relative
motions of our car from the 2-point algorithm (blue line) and the smoothed
estimates from the Kalman filters (green line). We compare both estimates with
the GPS/INS ground truth (red line) and it can be seen that the outputs from the
Kalman filter follow more closely to the GPS/INS ground truth.

3.3 Results
The dataset was collected while driving the car in a loop that is about 600m
around a car park. The dataset consists of mostly static objects with a few moving pedestrians. GPS/INS readings of the trajectory were also captured during
the drive for ground truth. The SURF keypoints and descriptors are extracted
and matched over the raw fish-eye images. These keypoints are undistorted
using the fish-eye camera model from [Mei and Rives, 2006] before they are
used for triangulation to get the 3D points.
Figure 3.5a and 3.5b are the plots of all the 2499 relative motions - scales
and yaw angles estimated with our 2-point algorithm. The blue lines are the
estimated values from our 2-point algorithm, the green lines are the estimated
values from after Kalman filtering and the red lines are the GPS/INS ground
truth. Figure 3.5b shows that the car is moving straight for most of the trajectory
except for three major turns at around frame 900, 1300 and 2200. These are the
segments of the trajectory where both the scales and yaw angles are estimated
solely with intra-camera point correspondences. An additional inter-camera
correspondence is used to compute the scale for 79.9% of the trajectory when
the car is moving straight. Figure 3.5a shows that the scale estimations are
very close to the GPS/INS ground truth even without Kalman filtering. The
remaining straight or almost straight relative motions are degenerate or neardegenerate cases where the yaw angles are computed from the 2-point algorithm
with the intra-camera point correspondences and the scales are computed from
the 1-point exhaustive search with the inter-camera feature correspondences.
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Figure 3.5: Scales ρ (a) and yaw angles θ (b) between all consecutive frames
from our motion estimation algorithm compare with GPS/INS
ground truth.

38

3.3 Results
Figure 3.5a shows that the estimated scales from the 1-point exhaustive search
are noisier with a standard deviation of around 0.125m from GPS/INS ground
truth. Here, the Kalman filter helps to smooth out the noise. Figure 3.5b shows
that the estimates for the yaw angles follow closely to the GPS/INS ground truth
even without Kalman filtering.

Figure 3.6: Trajectories before and after pose-graph loop-closure compared with
GPS/INS ground truth.
The relative motions estimated with our algorithm are concatenated together
to form the full trajectory of the car. The blue line on Figure 3.6 shows the
trajectory recovered from the relative motions estimated with Kalman filtering.
The accumulated drifts resulted in a loop-closure error, which we removed by
performing the pose-graph loop-closure [Grisetti et al., 2010]. The trajectory
after loop-closure (red line) is significantly closer to the GPS/INS ground truth
(green line). Finally, we do a full bundle adjustment over the whole trajectory
and all the reconstructed 3D points. Note that we relaxed the Ackermann constraint and do the full 6 DOF optimization over the car poses in the loop-closure
and bundle adjustment. Figure 3.7 shows the top view of the final trajectory and
3D points after bundle adjustment. The pose-graph loop-closure and bundle adjustment are implemented with the Google Ceres Solver [Agarwal et al., 2011]
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Figure 3.7: Top view of trajectory and 3D map points after pose-graph loopclosure and full bundle adjustment compared with GPS/INS ground
truth.
as mentioned in Section 2.5 and 2.6.
We implemented the full pipeline on a Intel Core2 Quad CPU @ 2.40GHz
× 4 with 4G of memory and GeForce GTX 285 GPU. The runtime is 6 fps not
including pose-graph loop-closure and full bundle adjustment. Images from the
cameras come at 12 fps and this means that a real-time implementation on the
car is possible if we skip every other frame.
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4 Structureless Pose-Graph
Loop-Closure Constraints
Constrained circumstances can bring the best out of you.
– Cameron Mackintosh

In the recent years, pose-graph Simultaneous Localization and Mapping
(SLAM) has been a subject of intensive research [Konolige et al., 2009, Olson
et al., 2006, Grisetti et al., 2010, Grisetti et al., 2007] because of the enormous
simplification and speed-up to the SLAM problem. Essentially, pose-graph
SLAM represents the SLAM problem as an undirected graph where the vertices
are the predicted robot poses and the edges are the observed constraints between
any two robot poses. The simplification and speed-up of the SLAM problem
are achieved by marginalizing out all the 3D scene points from the pose-graph.
The errors between the predicted and observed robot poses are minimized with
solvers such as the Gauss-Newton and Levenberg-Marquardt algorithms. The
predicted robot poses represented by the vertices are usually obtained from
wheel or visual odometry readings and the constraints represented by the edges
connecting consecutive vertices are the relative poses between the vertices. The
constraints between non-consecutive vertices are from loop-closures and play
an important role in mitigating the errors accumulated from large drifts of the
wheel or visual odometry in the pose-graph.
Loop-closure opportunities are detected with the aid of the camera, and
vocabulary-tree [Nistér and Stewénius, 2006] which returns the similarity scores
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between the image taken at the current robot pose and all the images took
from previous robot poses. A geometric verification using, for example, the
5-point RANSAC algorithm [Nistér, 2004] is applied to the list of loop-closure
candidate with the top similarity scores. The candidate image pair with the
highest inlier count and inlier count exceeding a given threshold is taken to
be the loop-closure image pair. The loop-closure constraint between the two
robot poses associated with the loop-closure image pair is usually computed by
first retrieving the 3D scene points followed by solving the Perspective-n-Point
(PnP) problem [Moreno-Noguer et al., 2007a] for monocular cameras or the
absolute orientation problem [Berthold K. P. Horn, 1987] for stereo cameras.
It is essential to reconstruct the 3D scene points for the recovery of the metric scale between the relative pose since it is well known that the metric scale
cannot recovered with pure epipolar geometry [Hartley and Zisserman, 2004]
of a monocular camera. The need for the 3D scene points to compute the relative pose with metric scale for the loop-closure constraint however introduces
additional time complexities and uncertainties, which contradicts the idea of
simplification and speed-up by marginalizing out 3D scene points in pose-graph
SLAM. In addition, a single monocular or stereo camera usually has limited
field-of-view thus missing out on some potential loop-closing opportunities.
In this chapter, we propose a multi-camera system with non/minimal overlapping field-of-views on a car for loop-closure. We show that the relative pose
with metric scale for the loop-closure constraint can be computed directly from
the epipolar geometry of a multi-camera system without the need to reconstruct
any 3D scene points [Lee et al., 2013c]. In particular, we adopt the generalized
epipolar constraint (GEC) proposed by Pless [Pless, 2003] as described in the
previous chapter. The GEC expresses the point correspondences as Plücker
lines which turns the epipolar geometry of a multi-camera system to be in a
similar structure as a single monocular camera (see Section 2.3 for more details).
We have seen in Section 3.1 that 17- or 16-point [Pless, 2003, Li et al., 2008]
correspondences are needed to solve for the relative pose with metric scale linearly, which made it inefficient to be implemented within RANSAC [Fischler
and Bolles, 1981] for robust estimation. The 2-point algorithm described in the
previous chapter does not work for finding loop-closure constraints since the
Ackermann constraint would be violated between loop-closure poses.
We show that by enforcing the planar motion constraint of a car, we are
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able to formulate the relative pose with metric scale problem as a minimal
problem which requires only 3-point correspondences to solve for the 3 degreeof-freedoms on a plane. The low number of point correspondences (3-point)
makes it possible for robust estimation with RANSAC. We solve the system
of polynomials from the minimal problem with the Hidden Variable Resultant
and Companion Matrix methods [Cox et al., 1997]. A maximum of up to 6
real solutions can be found and the correct solution gives the highest number of
inliers from RANSAC. We do a final estimate of the loop-constraint by doing a
least-squares estimate using the linear algorithm from [Li et al., 2008] with all
the inliers found from RANSAC. Finally, we close the loops by doing a robust
pose-graph optimization [Lee et al., 2013a] with all the loop-constraints. We
verify our algorithm with results from multiple large-scale real-world data.

4.1 Structureless Loop-Closure
List of LoopClosure Candidates
Images

Pose-Graph
Formation
+
Place Recognition

3-pt RANSAC
+
Geometric
Verification

Loop
Constraint

Figure 4.1: System overview for our structureless loop-closure framework.
Structureless loop-closure is possible because our 3-point RANSAC
computes the relative pose with metric scale directly from the image
correspondences of the multi-camera system.
Figure 4.1 shows the system overview for our structureless loop-closure
framework with the multi-camera system. We form the pose-graph by computing the visual odometry [Lee et al., 2013b] with every new coming image.
Alternatively, the wheel odometry can also be used. The images are used to
create a database with the vocabulary-tree [Nistér and Stewénius, 2006] and
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the current image is matched against the database for a list of visually similar
loop-closure candidates. We compute the point correspondences for all the loopclosure candidates and use them in our 3-point RANSAC algorithm to compute
the relative poses for all the loop-closure candidates. The candidate with the
highest inlier count and inlier count that exceeds a given threshold passes the geometric verification test (see Chapter 6) is selected as the loop-closure constraint.
A final estimate of the loop-closure constraint is done by doing a least-squares
estimate using the linear algorithm from [Li et al., 2008] with all the inliers.
Finally, we do the robust pose-graph optimization (see Chapter 7) based on [Lee
et al., 2013a] to close the loops. The robust pose-graph optimization is done to
remove the detrimental effects of the outlier loop-closure constraints caused by
the wrong recognitions from the vocabulary-tree in highly similar scenes. Note
that the whole process is done without the need to reconstruct any 3D scene point
and this is possible because our 3-point RANSAC is derived from the epipolar
geometry of the multi-camera system, which directly allows the computation of
the relative pose with metric scale based on only image correspondences.

4.2 Pose-Graph Formation and Place
Recognition
Edge constraints that link consecutive vertices in the pose-graph are obtained
from relative poses estimated with generalized visual odometry described the
previous chapter [Lee et al., 2013b]. Alternatively, wheel odometry readings
can also be used. These relative poses are concatenated together to get the
global poses which are represented by the vertices in the pose-graph. Loopclosure opportunities for edges that link non-consecutive vertices in the posegraph are obtained from a vocabulary-tree [Nistér and Stewénius, 2006] based
place recognizer as mentioned in Section 2.4. The vocabulary-tree based place
recognizer consists of the training and online phases. In the training phase, a
vocabulary tree is trained offline with SURF features [Bay et al., 2008] extracted
from a set of given training images. In the online phase, the acquired images
are assigned unique IDs and are inserted into the vocabulary-tree database in the
form of an inverted file for efficient retrieval. The database is queried with the
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SURF features extracted from every incoming image and the output of the query
is a list of image IDs ranked according to their similarity scores with the query
image. The list of database images with the top similarity scores is selected as
the list of loop-closure candidates. As mentioned in Section 2.4, we maintain
only one vocabulary-tree for all the cameras from our multi-camera system. We
do so by assigning unique image IDs given by imageID = frameID × N +
cameraID, where N is the total number of cameras in the multi-camera system.

4.3 3-Point Minimal Solution
Our multi-camera system is mounted on a car, which can be assumed to be
moving on a plane or at least locally planar between two loop-closing poses.
Hence, we are able to write the relative transformation [R, t] between two
loop-closing frames V 0 and V as

1 − q2
1 
2q
R=
1 + q2
0

−2q
1 − q2
0


 
tx
0
0  , t =  ty 
1 + q2
0

(4.1)

2

2q
where q = tan( θ2 ), hence cos(θ) = 1−q
1+q 2 and sin(θ) = 1+q 2 according to the
double-angle trigonometry identities. θ is the yaw angle. We do this trigonometric identity substitution to get rid of the difficulties in dealing with sines and
cosines in the system of equations. Putting the relative transformation [R, t]
from Equation 4.1 into the generalized essential matrix EGC from Equation
2.11, we get
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which is the generalized essential matrix with the planar constraint. Dropping
the camera and image point indices i and j for brevity, we get the GEC with
planar constraint from Equations 2.11 and 4.1, which is given by
a1 tx q 2 + a2 tx q + a3 tx + a4 ty q 2 + a5 ty q + a6 ty + a7 q 2 + a8 q + a9 = 0
(4.3)
where
a1

= −uy u0w − uw u0y ,

a2 = 2uw u0x

a3

= uw u0y − uy u0w ,

a4 = ux u0w + uw u0x

a5

=

a7

= tcx (uy u0w + uw u0y ) − tcy (ux u0w + uw u0x ) − tcz (ux u0y − uy u0x ) +

2uw u0y ,

a6 = ux u0w − uw u0x

t0cx (uy u0w + uw u0y ) − t0cy (ux u0w + uw u0x ) + t0cz (ux u0y − uy u0x )
a8

=

2(tcz ux u0x − tcx uw u0x − tcy uw u0y + tcz uy u0y + t0cx ux u0w −
t0cz ux u0x + t0cy uy u0w − t0cz uy u0y )

a9

= tcx (uy u0w − uw u0y ) − tcy (ux u0w − uw u0x ) + tcz (ux u0y − uy u0x ) −
t0cx (uy u0w − uw u0y ) + t0cy (ux u0w − uw u0x ) − t0cz (ux u0y − uy u0x )

Here, t0c = [t0cx , t0cy , t0cz ]T , tc = [tcx , tcy , tcz ]T , u0 = [u0x , u0y , u0w ]T and u =
[ux , uy , uw ]T , are the camera centers and the rays that connect the respective
camera centers and image point with respect to the respective loop-closing
frames V 0 and V defined in Section 2.3. We solve for the 3 unknowns tx , ty and
q in Equation 4.3 as a minimal problem, which requires 3-point correspondences
and we get the following system of polynomials
a1 tx q 2 + a2 tx q + a3 tx + a4 ty q 2 + a5 ty q + a6 ty + a7 q 2 + a8 q + a9 = 0 (4.4a)
b1 tx q 2 + b2 tx q + b3 tx + b4 ty q 2 + b5 ty q + b6 ty + b7 q 2 + b8 q + b9 = 0 (4.4b)
c1 tx q 2 + c2 tx q + c3 tx + c4 ty q 2 + c5 ty q + c6 ty + c7 q 2 + c8 q + c9 = 0 (4.4c)
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where b and c are the coefficients from the additional two point correspondences
with similar definition as the coefficient a. The Hidden Variable Resultant
method [Cox et al., 1997] is used to solve for the unknowns in the system of
polynomials. We write the system of polynomials from Equation 4.4 into the
form of
β(q)X = 0
where β(q) is given by
 2
a1 q + a2 q + a3
 b1 q 2 + b2 q + b3
c1 q 2 + c2 q + c3

(4.5)

a4 q 2 + a5 q + a6
b4 q 2 + b5 q + b6
c4 q 2 + c5 q + c6


a7 q 2 + a8 q + a9
b7 q 2 + b8 q + b9 
c7 q 2 + c8 q + c9

(4.6)

and

X = tx

ty

1

T

(4.7)

We know from Linear Algebra that since β(q) is a square matrix, Equation 4.5
has a non-trivial solution when det(β(q)) = 0. This gives a 6 degree polynomial
in terms of q.
Aq 6 + Bq 5 + Cq 4 + Dq 3 + Eq 2 + F q + G = 0

(4.8)

where the coefficients A, B, C, D and E are made up of the coefficients from
Equation 4.4. We drop the full expressions for brevity. The roots of Equation 4.8
can be obtained from the eigen-values of the following Companion matrix [Cox
et al., 1997]


0 0 0 0 0 −G
A
1 0 0 0 0 − F 
A

0 1 0 0 0 − E 
A

(4.9)
0 0 1 0 0 − D 

A
0 0 0 1 0 − C 
A
0 0 0 0 1 −B
A
A maximum of up to 6 real eigen-values (i.e. 6 real roots to q) can be obtained
from the Companion matrix and the correct solution is determined by checking
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the number of inliers within the RANSAC (see Section 4.5) loops. We solve for
the yaw angle as θ = 2tan−1 (q). With q known, tx can now be solved with
tx = −

d6 q 4 + d7 q 3 + d8 q 2 + d9 q + d10
d1 q 4 + d2 q 3 + d3 q 2 + d4 q + d5

(4.10)

which is obtained by eliminating ty from Equations 4.4a and 4.4b. Here, d is
made up of the coefficients from Equation 4.4. We show only the full expression
of d10 which has a special property in the degenerate case (see Section 4.4).
d10 = −a9 b6 + b9 a6

(4.11)

Finally, ty can be solved by back-substitutions of tx and q into Equations 4.3.
We also verified with the Gröbner basis [Cox et al., 1997] that 6 solutions is the
minimal solution for our parametrization and choice of the coordinate system of
the problem.

4.4 Degenerate Case

Ci

C3

v

C1
C2

C'i

C'3

V'

C'1
C'2

Figure 4.2: Illustration of a degenerate case for the GEC.
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Figure 4.2 shows an illustration of the degenerate case for the GEC. It happens
when all the selected 3-point correspondences are matched locally over the same
respective camera over the loop-closing frames V 0 and V , and the yaw angle
is zero, i.e. q = 0. In this case, we observe that the camera centers stay the
same over the two frames, i.e. t0c = tc , hence the first and last three terms of the
coefficient a9 from Equation 4.3 cancel out, i.e. a9 = 0. Similarly, b9 = 0 and
c9 = 0. We immediately see from Equation 4.11 that the coefficients d10 = 0,
and Equation 4.10 becomes d5 tx = 0. This means that tx and ty cannot be
uniquely identified.
We observed experimentally that it is very rare for the yaw angle θ to be
exactly or very close to zero during loop-closures for the degeneracy to happen
and the overall pose-graph will not be affected by omitting the loop-closure
opportunities when the yaw angle is zero. Hence, we disregard the solution of
q = 0 and do geometric verifications for all other solutions from q 6= 0 when
t0c = tc . Note from Equation 4.3 that q = 0 is always one of the solutions when
t0c = tc since a9 = 0. In this case, no loop-closure opportunities exist if the
solution from q 6= 0 with the highest inlier count does not pass the geometric
verification test. As noted in [Li et al., 2008], the solution does not have any
scale ambiguity if it exists.

4.5 Robust Estimation
We reject outlier point correspondences by putting our 3-point algorithm within
RANSAC [Fischler and Bolles, 1981]. Similar to the motion estimation with
Ackermann constraint mentioned in the previous chapter [Lee et al., 2013b], we
do this by checking the Sampson error [Hartley and Zisserman, 2004] for each
point correspondence in the respective camera, where the essential matrices can
be computed from the hypotheses of the relative motion R and t between the
loop-closing frames V 0 and V , and the extrinsics TCi of the camera. We also
determine the correct solution from the multiple solutions of the 3-point minimal
problem by counting the number of inlier within RANSAC. The correct solution
gives the highest number of inliers.
(1−p)
The number of iterations κ needed in RANSAC is given by κ = lnln(1−α
n)
where n is the number of correspondences needed to form the hypothesis, p is
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the probability that all selected features are inliers and α is the probability that
any selected correspondence is an inlier. Assuming that p = 0.99 and α = 0.5, a
total of 34 iterations are needed for our 3-point algorithm, which is a significant
improvement in terms of computational efficiency compared to the 6-point, 16point and 17-point algorithms which need 292, 301802 and 603606 iterations
respectively.

4.6 Results
We implement our structureless loop-closure algorithm on the multi-camera
system mounted on our car - Grobi shown in Figure 1.2. As mentioned in
Chapter 1, our multi-camera system consists of four cameras with fish-eye lens
looking front, rear, left and right. Figure 1.3 shows an example of the images
captured from the cameras. The full pipeline which includes formation of the
pose-graph, place recognition, 3-point RANSAC and geometric verification
is running at approximately 8 fps on a Intel Core2 Quad CPU @ 2.40GHz
× 4 with 4G of memory and GeForce GTX 285 GPU. The run-time can be
further optimized by replacing the GPU SURF features that we are currently
using with a more efficient feature such as ORB [Rublee et al., 2011]. We
implement the robust pose-graph optimization with the Google Ceres solver
[Agarwal et al., 2011] as mentioned in Section 2.5. We show results from three
datasets - (1) Carpark01, (2) Carpark02 and (3) Campus01. The pose-graphs
of Carpark01 and Carpark02 are formed from wheel odometry and the posegraph of Campus01 is formed from visual odometry [Lee et al., 2013b] for the
multi-camera system mentioned in the previous chapter.
Figures 4.3 and 4.4 show the results of our algorithm on the Carpark01 dataset.
This dataset consists of a total of 12000 frames, i.e. 12000 × 4 images from
all the four cameras covering approximately 3.5km of trajectory around a car
park. The trajectory make a total of 4 outer and 6 nested loops. We process
the dataset at a 3 frames interval and the pose-graph is formed with the wheel
odometry readings (red). Figure 4.3 shows a comparison of the total number of
loop-closure edges (green) detected by the monocular front camera in Figure
4.3a and the multi-camera system in Figure 4.3b before pose-graph optimization.
Our multi-camera system successfully detected 1352 loop-closure edges which
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is more than twice the total of 652 loop-closure edges detected by the monocular
front looking camera. We compute the loop-constraints with metric scale with
our algorithm without the need to reconstruct any 3D scene points, which is
impossible for the monocular camera. Figure 4.4 shows the pose-graph after
pose-graph optimization. We show the accuracy of the pose-graph after posegraph optimization by plotting it with the GPS/INS ground truth overlaid on the
satellite image. It can be seen that the pose-graph after pose-graph optimization
follows the GPS/INS ground truth very closely. Note that we use the robust posegraph optimization [Lee et al., 2013a] (see Chapter 7) to remove the detrimental
effects of outliers and noise.
Figures 4.5 and 4.6 show the results of our algorithm on the Carpark02 dataset.
This dataset consists of a total of 7084 frames, i.e. 7084 × 4 images from all
the four cameras covering approximately 1km of trajectory around a car park
(a different car park from the Carpark01 dataset). The trajectory made a total
of 1 outer and 7 nested loops. Similar to the Carpark01 dataset, we process the
dataset at a 3 frames interval and form the pose-graph with the wheel odometry
readings (red). Figure 4.5 shows a comparison of the total number of loopclosure edges (green) detected by the monocular front camera in Figure 4.5a
and the multi-camera system in Figure 4.5b before pose-graph optimization.
Our multi-camera system successfully detected 642 loop-closure edges which is
more than twice the total of 309 loop-closure edges detected by the monocular
front looking camera. We noticed that most of the additional loop-closure edges
that were detected from our multi-camera system came from frames where the
current frame and loop-closure frame are facing opposite directions. In these
cases, the monocular front camera which has a limited field-of-view would not
be able to detect any loop-closure. Note that this would also be true for a stereo
camera. Figure 4.6 shows the pose-graph after pose-graph optimization. Similar
to the Carpark01 dataset, we show the accuracy of the pose-graph after posegraph optimization by plotting it with the GPS/INS ground truth overlaid on the
satellite image. It can be seen that the pose-graph after pose-graph optimization
follows the GPS/INS ground truth very closely.
Figures 4.7 and 4.8 show the results of our algorithm on the Campus01 dataset.
This dataset consists of a total of 4460 frames, i.e. 4460 × 4 images from all
the four cameras covering approximately 900m of trajectory along a stretch of
road within the ETH campus. The trajectory made a total of 6 loops in the
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shape of “∞”. We process all the 4460 frames and form the pose-graph with
visual odometry (red) from multi-camera based on the previous chapter [Lee
et al., 2013b]. Note that the visual odometry based on [Lee et al., 2013b] is
also computed without the need to reconstruct any 3D scene points. Figure 4.7
shows a comparison of the total number of loop-closure edges (green) detected
by the monocular front camera in Figure 4.7a and the multi-camera system in
Figure 4.7b before pose-graph optimization. Our multi-camera system detects
2258 loop-constraints while the front-looking monocular camera detects 2098
loop-constraints. In this case, the high number of loop-constraints detected by
the front-looking camera is because most of the loop-closure paths are facing
the same directions. Figure 4.8 shows the pose-graph after pose-graph optimization. Since we do not have the GPS/INS ground truth for this dataset, we do
triangulation for the 3D scene points from the poses obtained after pose-graph
optimization and overlay these points on the satellite image to show the accuracy.
It is important to note that these 3D scene points are purely for visualization of
the accuracy of our algorithm and they are not used at all in the computation of
the loop-closure constraints.
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Figure 4.3: Pose-graph of the Carpark01 dataset from wheel odometry (red) before pose-graph optimization. Comparison on the total loop-closure
edges (green) found from (a) a forward looking monocular camera
and (b) our multi-camera system.
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Figure 4.4: Pose-graph for Carpark01 dataset after pose-graph optimization (red)
compared with trajectory from GPS/INS (blue) overlaid on the satellite image.
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Figure 4.5: Pose-graph of the Carpark02 dataset from wheel odometry (red) before pose-graph optimization. Comparison on the total loop-closure
edges (green) found from (a) a forward looking monocular camera
and (b) our multi-camera system.
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Figure 4.6: Pose-graph for Carpark02 dataset after pose-graph optimization (red)
compared with trajectory from GPS/INS (blue) overlaid on the satellite image.
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Figure 4.7: Pose-graph of the Campus01 dataset from visual odometry (red) before pose-graph optimization. Comparison on the total loop-closure
edges (green) found from (a) a forward looking monocular camera
and (b) our multi-camera system.
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Figure 4.8: Pose-graph (red) and 3D scene points (blue) for Campus01 dataset
after pose-graph optimization overlaid on the satellite image.
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5 Multi-Camera System Motion
Estimation with Known
Vertical Directions
Everything should be made as simple as possible, but
not simpler.
– Albert Einstein

In Chapter 3, we have made used of the fact that our multi-camera system
is fixed onto a car to constrain the relative motion with the Ackermann motion
model, which requires only 2-point correspondences and gives up to 6 solutions.
As a result, it became possible for us to use RANSAC for robust estimation
and show results on large real-world datasets. In Chapter 4, we relaxed the
Ackermann motion constraint to a planar constraint to allow for the computation
of loop-closure constraints [Lee et al., 2013c]. Despite the success in applying
the multi-camera system on real-world datasets for ego-motion estimation, the
algorithms work on a very strict assumption that the ground has to be planar.
While this assumption is valid for a large part of the roads, there are instances
such as ramps at highway entrances or exits, multi-level car parks and off-road
drivings where the assumption would be violated.
In this chapter, we make use of the known vertical direction from an Inertial
Measurement Unit (IMU) to keep the number of point correspondences low
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Figure 5.1: The iTrace1 F400 GPS/INS system with an IMU that gives the absolute roll and pitch angles.

while allowing the full 6 degree-of-freedom for the relative motion to be estimated [Lee et al., 2014]. While relative motion estimation with known vertical
direction has been shown in [Fraundorfer et al., 2010, Kalantari et al., 2011] for
a monocular camera, no prior work exists for the multi-camera system. Figure
5.1 shows the iTrace GPS/INS system mounted on our car - Grobi shown in
Figure 1.2. It has an IMU that gives the absolute roll and pitch angles even
in the absence of GPS signals. In particular, we propose the minimal 4-point
and linear 8-point algorithms to estimate the relative pose of a multi-camera
system with known vertical directions, i.e. known absolute roll and pitch angles. We show that the minimal 4-point algorithm can be solved with the hidden
variable resultant [Cox et al., 1997] that gives up to 8 solutions. We identify a
degenerate case in the linear 8-point algorithm when it is solved with the standard SVD approach [Hartley and Zisserman, 2004] and adopt a simple strategy
from [Li et al., 2008] to solve it. We show that our proposed algorithms can
be efficiently used within RANSAC for robust estimation. The accuracy of our
proposed algorithms is compared with the existing algorithms in simulations
1 Image
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and we also demonstrate the feasibility our algorithms on non-planar roads with
several real-world datasets taken on a multi-level car park.

5.1 Minimal 4-Point Algorithm
Plücker line
correspondences
Correspondence frames
roll and pitch angles

Transform Plücker line
correspondences with
roll and pitch angles

Minimal 4-point algorithm

Up to 8 real solutions

Recover relative pose

Figure 5.2: Pipeline of our minimal 4-point algorithm.
Figure 5.2 shows the pipeline of our minimal 4-point algorithm which will
be explained in greater detail in the following sections. Briefly, the Plücker
line correspondences are first transformed with the roll and pitch angles of the
correspondence frames from the IMU. Next, the minimal 4-point algorithm gives
the relative pose estimated from the transformed Plücker line correspondences.
Lastly, the relative pose in the original correspondence frames is computed.

5.1.1 Apply Roll and Pitch Angles
The roll and pitch angles from the IMU are given with respect to a reference
frame R, where the xy plane is parallel to the ground plane and x-axis aligned
with the True North. In a calibrated setting where the relative rotation between
the the generalized camera frame and IMU is known, let us denote the rotation
matrices from the roll and pitch angles of the two correspondence generalized
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camera frames V 0 and V with respect to R as (Rr0 , Rp0 ) ↔ (Rr , Rp ). The
relative rotation R can now be written as
0

0

R = RrT RpT R̂y Rp Rr

(5.1)

0

where R̂y = RyT Ry and Ry0 ↔ Ry are the rotation matrices from the yaw
angles of the two correspondence generalized camera frames V 0 and V with
respect to R. Putting Equation 5.1 into the generalized essential matrix EGC
from Equation 2.11, we get

0
0
btcx RrT RpT R̂y Rp Rr
0
0
RrT RpT R̂y Rp Rr

0

0

RrT RpT R̂y Rp Rr
0


(5.2)

where we can factorize out Rp Rr to the right hand side of the matrix to get

0
0
btcx RrT RpT R̂y
0
0
RrT RpT R̂y

0

0

RrT RpT R̂y
0


Rp Rr
0

0
Rp Rr


(5.3)
0

0

The generalized essential matrix can be further simplified by replacing btcx RrT RpT
0
0
0
0
with RrT RpT bt̂cx , where RrT RpT can be factorized to the left hand side of the
matrix to get
 0T 0T
Rr Rp
0

0
0
RrT RpT
0



bt̂cx R̂y R̂y Rp Rr
0
R̂y
0
|
{z
}

0
Rp Rr


(5.4)

ÊGC

ÊGC is the new generalized essential matrix to be solved after factorizing out
the roll and pitch rotation matrices. Putting Equation 5.4 into the generalized
epipolar constraint from Equation 2.11, and dropping the camera and image
point indices i and j for brevity, we get

|
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Rp0 Rr0
0

 T

 
0
Rp Rr
0
0
l
ÊGC
l =0
Rp0 Rr0
0
Rp Rr
{z
}
|
{z
}
l̂0

l̂

(5.5)
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where ˆl0 ↔ ˆl are the correspondence Plücker lines after the respective xy plane
from the generalized camera frames V 0 and V are aligned, i.e. the roll and pitch
angles are removed.

5.1.2 Minimal Problem
The task is to solve for t̂ and R̂y after the alignment of the two correspondence
generalized camera frames. We write t̂ and R̂y as
 
t̂x
t̂ = t̂y  ,
t̂z


1 − q2
1 
2q
R̂y =
1 + q2
0

where q = tan θ̂2 , hence cos(θ̂) =

1−q 2
1+q 2

−2q
1 − q2
0

and sin(θ̂) =

2q
1+q 2


0
0 
1 + q2

(5.6)

are the trigonomet-

ric identities to remove the sines and cosines in the rotation matrix. θ̂ is the yaw
angle that makes up R̂y . Putting the expressions for t̂ and R̂y into the generalized epipolar constraint from Equation 5.5, we get the following polynomial
equation

a1 t̂x q 2 + a2 t̂x q + a3 t̂x + a4 t̂y q 2 + a5 t̂y q + a6 t̂y +
a7 t̂z q 2 + a8 t̂z q + a9 t̂z + a10 q 2 + a11 q + a12 = 0

(5.7)

where a1 to a12 are the coefficients formed with the Plücker line correspondence
ˆl0 ↔ ˆl. We need a minimal of four Plücker line correspondences to solve for the
four unknowns t̂x , t̂y , t̂z and q. Hence, we get a system of four polynomials as
shown in Equation 5.8, where the other three polynomials are in similar form as
Equation 5.7. The coefficients formed by the Plücker line correspondences are
denoted by b1 to b12 , c1 to c12 , and d1 to d12 .
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a1 t̂x q 2 + a2 t̂x q + a3 t̂x + a4 t̂y q 2 + a5 t̂y q + a6 t̂y +
2

(5.8a)

2

a7 t̂z q + a8 t̂z q + a9 t̂z + a10 q + a11 q + a12 = 0
2

b1 t̂x q + b2 t̂x q + b3 t̂x + b4 t̂y q 2 + b5 t̂y q + b6 t̂y +
2

(5.8b)

2

b7 t̂z q + b8 t̂z q + b9 t̂z + b10 q + b11 q + b12 = 0
2

c1 t̂x q + c2 t̂x q + c3 t̂x + c4 t̂y q 2 + c5 t̂y q + c6 t̂y +
2

(5.8c)

2

c7 t̂z q + c8 t̂z q + c9 t̂z + c10 q + c11 q + c12 = 0
2

d1 t̂x q + d2 t̂x q + d3 t̂x + d4 t̂y q 2 + d5 t̂y q + d6 t̂y +
2

(5.8d)

2

d7 t̂z q + d8 t̂z q + d9 t̂z + d10 q + d11 q + d12 = 0

We use the hidden variable resultant [Cox et al., 1997] method to solve for
the unknowns in the system of polynomial. As we have seen in the previous
chapter, the idea is to group the unknown variable q with the known coefficients,
i.e. “hidden variable” so that the system of polynomials can be rearrange into
Z(q)X = 0
(5.9)
T
where X = t̂x , t̂y , t̂z , 1 and Z(q) is a 4 × 4 matrix formed from the polynomial coefficients a, b, c, d and the unknown variable q. Since Z(q) is a square
matrix, we know from linear algebra that Equation 5.9 has a non-trivial solution
only if the determinant of Z(q) becomes zero, i.e.


det(Z(q)) = 0

(5.10)

This determinant, which is otherwise known as the hidden variable resultant,
gives an 8-degree univariate polynomial
Aq 8 + Bq 7 + Cq 6 + Dq 5 + Eq 4 + F q 3 + Gq 2 + Hq + I = 0

(5.11)

where A, B, C, D, E, F, G, H, I are formed from the coefficients a, b, c, d of
the system of polynomials. The univariate polynomial can be solved using
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the Companion matrix [Cox et al., 1997] or Sturm bracketing [Nistér, 2004]
methods which gives up to 8 real solutions. We chose the Companion matrix
method in our implementation because it is easier to implement although it is
less efficient than the Sturm bracketing method. The system of polynomials
becomes linear once q is solved, and it becomes easy to solve for the remaining
unknowns t̂x , t̂y and t̂z . Finally, we recover the rotation matrix R̂y with the
known q from Equation 5.6.

5.1.3 Recover Relative Pose
It is important to note that the rotation matrix R̂y and translation vector t̂ solved
in the previous section are not the relative pose of the two generalized camera
frames V 0 and V . The relative pose [R, t] has to be computed from [t̂, R̂y ],
and the roll and pitch angles which we have removed earlier. We compute the
relative rotation R from Equation 5.1, and the relative translation t can be found
0
0
0
0
from the expression btcx RrT RpT = RrT RpT bt̂cx which we have used earlier to
0
0
factorize out RrT RpT from the generalized essential matrix. This gives
0

0

t = RrT RpT t̂

(5.12)

5.1.4 Degenerate Case
Our minimal 4-point algorithm degenerates when the multi-camera system undergoes pure translation while having only intra-camera correspondences. Figure 3.2 in Chapter 3 shows an illustration of the intra- and inter-camera correspondences. From the generalized epipolar constraint in Equations 2.10 and
2.11, and dropping the camera and image point indices for brevity, we have
u0T Eu + (t0C × u0 )T Ru + u0T R(tC × u) = 0

(5.13)

We see that in the case of pure translation and intra-camera correspondences,
i.e. R = I and t0C = tC , (t0C × u0 )T Ru + u0T R(tC × u) becomes (tC ×
u0 )T u + u0T (tC × u), which is zero because of the anti-symmetry of the triple
product. Here, tC ↔ t0C are the translation components of the extrinsics from
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the correspondent pair of cameras that see the line correspondence (l ↔ l0 ). As
a result, the epipolar constraint from Equation 5.13 becomes
u0T Eu = 0

(5.14)

which is equivalent to the conventional epipolar constraint [Hartley and Zisserman, 2004] where the scale can no longer be estimated.
We note that the univariate polynomial from Equation 5.11 gives q = 0 in
the degenerate case. This means that we are able to identify the degenerate case
with our minimal 4-point algorithm and obtain the relative translation without
metric scale denoted by t̄. We use an additional inter-camera correspondence,
i.e. t0C 6= tC to circumvent the scale problem in the degenerate case. Here, we
solve for the unknown scale s from the following equation
su0T bt̄cx u + (t0C × u0 )T u + u0T (tC × u) = 0

(5.15)

It is important to note that in practice under presence of noise, q takes a small
value (not exactly 0) in the degenerate case. In our implementation, we take it
as a degenerate case when q ≤ 0.01. This value was obtained from simulation
under the condition of 1 pixel noise.

5.2 Linear 8-Point Algorithm
In this section, we show that it is also possible to solve for t̂ and R̂y from
Equation 5.4 linearly with 8 Plücker line correspondences. Here we write

cos θ̂
R̂y =  sin θ̂
0

− sin θ̂
cos θ̂
0


0
0
1

Putting R̂y and t̂ into the generalized essential matrix ÊGC , we get
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(5.16)
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ÊGC


−e1
 e2

 e5
=
 r1

 r2
0

−e2
−e1
e6
−r2
r1
0

e3
−e4
0
0
0
r3

−r2
r1
0
0
0
0

r1
r2
0
0
0
0


0
0

r3 

0

0
0

(5.17)

which consists of only nine unique entries, i.e.
e1 = t̂z sin θ̂, e2 = t̂z cos θ̂, e3 = t̂y , e4 = t̂x ,
e5 = t̂x sin θ̂ − t̂y cos θ̂, e6 = t̂x cos θ̂ + t̂y sin θ̂,
r1 = cos θ̂, r2 = sin θ̂, r3 = 1
Putting the generalized essential matrix from Equation 5.17 back into the generalized epipolar constraint from Equation 2.11, we get

g1

g2

g3

g4

g5

g6

g7

g8


g9 E = 0

(5.18)

where g1 to g9 are the coefficients formed from the Plücker line correspondence
and E = [e1 , e2 , e3 , e4 , e5 , e6 , r1 , r2 , r3 ]T . With eight Plücker line correspondences, we get the following linear system
AE = 0

(5.19)

where A is a 8 × 9 matrix. An unique solution for Equation 5.19 exists when the
rank of A equals to 8. In this case, the solution is obtained via the standard SVD
method [Hartley and Zisserman, 2004] and enforcing the constraint of r3 = 1,
i.e. divide E with its last element.
We note that in the case where the there is no difference in the roll and pitch
angles between the relative generalized camera frames, i.e. Rr0 = Rr and
Rp0 = Rp , and only intra-camera correspondences, the rank of A drops to 7. As
a result, the solution found from the standard SVD method is no longer unique
but given by a family of solutions (λÊGC , λR̂y + µI), where the ambiguity
lies only in the rotation matrix R̂y . We circumvent this problem by adopting
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the strategy proposed in [Li et al., 2008] since similar problem has also been
observed in the linear 17-point algorithm. Since the ambiguity in the solution
lies only in the rotation matrix, the idea is to enforce the constraint of kek = 1
on the elements of the essential matrix instead of kEk = 1 while minimizing
AE using the SVD method. Formally, we are minimizing

T
kA eT , rT k

s.t. kek = 1

(5.20)

This is equivalent to solving
(Ar A+
r − I)Ae e = 0

(5.21)

where Ae and Ar are made up of the first six and last three columns of A
respectively, and A+
r is the pseudo-inverse of Ae . An unique solution for e can
be obtained by applying the SVD method on the matrix (Ar A+
r − I)Ae .
The conventional essential matrix Ê is obtained from the first 3 × 3 matrix
block in ÊGC with e. This means that the unique solution for R̂y and t̂ can be
solved from the decomposition of Ê and cheirality considerations [Hartley and
Zisserman, 2004]. Note that the solution for t̂ has no scale ambiguity. In the case
of pure translation, t̂ is computed up to scale and one additional inter-camera
point is needed to retrieve the metric scale using the method described in Section
5.1.4. Finally, the relative motion R and t can be recovered with the method
described in Section 5.1.3.

5.3 Robust Estimation
We apply the RANSAC algorithm [Fischler and Bolles, 1981] for robust estimation to reject outlier correspondences as well as to determine the correct solution
from the multiple solutions obtained from the minimal 4-point algorithm. The
main factors that affects the computation cost, i.e. total number of iterations
needed, are the number of correspondences needed for the problem and the number of solutions that needs to be evaluated. The number of iterations κ needed in
(1−p)
RANSAC is given by κ = lnln(1−α
n ) , where n is the number of correspondences,
α is the probability that any selected correspondence is an inlier and p is the
probability that all the selected correspondences are inlier. The total number of
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Table 5.1: Comparisons on total number of iterations needed for RANSAC (α =
0.5 and p = 0.99) and evaluation of solutions.
Algorithm
Minimal 4-Point
Linear 8-Point
Linear 17-Point
Minimal 6-Point
*Ackermann 2-Point

RANSAC Loops
71
1177
603606
292
17

# of Solutions
8
1
1
64
6

Total
568
1177
603606
18688
102

*Does not give the full 6 degree-of-freedom for relative motion estimate.

iterations m needed to run RANSAC while evaluating all the s number of solutions is given by m = κ × s, where s is the number of solutions. Assuming that
α = 0.5 and p = 0.99, we need 71 × 8 = 568 iterations for our minimal 4-point
algorithm and 1177 × 1 = 1177 iterations for our linear 8-point algorithm. We
compare this with the linear 17-point algorithm [Pless, 2003] which requires
603606 × 1 = 603606 iterations and minimal 6-point algorithm [Stewénius
et al., 2005] which requires 292 × 64 = 18688 iterations. The high number of
iterations needed for the linear 17-point and minimal 6-point algorithms made
it impossible for practical applications. Although the Ackermann 2-Point algorithm [Lee et al., 2013b] requires only 17 × 6 = 102 iterations, it does not
give the full 6 degree-of-freedom for the motion estimate (see Section 5.4 for
more comparisons). Table 5.1 shows the summary of the comparison of the total
number of iterations needed for the different methods.

5.4 Results
We show the accuracy of our proposed minimal 4-point and Linear 8-point
algorithms by comparing its performances with other existing algorithms under
various noisy conditions in simulations. We also show the feasibility of our
minimal 4-point algorithm on real-world datasets.
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5.4.1 Simulations
Pixel Noise: The accuracy of our proposed minimal 4-point and linear 8-point
algorithms are compared with the existing linear 17-point [Pless, 2003] and
Ackermann 2-point [Lee et al., 2013b] algorithms. In addition, we do the comparison with the Gröbner basis solution for our minimal 4-point formulation
generated from the automatic generator [Kukelova et al., 2008]. We make the
simulated multi-camera system realistic by following the number of cameras,
intrinsics and extrinsics parameters from our car setup in Figure 1.2. For each
trial, the relative motion of the multi-camera system is randomly chosen from
the range of θ = [0.1, 0.2] rad and ρ = [0.5, 1.0]m, where θ and ρ are the relative
yaw and scale following the Ackermann motion defined in [Lee et al., 2013b].
The 3D points are also randomly generated within the range of [−10, 10]m in the
respective axis of the first multi-camera system frame. The randomly generated
3D points are reprojected onto the camera to get the image points. We make
sure that each 3D point is seen by at least one camera over the two consecutive
frames. Only intra-camera correspondences are used in the simulations.
A total of 1000 trials each are carried out for the different image pixel noise
with standard deviation ranging from 0.1 to 1.0 pixel at an interval of 0.1 pixel.
Following the definition in [Quan and Lan, 1999], the relative translational error
is defined as 2||t − t̃||/(||t|| + ||t̃||), where t and t̃ are the estimated and ground
truth translations. The relative rotational error is computed as the norm of the
Euler angles from RR̃T where R and R̃ are the estimated and ground truth
rotation matrices. Figures 5.3a and 5.3b shows the average translational and
rotational errors against the pixel noise. The linear 17-point algorithm shows
the highest errors and the highest increment in error with the increment of the
pixel noise. Our minimal 4-point and the Gröbner basis solution display very
similar errors. This is because the Gröbner basis solution is derived from the
exact formulation of our minimal 4-point algorithm. Our linear 8-point and the
Ackermann 2-point algorithms show the lowest errors, but it should be noted that
the Ackermann 2-point algorithm has the disadvantage of not able to estimate
the full 6 degree-of-freedom in the relative motion. All the minimal 4-point,
Gröbner basis, linear 8-point and Ackermann 2-point algorithms show relatively
little increment in errors with the increment of the pixel noise.
IMU Noise: We test the resilience of our minimal 4-point and linear 8-point

71

5 Multi-Camera System Motion Estimation with Known Vertical Directions
algorithms against the presence of IMU noise in both the roll and pitch axes.
The simulation setup is similar to the test on pixel noise except that now we fix
the pixel noise standard deviation at 0.5 pixel and add noise to the roll and pitch
from the IMU over the range of [0, 0.6] deg. The upper bound of the noise is
chosen to follow the noise from the lower grade MEMS IMUs such as the one
used for quadrotors2 . The higher end IMUs such as the iTrace system used in
our car system has a upper bound for roll and pitch noise at 0.01 deg.
Figures 5.4a-5.5b show the average errors from the 1000 trials at each IMU
roll and pitch noise levels of our minimal 4-point and linear 8-point algorithms
compared with the linear 17-point and Gröbner basis algorithms. The average
errors from the linear 17-point algorithm remains stable over the different noise
level. This is because the linear 17-point algorithm does not depend on the
roll and pitch readings from the IMU. It can be seen from the plots that our
minimal 4-point and linear 8-point algorithms do not deteriorate much with the
increase in IMU noise and still stay within the error range of the linear 17-point
algorithm. Similar to the pixel noise simulation, the Gröbner basis errors follow
our minimal 4-point algorithm closely.
Off Ackermann Tests: We compare the performances of our minimal 4point and linear 8-point algorithms with the Ackermann 2-point algorithm in
the cases where the Ackermann motion constraint is violated. The simulation
setup is similar to the test on pixel noise except that now we fix the pixel noise
standard deviation at 0.5 and relative motion at θ = 0.1 and ρ = 0.5. Three
sets of tests are carried out by varying the (a) relative roll from [0, 5] deg, (b)
relative pitch from [0, 5] deg and (c) relative z from [0, 2]m. Figures 5.6a-5.8b
show huge increase in the errors from the Ackermann 2-point algorithm with
the off Ackermann motion in the relative roll, pitch and z axes respectively
while the errors from our minimal 4-point and linear 8-point algorithms remain
approximately constant. This shows the advantage of our minimal 4-point and
linear 8-point algorithms over the Ackermann 2-point algorithm for motion
estimation.

2 http://www.asctec.de/
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5.4.2 Real-World Datasets
We demonstrate the feasibility of our minimal 4-point algorithm by showing
results from three real-world datasets collected from our car - Grobi shown in
Figure 1.2, equipped with the multi-camera system and iTrace IMU for roll and
pitch angles in an indoor multi-level car park. Note that we chose to collect the
datasets while the car transits between different levels to highlight the strength
of our minimal 4-point algorithm in estimating the full 6 degree-of-freedom
of relative motion over the existing Ackermann 2-point algorithm. We extract
the SURF features [Bay et al., 2008] and match them over consecutive frames.
These feature correspondences are used to estimate the relative motion with
our minimal 4-point algorithm. The relative motions are then concatenated
together to form the full trajectory. Similar to [Lee et al., 2013b], we also
implemented four independent Kalman filters for tx , ty , tz and θ respectively to
smooth the estimated trajectory. The accuracies of the current estimated pose
and reconstructed 3D structures are further improved by applying the sliding
window bundle adjustment mentioned in Section 2.6.1. Full bundle adjustment
implemented with Google Ceres [Agarwal et al., 2011] as mentioned in Section
2.6 is also used to refine the full trajectory and reconstructed 3D structures.
Figures 5.9a, 5.10a and 5.11a show the full trajectories and reconstructed
3D structures of the scenes from the three datasets. We show the accuracy of
the results with the reconstructed 3D structures due to the absence of ground
truth trajectory. The first dataset was collected when the car moved up a ramp
as shown in Figure 5.9c, the second dataset was collected when the car moved
down a ramp as shown in Figure 5.10c and the third dataset was collected
when the car moved down two consecutive ramps shown in Figure 5.11c. The
datasets consist of a total of 309 × 4, 298 × 4 and 498 × 4 images that span over
approximately 50m, 55m and 85m respectively. Figures 5.9b, 5.10b and 5.11b
show the transitions between different levels in the car park from the xz views
of the trajectories.
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Figure 5.3: Comparison of the (a) translational (no units) and (b) rotational (rad)
errors over image noise in pixel.

74

5.4 Results

Translation
Rotation
1.2
1.1

Translational
Error
Rotational Error

1

Minimal 4-Point
Groebner Basis
Linear 8-Point
Linear 17-Point

0.9
0.8
0.7
0.6
0.5
0.4
0.3
0.2
0

0.1

0.2

0.3

0.4

0.5

0.6

0.4

0.5

0.6

IMU Roll Noise / Degrees

(a)
Rotation
Translation
0.4
0.35

Rotational Error
Translational
Error

0.3

Minimal 4-Point
Groebner Basis
Linear 8-Point
Linear 17-Point

0.25
0.2
0.15
0.1
0.05
0
0

0.1

0.2

0.3

IMU Roll Noise / Degrees

(b)

Figure 5.4: Comparison of the (a) translational (no units) and (b) rotational (rad)
errors over the IMU roll angle noise in degrees with a fixed 0.5 pixel
image noise.
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Figure 5.5: Comparison of the (a) translational (no units) and (b) rotational (rad)
errors over the IMU pitch angle noise in degrees with a fixed 0.5
pixel image noise.
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Figure 5.6: Comparison of the (a) translational (no units) and (b) rotational (rad)
errors over off Ackermann motion in the relative roll angles with a
fixed 0.5 pixel image noise.
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Figure 5.7: Comparison of the (a) translational (no units) and (b) rotational (rad)
errors over off Ackermann motion in the relative pitch angles with a
fixed 0.5 pixel image noise.

78

5.4 Results

Translation
Rotation
2
1.8

Translational
Error
Rotational Error

1.6

Minimal 4-Point
Groebner Basis
Linear 8-Point
Ackermann

1.4
1.2
1
0.8
0.6
0.4
0.2
0
0

0.2

0.4

0.6

0.8

1

1.2

1.4

1.6

1.8

2

1.4

1.6

1.8

2

Off Ackermann Z / m

(a)
Rotation
Translation
0.7

Rotational Error
Translational
Error

0.6
0.5

Minimal 4-Point
Groebner Basis
Linear 8-Point
Ackermann

0.4
0.3
0.2
0.1
0
0

0.2

0.4

0.6

0.8

1

1.2

Off Ackermann Z / m

(b)

Figure 5.8: Comparison of the (a) translational (no units) and (b) rotational (rad)
errors over off Ackermann motion in the relative z directions with a
fixed 0.5 pixel image noise.
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(a)

(b)

(c)

Figure 5.9: Car moving up a ramp. (a) Reconstructed 3D structures and trajectory starting at (0, 0, 0). (b) xz view of the trajectory showing the
difference in height. (c) Image of the upward ramp.
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(a)

(b)

(c)

Figure 5.10: Car moving down a ramp. (a) Reconstructed 3D structures and
trajectory starting at (0, 0, 0). (b) xz view of the trajectory showing
the difference in height. (c) Image of the downward ramp.
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(a)

(b)

(c)

Figure 5.11: Car moving down two ramps. (a) Reconstructed 3D structures and
trajectory starting at (0, 0, 0). (b) xz view of the trajectory showing
the difference in heights. (c) Image of the first ramp.
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6 Unsupervised Learning of
Threshold for Geometric
Verification
Self-education is, I firmly believe, the only kind of education there is.
– Isaac Asimov

Loop-closure for Simultaneous Localization and Mapping (SLAM) refers
to the problem of detecting whether the robot at its current location sees a
previously visited location and the computation of the geometric constraint
that relates these two locations. In the recent years, many works [Cummins
and Newman, 2011, Galvez-Lopez and Tardos, 2011, Sünderhauf and Protzel,
2011, Galvez-Lopez and Tardos, 2012, Lee et al., 2013c] have demonstrated
the effectiveness of using a camera to do place recognition for loop-closure
detection. These works made used of the vocabulary-tree [Nistér and Stewénius,
2006] that consists of the training and online phases as mentioned in Section 2.4.
In the training phase, the vocabulary-tree is trained offline with image features
such as the SURF [Bay et al., 2008] extracted from a given set of training images.
In the online phase, a database is built from the unique IDs assigned to the query
images and the extracted image features according to the pre-trained vocabularytree in the form of an inverted file for efficient retrieval. The database is queried
with the image features extracted from the current query image and the output
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is the image ID from the database with the highest similarity score. The current
query image and the image from the database with the highest similarity score
form a potential loop-closure image pair.
The selection of the potential loop-closure image pair with the vocabularytree is purely based on the appearance similarity between the images and does
not take the geometric relation between the images into account. As a result, an
additional step of geometric verification is taken to determine the correctness
of each potential loop-closure image pair. Geometric verification refers to the
process of checking the consistency of the feature correspondences between
the image pairs. This is achieved by counting the number of inliers from the
computation of the geometric constraint between each potential loop-closure
image pair with RANSAC [Fischler and Bolles, 1981]. The 5-point [Nistér,
2004] and 8-point [Hartley and Zisserman, 2004] algorithms are commonly used
to compute the geometric constraint between an image pair from a monocular
camera. Similarly, the absolute orientation algorithm [Berthold K. P. Horn,
1987] and the 3-point algorithm [Lee et al., 2013c] can be used for the stereo
and multi-camera setups. A potential loop-closure image pair with the number
of inliers from the geometric constraint computation exceeding a pre-defined
threshold is selected as the loop-closure image pair. The choice for this threshold
is critical to the success of identifying the correct loop-closures. A threshold
which is too high results in missing out many correct loop-closure image pairs
while a threshold which is too low results in many false positives. However,
there is no fixed value for this threshold as it often varies with different datasets.
The value for the threshold is also unknown and has been chosen empirically
in the existing works for visual-based loop-closures [Cummins and Newman,
2011, Galvez-Lopez and Tardos, 2011, Sünderhauf and Protzel, 2011, GalvezLopez and Tardos, 2012, Lee et al., 2013c].
In this chapter [Lee and Pollefeys, 2014], we propose an unsupervised method
that learns the threshold for geometric verification directly from the observed
geometric verification inlier counts for all the potential loop-closure image pairs.
Figure 6.1a show an example of the distribution of the inlier counts normalized
with the maximum value. We model the distribution of the inlier counts from the
all the potential loop-closure image pairs with a two components Log-Normal
mixture model. Each component represents the state of loop-closure or non
loop-closure. The normalized inlier counts are the observed variables and we
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Figure 6.1: (a) An example distribution of the all the inlier count from the geometric verifications. (b) Two components Log-Normal mixture
model and geometric verification threshold learned from the inlier
counts. (c) GPS/INS ground truth distribution of the loop-closure
and non loop-closure inlier counts.
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use the Expectation-Maximization (EM) algorithm to learn the parameters of the
mixture model, and the hidden variables representing the state of loop-closure
or non loop-closure. The intersection of the Log-Normal mixture distributions is
the optimal threshold for geometric verification. Figure 6.1b shows an example
of the learned model and Figure 6.1c shows the ground truth from GPS/INS.
Our algorithm degenerates when there are too few or no loop-closures and we
propose the χ2 test to detect this degeneracy. We verify our proposed method
with several large-scale datasets collected from both the multi-camera setup and
stereo camera.

6.1 Unsupervised Learning of the Threshold
Let us denote the robot poses as V = [v1 , v2 , ..., vn ]T and the M potential
loop-closure pose pairs as V = [...., {vi , vj }M ]. The potential loop-closure
pose pairs V are the pose pairs with the most similar image pairs detected by
the vocabulary-tree, i.e. {vi , vj }m is the mth pose pair where the query image
taken at vi is most similar to the image at vj from the vocabulary-tree database.
Let L = [l1 , l2 , ..., lM ] where lm ∈ {0, 1} denote the actual loop-closure state,
i.e. lm = 1 if the correspondence loop-closure robot pose pair {vi , vj }m is truly
a loop-closure pair and vice versa. We further let O = [o1 , o2 , ..., oM ] denote
the inlier counts from the geometric verification of all the potential loop-closure
image pairs. Each of the value om is normalized with the maximum value from
O
O, i.e. O = max(O)
. The normalization step makes it easier to model the
distribution of the inlier counts since it is now within the range of 0 to 1.

6.1.1 Learning Mixture Model Parameters with EM
Assuming that each om is drawn independently, we can write the joint probability distribution of L and O as a two components Log-Normal mixture model
given by
p(O, L|µ, Σ, π) =

2
M Y
Y

(πk lnN (om |µk , Σk ))Lm,k

m=1 k=1
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Figure 6.2: Graphical model representing the threshold learning problem.
where µ = [µ1 , µ2 ], Σ = [Σ1 , Σ2 ] and π = [π1 , π2 ] are the means, standard
deviations and mixing coefficients of the Log-Normal mixture model. Note that
the mixing coefficients must sum to 1, i.e. π1 + π2 = 1. Figure 6.2 show the
graphical model that represents the joint probability p(O, L|µ, Σ, π) where O is
the observed variable, L is the hidden variable and µ, Σ and π are the parameters
of the Log-Normal mixture model. We shall denote the parameters jointly as
φ = [µ, Σ, π]. The task is to find φ that maximizes the log likelihood ln p(O|φ)
given as
X
argmax ln p(O|φ) = argmax ln{
p(O, L|φ)}
(6.2)
φ

φ

L

which involves marginalizing out the hidden variable L. One way to find the
maximum likelihood in Equation 6.2 is by using the EM algorithm which iterates between the Expectation and Maximization steps. In the Expectation step,
the posterior distribution p(L|O, φ0 ) is computed based on the Log-Normal mixture model parameters φ0 computed from the previous Maximization step. The
posterior p(L|O, φ0 ) which we denote as T (Lm,k ) is a M × 2 matrix with each
entry given by
πk lnN (om |µk , Σk )
p(Lm,k |om , φ0 ) = P2
= T (Lm,k )
j=1 πj lnN (om |µj , Σj )

(6.3)

The posterior probability T (Lm,k ) is used to evaluate the expectation of the log
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likelihood of the joint probability p(O, L|φ) given by
Q(φ, φ0 ) =

X

p(L|O, φ0 ) ln p(O, L|φ)

L

=

M X
2
X

(6.4)
T (Lm,k ){ln πk + ln lnN (om |µk , Σk )}

m=1 k=1

In the Maximization step, we compute the current value of φ by maximizing the
expectation from Equation 6.4.
argmax Q(φ, φ0 )

(6.5)

φ

The Maximization step given by Equation 6.5 can be expressed in closed-form
by setting the partial differentiation of Q(φ, φ0 ) with respect to the individual
variables in φ to 0 and enforcing the constraint of π1 + π2 = 1. This gives
PM
µk =

m=1 T (Lm,k ) ln (om )
PM
m=1 T (Lm,k )

(6.6a)

PM

T (Lm,k )(ln (om ) − µk )2
(6.6b)
PM
m=1 T (Lm,k )
PM
T (Lm,k )
πk = m=1
(6.6c)
M
The EM steps are iterated until convergence, i.e. there is minimal or no more
changes to the Log-Normal mixture model parameters µk , Σk and πk .
Σk =

m=1

6.1.2 Solving for the Threshold
The parameters of the two components Log-Normal mixture distribution which
we have solved with the EM algorithm models the distributions of the inlier
counts from the non loop-closure and loop-closure image pairs. The intersection
point oT of the two Log-Normal distributions defines the point where om <
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oT is the region with a higher probability of non loop-closure, i.e. lm = 0.
Similarly, om > oT defines the region with a higher probability of loop-closure,
i.e. lm = 1. We solve for the threshold oT by finding the root of the difference
in the two Log-Normal distributions
f (o) = π1 lnN (o|µ1 , Σ1 ) − π2 lnN (o|µ2 , Σ2 ) = 0

(6.7)

Since f (o) is a non-linear function, we solve for the root with the Brent’s
method [Brent, 1973] which by default uses the less robust but faster Secant
method to iteratively search for the root and fall back to the slower but more
robust Bisection method if needed. Finally, we compute the threshold for geometric verification as TGV = max(O)oT after denormalization.

6.1.3 Degenerate Case
Our algorithm for unsupervised learning of the threshold for geometric verification degenerates when there is too few or no loop-closures. In this case, there
is only one dominant Log-Normal distribution from the non-loop closure inlier
counts. The EM algorithm would not be able to detect the missing Log-Normal
distribution that represents the loop-closure in the degenerate case. We propose
to detect the degeneracy by performing the χ2 test on the optimization results
after SLAM optimization. Intuitively, a degenerate case includes wrong loopclosure constraints which causes wrong convergence in the optimization. As a
result, the total Mahalanobis distance D2 after optimization is high and will fail
the χ2 test.
A popular approach to perform the optimization with the loop-closure constraints is the pose-graph SLAM as mentioned in Section 2.5, which represents
the SLAM problem as a graph. The pose-graph SLAM optimization minimizes
the errors between the predicted poses V = [v1 , ..., vi , ...vj , ...vn ]T represented
by the vertices and the K set of measured constraints Z = [..., zi,j , ...]T represented by the edges given by
argmin
V

X

||zi,j − h(vi , vj )||2Qi,j

(6.8)

K∈{i,j}
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where h(.) is the function which computes the relative transformation between
two given poses vi and vj , and Qi,j is the error covariance of the measurement zi,j . The total Mahalanobis distance D2 of the optimized poses V ∗ =
[v1∗ , ..., vi∗ , ...vj∗ , ...vn∗ ]T which reflects the “goodness-of-fit” is given by
D2 =

X

||zi,j − h(vi∗ , vj∗ )||2Qi,j

(6.9)

K∈{i,j}

We compare the Mahalanobis distance D2 with the critical value χ2K,γ of the χ2
distribution where K is the degree of freedom which is equal to the number of
measured constraints, and γ is the significance level, i.e. there is 100γ% that D2
would be greater than the critical value χ2K,γ by chance. γ is usually set at 0.05
or 0.025. A degenerate case is detected when the total Mahalanobis distance is
higher than the critical value, i.e. D2 > χ2K,γ .

6.1.4 Summary
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Figure 6.3: Initial two components Log-Normal mixture distribution.
Algorithm 2 shows the pseudo-code of our algorithm for unsupervised learning of the threshold for geometric verification. The input is the inlier counts
O = [o1 , o2 , ..., oM ] from all the potential loop-closure image pairs generated by
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Algorithm 1 Unsupervised Learning of Threshold for Geometric Verification.
Require: Inlier counts O = [o1 , o2 , ..., oM ] from all the potential loop-closure
image pairs.
Ensure: Threshold for geometric verification TGV .
1: // Normalize inlier count list
O
2: O = max(O)
;
3: // Parameters initialization
4: µ = [−2.0, 1.0]; Σ = [1.0, 1.0]; π = [0.5, 0.5];
5: φ = [µ, Σ, π]; φ0 = 0;
6: // EM algorithm
7: while |φ0 − φ| > δ do
8:
φ0 = φ;
9:
// Expectation step, Equation 6.3
10:
for m = 1 to M do
11:
// Compute denominator of Equation 6.3
12:
Zm = 0;
13:
for j = 1 to 2 do
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:

Zm = Zm +

πj0
√
om Σ0j 2π

exp(−

(ln(om )−µ0j )2
0

2Σj2

);

end for
for k = 1 to 2 do
// Compute posterior probability T (Lm,k )
T (m, k) =

0
πk
√
Zm om Σ0k 2π

exp(−

(ln(om )−µ0k )2
);
0
2Σk2

end for
end for
// Maximization step, Equation 6.6
for k = 1 to 2 do
µk = 0; Σk = 0; πk = 0;
for m = 1 to M do
µk = µk + T (m, k) ln(om );
Σk = Σk + T (m, k)(ln(om ) − µk )2 ;
πk = πk + T (m, k);
end for
πk
k
µk = µπkk ; Σk = Σ
π k ; πk = M ;
end for
end while
Solve for the root oT in Equation 6.7.
TGV = max(O)oT ; // Denormalization
return TGV ;
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the vocabulary-tree. The output is the threshold TGV for geometric verification.
Line 2 normalizes O with its maximum value so that the values lie in the range of
0 to 1. Line 4 initializes the parameters φ from the two components Log-Normal
mixture distribution. The mixing coefficients π are initialized to 0.5 which give
the two components of the Log-Normal distribution equal weights. Figure 6.3
shows the initial Log-Normal mixture distribution with means µ = [−2, 1] and
standard deviations Σ = [1, 1]. The non loop-closure Log-Normal distribution
has a high peak at 0.05 and a long tail with values close to 0. In comparison,
the loop-closure Log-Normal distribution is distributed more evenly with lower
values near the peak and higher values at the tail region. We chose this initial
distribution that is close to the final solutions because there is always a higher occurrence of low inlier counts which are non loop-closure and higher occurrence
of high inlier counts which are loop-closure.
Lines 7 to 31 are the EM loop which terminates when the change in φ is
small. Lines 10 to 20 are the Expectation step where the posterior distribution
T (Lm,k ) is computed, and Lines 22 to 30 are the Maximization step where
the parameter φ is updated. Line 32 solves for the intersection of the two LogNormal distributions and Line 33 does denormalization to compute the threshold
TGV .

6.2 Results
We verify our proposed algorithm with several large-scale real-world datasets two datasets from a multi-camera setup and one dataset from a stereo camera.
We chose the multi-camera and stereo setups because these two setups allow
us to compute the loop-closure constraint with metric scale [Lee et al., 2013c].
We show the χ2 test results for all the three datasets. In addition, we show an
example of the degenerate case and its detection with the χ2 test.

6.2.1 Multi-Camera System
We use our car - Grobi as shown in Figure 1.2, which is equipped with four fisheye cameras looking front, left, rear and right with minimal overlapping field-ofviews to collect the datasets. Our car is also equipped with wheel odometry and
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INS/GPS system for ground truth. The first dataset - the Wolfsburg dataset was
collected by driving the car along public roads in Wolfsburg Germany where it
is largely urban scenes. The Wolfsburg dataset consists of a total of 13250 × 4
images from a trajectory that spans across approximately 9km forming two
large closed loops. We form the pose-graph with the wheel odometry readings.
The loop-closure candidates are found from the vocabulary-tree as mentioned
in Section 2.4 and the loop-closure constraints are computed with the 3-point
algorithm [Lee et al., 2013c] described in the Chapter 4. Similar to [Lee et al.,
2013c], we maintain only one vocabulary-tree for all the cameras from our multicamera system. We do so by assigning unique image IDs given by imageID =
frameID × N + cameraID, where N is the total number of cameras in the
multi-camera system.
Figure 6.4a shows the distribution of the normalized inlier counts obtained
from the computations of the geometric constraints with the 3-point algorithm
for the Wolfsburg dataset. Figure 6.4b shows the two components Log-Normal
mixture distribution learned from the observations in Figure 6.4a with our proposed algorithm. The intersection of the two Log-Normal distributions is found
to be 0.1048 which is 220 after denormalization. Figure 6.4c shows the ground
truth distribution from the INS/GPS. We can see that the intersection of the
two distributions is very close to the estimate we have obtained from our algorithm. Figure 6.5a shows the pose-graph from wheel odometry (red) with all the
detected loop-closures (green) from the vocabulary-tree where there are many
wrong loop-closures. Figure 6.5b shows the pose-graph with the loop-closures
after applying the geometric verification threshold learned from our algorithm
where majority of the wrong loop-closures are removed. Figure 6.5c shows the
pose-graph (red) after optimization overlaid on the satellite image. We apply
the robust pose-graph optimization (see next Chapter for more detail) proposed
in [Lee et al., 2013a] to minimize the effects of the a small number of non loopclosures with higher inlier count than the threshold. We compare the estimated
pose-graph with the INS/GPS ground truth (blue) where we can see that our
estimated pose-graph is sufficiently close to the ground truth.
We apply our algorithm on another dataset - the Carpark01 dataset collected
from the same car with the multi-camera setup. The dataset was collected by
driving the car around a huge car park besides an office building. A total of
12000 × 4 images are collected over a trajectory that spans across approximately
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Figure 6.4: Wolfsburg dataset with a multi-camera system. (a) Distribution of
the all the inlier counts from the geometric verifications. (b) Two
components Log-Normal mixture model and geometric verification
threshold learned from the inlier counts. The threshold is 220 after
denormalization. (c) Ground truth distribution from INS/GPS.
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Figure 6.5: Results from the Wolfsburg dataset. (a) Pose-graph from wheel
odometry trajectory (red) with all the detected loop-closures (green).
(b) Pose-graph from wheel odometry (red) with the loop-closures
(green) after applying the geometric verification threshold learned
from our algorithm. (c) Final result after pose-graph optimization
(red) compared with the INS/GPS ground truth (blue).
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3.5km forming 3 large and 6 nested loops. Figure 6.6a shows the distribution of
the normalized inlier counts obtained from the computations of the geometric
constraints with the 3-point algorithm for the Carpark01 dataset. Figure 6.6b
shows the two components Log-Normal mixture distribution learned from the
observations from Figure 6.6b with our algorithm. The intersection of the two
Log-Normal distributions is found to be 0.2168 which is 277 after denormalization. Figure 6.6c shows the ground truth distribution from the INS/GPS. We can
see that the intersection of the two distributions is very close to the estimate we
have obtained from our algorithm. It is important to note that that the threshold for geometric verification for the datasets differs slightly even though they
are collected from the same platform. This explains our approach to learn the
threshold from each dataset in a batch process for the best results. However, it
is also possible to take the most conservative threshold, i.e. highest threshold
learned from multiple datasets collected from the same platform and use it for
online geometric verifications.
Figure 6.7a shows the pose-graph from wheel odometry (red) with all the
detected loop-closures (green) from the vocabulary-tree where there are many
wrong loop-closures. Figure 6.7b shows the pose-graph after applying the geometric verification threshold learned from our algorithm where majority of the
wrong loop-closures are removed. Figure 6.7c shows the final pose-graph (red)
after robust pose-graph optimization. We compare the estimated pose-graph
with the INS/GPS ground truth (blue) where we can see that our estimated
pose-graph follows the ground truth very closely.

6.2.2 Stereo Camera
We also test our algorithm on the New College dataset [Smith et al., 2009]
which was collected with a stereo camera mounted on a ground robot. A total of
48241 stereo frames from a trajectory that spans across approximately 1.25km
are used. The vocabulary-tree for visual loop-closure is formed from the left
stereo images and the loop-closure constraints are computed from the absolute
orientation algorithm [Berthold K. P. Horn, 1987]. Figure 6.8a shows the distribution of the distribution of the normalized inlier counts obtained from the
computations of the geometric constraints with the absolute orientation for the
New College dataset. Note that this distribution is similar to Figure 6.4a and

97

6 Unsupervised Learning of Threshold for Geometric Verification
200

Frequency

150

100

50

0
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Normalized Inlier Count

(a)

Probability Density

8
Non Loop-Closure
Loop-Closure
6
4
2

0.2168
0
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Normalized Inlier Count

(b)

Frequency

200
Non Loop-Closure
Loop-Closure

150
100
50
0
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Normalized Inlier Count

(c)

Figure 6.6: Carpark01 dataset with a multi-camera system. (a) Distribution of
the all the inlier counts from the geometric verifications. (b) Two
components Log-Normal mixture model and geometric verification
threshold learned from the inlier counts. (c) Ground truth distribution from INS/GPS.
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Figure 6.7: Results from the Carpark01 dataset. (a) Pose-graph from wheel
odometry trajectory (red) with all the detected loop-closures (green).
(b) Pose-graph from wheel odometry (red) with the loop-closures
(green) after applying the geometric verification threshold learned
from our algorithm. (c) Final result after pose-graph optimization(red) compared with the INS/GPS ground truth (blue).
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6.6a even though a different camera setup is used. Figure 6.8b shows the two
components Log-Normal mixture distributions learned with our algorithm. The
intersection of the two Log-Normal distributions is found to be 0.18 which is
76 after denormalization. Figure 6.9a shows the pose-graph from stereo visual
odometry [Nistér et al., 2006] (red) with all the detected loop-closures (green)
from the vocabulary-tree where there are many wrong loop-closures. Figure
6.9b shows the pose-graph with the loop-closures after applying the geometric
verification threshold learned from our algorithm where majority of the wrong
loop-closures are removed. Figure 6.9c shows the pose-graph after robust robust
pose-graph optimization. Although there is no INS/GPS ground truth for the
New College dataset, we can see that the pose-graph after optimization appears
reasonable with all the deviations in the z-axis removed.

6.2.3 Degenerate Case
We show an example of the degenerate case with a dataset collected from our car
platform with the multi-camera setup. The dataset consists of 1600 × 4 images
from a trajectory that spans across approximately 300m forming one loop with
the starting and ending points at approximately the same location. The small
number of loop-closures means that there is not enough information for our
algorithm to learn the threshold correctly. Figure 6.10a shows the pose-graph
from wheel odometry (red) and all the loop-closures from the vocabulary-tree.
Figure 6.10b shows the pose-graph with the loop-closures after applying the
threshold learned from our algorithm where it is clearly visible that some wrong
loop-closures remain. Figure 6.10c shows the pose-graph (red) after robust
pose-graph optimization compared with the ground truth (blue). The ground
truth is obtained by performing robust pose-graph optimization on the manually
chosen correct loop-closures. It can be observed that the estimated pose-graph
is slightly distorted by the wrong loop-closures even after applying the robust
optimization because the ratio of correct to wrong loop-closures is too low.
As mentioned in Section 6.1.3, we do the χ2 test to detect the degenerate
case. Table 6.1 shows the χ2 test results for all the datasets at a significance
level γ = 0.05. We can see from the χ2 test results that the first three datasets
- Wolfsburg, Carpark01 and New College pass the χ2 test with D2 < χ2γ=0.05
while the degenerate dataset fails the χ2 test with D2 > χ2γ=0.05 .
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Figure 6.8: New College dataset with a stereo camera. (a) Distribution of the all
the inlier counts from the geometric verifications. (b) Two components Log-Normal mixture model and geometric verification threshold learned from the inlier counts.
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Figure 6.9: Results from the New College Dataset. (a) Pose-graph from visual
odometry trajectory (red) with all the detected loop-closures (green).
(b) Pose-graph from visual odometry (red) with the loop-closures
(green) after applying the geometric verification threshold learned
from our algorithm. (c) Final result after pose-graph optimization.
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Figure 6.10: Results from the Degenerate dataset. (a) Pose-graph from wheel
odometry trajectory (red) with all the detected loop-closures
(green). (b) Pose-graph from wheel odometry (red) with the loopclosures (green) after applying the geometric verification threshold
learned from our algorithm. (c) Wrong convergence after posegraph optimization(red) compared with the ground truth (blue).
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Table 6.1: χ2 Test Results for the Datasets
Dataset
Wolfsburg
Carpark01
New College
Degenerate

DOF
12840
17506
9713
1589

χ2γ=0.05
1.3105e+04
1.7815e+04
9.9434e+03
1.6828e+03

D2
4.1249e+03
1.0325e+04
644.7097
4.8715e+03
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It is quite a natural task to ask whether one can obtain
more robustness by minimizing another function of the
errors than the sum of their squares.
– Peter J. Huber

The focus of many existing works [Olson et al., 2006, Kummerle et al., 2011]
on the back-end pose-graph SLAM problem is on improving the efficiency of
the optimization algorithms. Most of these optimization algorithms assumed
that the constraints provided by the front-end are free from errors, and would fail
if this assumption was violated. For most cases, these errors are from erroneous
loop-closure constraints. Erroneous loop-closure constraints are the result of
wrong place recognitions by the appearance or vocabulary-tree based approaches
and this problem is aggravated in environments with highly repetitive scenes.
Despite the numerous efforts [Galvez-Lopez and Tardos, 2011, Cummins and
Newman, 2011] to improve the accuracy of the front-end recognition, none of
these algorithms is totally free from false positives. We have also seen from
Chapter 6 that despite having an optimal threshold for geometric verification,
it is impossible to fully separate the loop-closure from the non loop-closure
constraints. The task of identifying erroneous loop-closure constraints is always
left to the front-end, and it is only until the recent years that several works
[Sünderhauf and Protzel, 2012b, Sünderhauf and Protzel, 2012a, Latif et al.,
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Figure 7.1: (a)-(c) City1000 dataset randomly corrupted with 1, 10 and 100
outlier loop-closure constraints (red lines) leading to wrong convergence with standard pose-graph SLAM. (d)-(f) Our EM algorithm
detects all the outliers and converges to the correct solution. Green
and blue lines are the correct loop-closure and odometry constraints.
2012, Olson and Agarwal, 2012, Pratik et al., 2013] demonstrated the ability
robustly detect and disable erroneous loop-closure constraints within the backend optimization process.
In this chapter, we propose a robust pose-graph SLAM optimization algorithm
based on the Classification EM algorithm [Celeux and Govaert, 1992] to robustly
detect and minimize the influences from the erroneous loop-closure constraints
within the optimization process. In particular, we express our robust pose-graph
SLAM as a Bayesian network where the robot poses and constraints are hidden
and observed variables. An additional set of latent variables is introduced as
weights for the loop-constraints. We show that the weights can be chosen as the
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Cauchy function, which are iteratively computed from the errors between the
predicted robot poses and observed loop-closure constraints in the Expectation
step, and used to weigh the cost functions from the pose-graph loop-closure
constraints in the Maximization step. As a result, outlier loop-closure constraints
are assigned low weights and exert less influences in the pose-graph optimization
within the EM iterations. To prevent the EM algorithm from getting stuck
at local minima, we perform the EM process multiple times where the loop
constraints with very low weights are removed after each EM process. This is
repeated until there are no more changes to the weights. We show proofs of the
conceptual similarity between our EM algorithm and the M-Estimator [Huber,
1964]. Specifically, we show that the weight function in our EM algorithm is
equivalent to the robust residual function in the M-Estimator. We verify our
proposed algorithm with experimental results from multiple simulated and realworld datasets, and comparisons with other existing works. An example of the
results from our algorithm is shown in Figure 7.1.

7.1 Related Works
Back-end optimizers are usually standard non-linear least squares methods that
try to minimize the sum-of-squares residuals. The rapid gain of the quadratic
error function in both ends means that any outlier that is present would assert
a strong influence on the optimizer and lead to a wrong solution. A popular
approach to reduce the effect of outliers within the optimizer is the M-Estimator
Huber robust cost function [Huber, 1964]. The Huber function replaces the
quadratic error function with another error function which is quadratic in the
vicinity of zero but increases linearly when the error is above a certain threshold
known as the Huber kernel width. The linear gain of errors above the Huber
kernel width helps to reduce the influence of outliers within the optimizer. The
Huber function is implemented as an option within the state-of-the-art SLAM
solver g2o [Kummerle et al., 2011]. However, it has been shown in [Sünderhauf
and Protzel, 2012b] that the Huber function is only capable of reducing the
effects of outliers and not removing them completely in pose-graph SLAM
thus causing pose-graphs with erroneous loop constraints to converge to wrong
solutions (see Section 7.3.1 for our explanations on Huber robust cost).
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In [Sünderhauf and Protzel, 2012b], Sünderhauf et al. introduced the socalled switch variables to each loop constraints. The switch variable is used as
a parameter in the weight for the cost function of the loop-closure constraint
and lies within the range of [0, 1]. The switch variable for an erroneous loop
constraint would result in a low weight for the cost function of the loop-closure
constraint thus reducing or removing the effect of the wrong loop constraint
within the optimization. The weighting function is chosen arbitrarily as a sigmoid function. In a further work [Sünderhauf and Protzel, 2012a], Sünderhauf
et al. suggested experimentally that a linear function is a better choice than the
sigmoid function. A penalty cost is introduced for each switch variable to prevent a trivial solution of zero weight for all loop constraints and the penalty term
was chosen empirically. Standard non-linear least squares optimizer such as the
Levenberg-Marquardt algorithm is used to jointly optimize both the pose-graph
SLAM and switch variables. In a more recent work [Pratik et al., 2013], Agarwal et al. showed that the joint optimization of the pose-graph SLAM and the
switch variable is equivalent to iteratively re-evaluating the switch variable with
the Geman-McClure function. In contrast, we show that solving the problem
with Classification EM allows us to naturally select the weight as a function of
the error between the robot poses and observed loop-constraints, in particular
the Cauchy function, thus avoiding the needs to arbitrarily assign the weighting
function and penalty term. We also show in Section 7.4.1 that our algorithm
outperforms [Sünderhauf and Protzel, 2012b].
In [Latif et al., 2012], Latif et al. proposed the RRR algorithm which detects
and removes wrong loop-closure edges by evaluating the “goodness-of-fit” from
the non-linear least squares pose-graph optimization using the χ2 test. The loopclosure edges are segmented into clusters according to its spatial arrangements.
Intra-cluster consistency check is done by multiple pose-graph optimizations
with respect to each single cluster while disabling the rest. Individual loopclosure edge that does not pass the χ2 for individual edge is removed. Similarly,
a cluster is removed if it does not pass the χ2 test for a cluster. The algorithm
tests for inter-cluster consistency after the intra-consistency checks. Clusters are
further grouped into subsets of clusters and multiple pose-graph optimizations
are carried out to test for joint consistency of each subset of clusters. Subsets
of clusters which are found to be jointly consistent from the χ2 test for subsets
of clusters and passing a threshold test are grouped as goodSet while those
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found to be jointly inconsistent are grouped as rejectSet. The joint consistency
checks are repeated for the remaining subsets of clusters which passed the joint
consistency check but failed the threshold test. The final subsets of clusters in the
goodSet are all the correct loop-closure edges. Extensive experimental results
showed the reliability of the RRR algorithm. However, the need to perform
multiple pose-graph optimizations during the intra- and inter-consistency checks
makes the algorithm slow. In addition, the algorithm makes fix assignments of
the wrong loop-closure edges and there is no chance of re-verifying them further
in the intra- and inter-consistency checks.
The Max-Mixture model was proposed by Olson et al. in [Olson and Agarwal, 2012] as a replacement to the Corrupted Gaussian model (Gaussian Mixture model) as the robust cost function. The Max-Mixture model consists of
a front-end loop-closure and null hypotheses. The front-end loop-closure hypothesis represents the distribution of the inlier loop-closure constraints and the
null hypothesis represents the distribution of the outlier loop-constraints. Each
loop-closure constraint is verified against the hypotheses iteratively within the
optimization loops and the weight associated with the most likely hypothesis
is used to scale the Jacobian, residual and information matrix from that loopclosure constraint. In other words, the hypothesis testing acts as an “selector” to
the weighting of the loop-closure constraint. The Max-Mixture model requires
the specification of the covariance of the outlier distribution for the null hypothesis which is difficult to quantify since the outlier distribution is usually unknown.
It was also shown in [Olson and Agarwal, 2012] that the algorithm fails when
the outlier to inlier ratio becomes too high. We show examples of this failure
case in Section 7.4.1 and verify experimentally that our proposed algorithm has
a higher tolerance to high outlier to inlier ratio.

7.2 Robust SLAM with EM
Our robust back-end pose-graph SLAM can be represented by the Bayesian
network shown in Figure 7.2. V = [v1 , v2 , ..., vn ]T are the robot poses and
Z = [z12 , ..., zi,i+1 , zi,j ]T , j 6= i + 1 are the odometry constraints zi,i+1 , and
loop-closure constraints zi,j . For brevity, we will drop the notation j 6= i + 1
in the rest of the equations and assume that the indices {i, j} always comes
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Figure 7.2: Bayesian network representing the pose-graph problem. wi,j is the
weight for the loop constraint zi,j in the optimization.
with this condition. The variables W = [..., wi,j ], w ∈ [0, 1] are the weights to
the loop-constraints zi,j . The values in W determines the weight of the loopconstraints in the optimization. V and W are the hidden and latent variables, and
Z is an observed variable. Formally, the problem of pose-graph optimization
involves finding the Maximum a Posterior (MAP) solution of p(V |Z) and this
means marginalizing out the latent variable W as given in Equation (7.1).
Z
p(V |Z) =
p(V, W |Z) dW
(7.1)
W

One possible way to find the MAP solution to p(V |Z) is to use the EM
algorithm. The EM algorithm is an iterative algorithm that iterates between
the Expectation and Maximization steps. In the Expectation step, the current
V k is used to find the posterior distribution of the latent variable W given by
Equation (7.2a). This posterior distribution is then used to find the next Vk+1
by maximizing the complete log likelihood given by Equation (7.2b) in the

111

7 Robust Pose-Graph Loop-Closures
Maximization step.
p(W |V k , Z)
V k+1

Z
= argmax
V

p(W |V k , Z) ln p(V |W, Z) dW

(7.2a)
(7.2b)

W

As suggested by [Bibby and Reid, 2007], a simpler solution would be to
use the Classification EM algorithm [Celeux and Govaert, 1992]. In the Expectation step given by Equation (7.3a), we compute W k+1 by maximizing
p(W |V k , Z) instead of evaluating p(W |V k , Z) explicitly. With W k+1 known
from the Expectation step, V k+1 can be found by maximizing the log-likelihood
ln p(V |W k+1 , Z) as given by Equation (7.3b) in the Maximization step. The
Maximization step can also be written into a minimization problem by appending a negative sign to the log-likelihood and this turns the problem into the usual
pose-graph SLAM optimization.
W k+1 = argmax p(W |V k , Z)

(7.3a)

W

V k+1 = argmax ln p(V |W k+1 , Z)
V

= −argmin ln p(V |W k+1 , Z)

(7.3b)

V

7.2.1 Expectation Step
The task in Equation (7.3a) is to find the correct values of wi,j ∈ [0, 1] given
the current estimate of the robot poses V k and observations Z. Applying Bayes
rule on p(W |V k , Z) and assuming that all observations Z are independent, we
have the following relation:
p(W |V k , Z) ∝ p(Z|W, V k ) =

Y

p(zi,j |wi,j , vik , vjk )

ij

∝

Y

exp{−wi,j (h(vik , vjk )

k k
− zi,j )T Q−1
i,j (h(vi , vj ) − zi,j )}

(7.4)

ij
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where Qi,j is the error covariance of the loop constraint observation zi,j and
h(.) is the observation model. Putting Equation 7.4 back into Equation 7.3a and
taking the negative log-likelihood, the Expectation step becomes
W k+1 = argmin
W

X

wi,j ||h(vik , vjk ) − zi,j ||2Qi,j

(7.5)

ij

However, a trivial solution of W = 0 exists for the minimization of Equation 7.5.
In order to circumvent this problem, we introduce a penalty term −C 2 (ln wi,j −
wi,j ) to Equation 7.5, which penalizes the cost as wi,j goes to 0. This turns
Equation 7.5 into

W k+1 = argmin
W

X

wi,j ||h(vik , vjk ) − zi,j ||2Qi,j − C 2 (ln wi,j − wi,j ) (7.6)

ij

where C is a constant. It is important to note that we do not chose the penalty
term arbitrarily, but it is chosen such that the cost function in Equation 7.6
becomes convex with the values for wi,j that gives the minimal cost bounded
between the range of [0, 1] as the Mahalanobis distance ||h(vik , vjk ) − zi,j ||2Qi,j
changes. Differentiating Equation 7.6 and setting it to 0 gives us
k+1
wi,j
=

C2
C2

+

||h(vik , vjk )

− zi,j ||2Qi,j

(7.7)

which is the Cauchy function where C is a constant that corresponds to the half
k+1
maximum at wi,j
= 0.5. Figure 7.3 shows the Cauchy weighting function at
C = 0.01m. The value of C determines the range of the Mahalanobis distances
to be considered as inliers. It becomes apparent from the Cauchy function that
the weight gradually decreases from a maximum value of 1 to 0 with increasing
error and this means that the loop-constraints are down-weighted gradually as
the errors increase. We shall see from the results in Section 7.4 that this smooths
out loop-constraints which are correct but corrupted with noises. In addition,
the near-zero values at both ends of the Cauchy function serve the purpose of
suppressing the bad effects from the outlier loop-constraints.
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Figure 7.3: The Cauchy weighting function with C = 0.01.

7.2.2 Maximization Step
From the Bayesian Network shown in Figure 7.2, we have the following relation:
Y
Y
k+1
p(V |W k+1 , Z) ∝
p(zi,i+1 |vi , vi+1 )
p(zi,j |wi,j
, vi , vj )
i
ij
(7.8)
{z
}|
|
{z
}
Odometry Constraints

Loop Constraints

k+1
p(zi,j |wi,j
, vi , vj )

where p(zi,i+1 |vi , vi+1 ) and
are the odometry and loop constraints. Assuming that V and Z are random variables that follow the Gaussian
distribution, we can write
−1
T
p(zi,i+1 |vi , vi+1 ) ∝ exp(−∆zi,i+1
Pi,i+1
∆zi,i+1 )

(7.9a)

k+1
T
exp(−wi,j
∆zi,j
Q−1
i,j ∆zi,j )

(7.9b)

p(zi,j |wi,j , vi , vj ) ∝

k+1
where Pi,i+1 is the error covariance of the odometry observations zi,i+1 . wi,j
is the weight variable found from the Expectation step. It acts as a scaling
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factor to the information matrix Q−1
i,j of the loop constraint since it takes a value
ranging from [0, 1]. Therefore, a lower weight implies lower influence of the
loop-constraint. ∆zi,i+1 and ∆zi,j are defined in Equation (7.10) and these are
the error terms between the observed relative pose z and the predicted relative
pose from the observation model h(.).
∆zi,i+1 = h(vi , vi+1 ) − zi,i+1
∆zi,j = h(vi , vj ) − zi,j

(7.10a)
(7.10b)

Putting Equations (7.8), (7.9) and (7.10) into Equation (7.3b), we obtain
X
V k+1 = argmin
||h(vi , vi+1 ) − zi,i+1 ||2Pi,i+1 +
V

i

X

k+1
wi,j
||h(vi , vj ) − zi,j ||2Qi,j

(7.11)

ij

We solve for V k+1 as a standard non-linear least squares problem with the
Gauss-Newton equations given by
J T ΛJδ = −J T Λ
V

k+1

k

=V +δ

(7.12a)
(7.12b)

where J is a Jacobian matrix that consists of the Jacobian of h(vi , vi+1 ) and
h(vi , vj ).  is the error term given by ∆zi,i+1 and ∆zi,j . Λ is the weight for the
non-linear least squares and it is a diagonal matrix formed by the information
k+1 −1
−1
matrices Pi,i+1
and Q̂−1
i,j = wi,j Qi,j . It is important to note that, unlike
standard non-linear least squares, we do not solve Equation 7.12 iteratively until
convergence. Instead, we solve Equation 7.12a and update Equation 7.12b only
once within the Maximization step. As mentioned in [Bibby and Reid, 2007,
Neal and Hinton, 1998], making an one step update in the Maximization step
mitigates the EM optimization from getting stuck at local minima and improves
the convergence rate. It was suggested in [Triggs et al., 2000] that a more
accurate approximation of the Hessian in the Gauss-Newton equations is given
k+1
−1
T
by J T (Λ + Φ)J, where Φ is formed by 2w0 i,j (Q−1
i,j ∆zi,j )(Qi,j ∆zi,j ) . Here,
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k+1

k+1
w0 i,j is the first derivative of the weight wi,j
from Equation 7.7 with respect
k k
to the Mahalanobis distance ||h(vi , vj ) − zi,j ||2Qi,j . This changes Equation 7.12
to

J T (Λ + Φ)Jδ = −J T Λ

(7.13a)

k+1

(7.13b)

V

k

=V +δ

7.2.3 Summary
Algorithm 2 shows the pseudo code of our pose-graph SLAM with robust loopk+1
closure. Lines 8 to 10 are the Expectation step where the weights wi,j
are
k
computed based on the current pose V . It is important to note that the weights
k+1
wi,j
are not kept fixed but are update within the EM iterations based on the
current pose V k . Lines 12 to 17 are the Maximization step where the pose update
k+1
V k+1 is computed from the weights wi,j
and current pose V k . Intuitively,
k+1
our algorithm re-evaluates the weights wi,j based on the current poses V k
and observations Z, and scales the updated poses V k+1 according to these
weights at every iteration. The scaling is done in Line 12 where the loop-closure
k+1
information matrices Q−1
i,j are scaled with the weights wi,j . Line 13 computes
Φ which is needed to get a more accurate approximation of the Hessian. We
repeat the EM process until there are no more changes to the weights in Line
2. Lines 20 to 25 check and remove loop constraints with very low weights,
i.e. high confidence to be outliers from the next EM process. The repeated
EM process and removal of loop constraints with very low weights help to
prevent local minima where the EM algorithm terminates before all outlier loop
constraints are removed.

7.3 Relation with M-Estimators
Our proposed algorithm can also be viewed as solving an iteratively re-weighted
least-squares problem where the weights are re-evaluated from the error between the robot poses and observed loop-constraints ∆z = h(.) − z at every
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Algorithm 2 Pose-graph SLAM with Robust Loop-Closure
Require: Poses V , observations Z, loop vertex pairs I
Ensure: Corrected poses V , Weight variables W .
1: W 0 = 0; W = 1; I 0 = I;
2: while |W − W 0 | > ν do
3:
W0 = W;
4:
// Classification EM iterations
5:
k = 0; V k = V ;
6:
while | δ |> η do
7:
// Expectation Step
8:
for all loop vertex pairs {i, j} ∈ I 0 do
k+1
9:
Compute wi,j
with Equation 7.7;
10:
end for
11:
// Maximization Step, {i, j} ∈ I 0
−1
k+1 −1
12:
Form Λ with Pi,i+1
and Q̂−1
i,j = wi,j Qi,j ;
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
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k+1

−1
T
Form Φ with 2w0 i,j (Q−1
i,j ∆zi,j )(Qi,j ∆zi,j ) ;
Compute J and  with V k and Z;
Solve for δ in J T (Λ + Φ)Jδ = −J T Λ;
Update V k+1 = V k + δ;
k = k + 1;
end while
// Remove loop constraints with low weight
for all loop vertex pairs {i, j} ∈ I do
k
Compute wij
with Equation 7.7;
k
if wij < ω then
Remove loop vertex pair {i, j} from I 0 ;
end if
end for
V = V k; W = W k;
end while
return V , W ;
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iteration. We shall see that our algorithm which is based on EM turns out to be
conceptually similar to the M-Estimators. The M-Estimators reduces the effect
of outliers by replacing the usual squared error ∆z 2 term with a robust cost
function ρ(∆z 2 ). In the context of a robust pose-graph optimization, we have
the following
X
X
2
2
V k+1 = argmin
∆zi,i+1
+
ρ(∆zi,j
)
(7.14)
V
ij

i

where the first term is the odometry constraint and the second term is the loopconstraints. Let us look at the second term where the solution to the minimization is given by solving for V after differentiating the second term and setting it
zero.
X

wi,j

ij

2
∂(∆zi,j
)
=0
∂V

(7.15)

2
where wi,j is obtained from differentiating the robust cost function ρ(∆zi,j
)
2
with respect to ∆zi,j . It can be immediately observed that solving Equation
7.15 is the same as optimizing the following
X
2
argmin
wi,j ∆zi,j
(7.16)
V

ij

Putting the results from Equation 7.16 back into Equation 7.14, we get
X
X
2
2
V k+1 = argmin
∆zi,i+1
+
wi,j ∆zi,j
(7.17)
V
i

ij

which is also an iteratively re-weighted least-squares where wi,j is the weight
2
evaluated from the square of the error ∆zi,j
at every iteration. It should be apparent that the iteratively re-weighted least-squares from Equation 7.17 is the same
as the maximization step from Equation 7.11, where the square of the errors
2
2
∆zi,i+1
and ∆zi,j
are the Mahalanobis distances ||h(vi , vi+1 ) − zi,i+1 ||2Pi,i+1
and ||h(vi , vj ) − zi,j ||2Qi,j . This means that Lines 5 to 18 of Algorithm 2 can
R
also be implemented as an M-Estimator with ρ(∆z 2 ) = w d(∆z 2 ), where w
is given by the Cauchy function in Equation 7.7. The Cauchy M-Estimator is
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implemented in the state-of-the-art Google Ceres [Agarwal et al., 2011] as the
Cauchy Loss Function.

7.3.1 Why Huber Robust Cost Fails?
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Figure 7.4: The Huber weighting function with C = 0.01.
The obvious question that follows after proving that our algorithm based on
EM is conceptually similar to the M-Estimators is why does the commonly
used robust Huber cost function fails for pose-graph optimization with outliers
while our proposed algorithm works? The answer is in the choice of the weight
function. Figure 7.4 shows a plot of the Huber weight function with a kernel
width C = 0.01m. We see that the Huber weight function assigns a considerable
weight to the loop-constraints with high errors on both ends of the plot. This
means that the outlier loop-constraints are still exerting considerable influences
from the Huber weight on the pose-graph optimization thus rendering it to
failure. In comparison, the Cauchy weight function proposed in this chapter
assigns near-zero weight thus suppressing outliers with high errors.
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7.4 Results and Evaluations
We implement our algorithm with the Google Ceres solver [Agarwal et al., 2011]
and evaluate it with multiple simulated and real-world datasets. Here, simulated
datasets refer to datasets where the outlier loop-constraints are simulated and
real-world datasets refer to datasets with loop-constraints obtained from real
robots and sensors. C = 1.0m for all datasets except for the ParkingGarage,
Carpark01 and Carpark02 datasets where C = 0.01m.

7.4.1 Simulated Datasets

Table 7.1: Simulated Datasets Used for Evaluations
Dataset
2D/3D Vertices Loop-Edges
City10000
2D
10000
10688
Intel
2D
943
894
Manhattan3500 (Olson)
2D
3500
2099
Manhattan3500 (g2o)
2D
3500
2099
Sphere2500
3D
2500
2450
ParkingGarage
3D
1661
4615
Similar to [Sünderhauf and Protzel, 2012a], we make the evaluations of our
robust pose-graph algorithm with six different Open-Source pose-graph datasets
shown in Table 7.1. We obtained the first five datasets from Vertigo SLAM1
and the ParkingGarage dataset from g2o. The Intel and ParkingGarage datasets
were collected from real robots while the remaining datasets were simulated.
We simulate outliers loop constraints to corrupt the datasets based on the four
different policies mentioned in [Sünderhauf and Protzel, 2012a] - (a) Random
Constraints, (b) Local Constraints, (d) Randomly Grouped Constraints and (e)
Locally Grouped Constraints. The simulation of the outliers are done using
the script which is provided by Vertigo SLAM. We compare our algorithm
with previous approaches - (a) Switchable Constraints [Sünderhauf and Protzel,
1 http://openslam.org/vertigo.html
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2012a] and (b) Max-Mixture model [Olson and Agarwal, 2012] based on the
Open-Source implementations Vertigo SLAM. Note that we classify a loopclosure constraint as outlier if the error is larger than a given threshold after
optimization.

Comparison with Switchable Constraints
It was shown in [Sünderhauf and Protzel, 2012a] that the Switchable Constraints
method fails with the ParkingGarage dataset. We re-create the results with the
Vertigo SLAM for comparisons. Figure 7.5a and 7.5e shows the results from
our algorithm and Switchable Constraints method. The dataset is corrupted
with 1000 Random Constraints shown as red lines. The correct loop-closure
constraints are shown as green lines. Note that the z-axis in the figures are
scaled up to have a clearer view of the results. We can see from Figure 7.5a
that the pose-graph converges to the correct solution with our method. All the
outlier loop constraints are correctly identified. The pose-graph however fails to
converge to a correct solution with the Switchable Constraints method in Figure
7.5e. In particular, the failure occurs at the connections between different levels
of the parking garage where there are more wrong than correct loop constraints.
Similar failure for the Switchable Constraints method is observed in Figure 7.5g
when the dataset is corrupted with 50 sets of 20 Randomly Grouped Constraints.
In contrast, Figure 7.5c shows the correct convergence of the pose-graph with
our algorithm. Results from Figure 7.5b and 7.5f, and Figure 7.5d and 7.5h show
that both our algorithm and the Switchable Constraints method work well for
1000 Local Constraints and 50 sets of 20 Locally Grouped Constraints outliers.
The reason for the success of our algorithm on the ParkingGarage dataset is
because our method iteratively discriminates against the outliers by the weights
computed from the errors as the pose-graph converges. In comparison, the
Switchable Constraints method optimizes for the switch values within the nonlinear least squares without taking the errors into account and this proves to be
detrimental at the connections between different levels of the parking garage
where correct loop-closure constraints are scarce.
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(a)

(b)

(c)

(d)

Figure 7.5: Figures continue on next page.
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(e)

(f)

(g)

(h)

Figure 7.5: Results from the ParkingGarage dataset comparing our method Figures (a) to (d) with the Switchable Constraints method Figures
(e) to (h). (a)-(e) 1000 Random Constraints, (b)-(f) 1000 Local
Constraints, (c)-(g) 50 sets of 20 Randomly Grouped Constraints,
and (d)-(h) 50 sets of 20 Locally Grouped Constraints.
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Figure 7.6: Figures continue on next page.

124

7.4 Results and Evaluations

(e)

(f)

(g)

(h)

Figure 7.6: Results from the City10000 dataset comparing our method - Figures
(a) to (d) with the Max-Mixture model - Figures (e) to (h). (a)-(e)
1000 Random Constraints, (b)-(f) 1000 Local Constraints, (c)-(g) 50
sets of 20 Randomly Grouped Constraints, and (d)-(h) 50 sets of 20
Locally Grouped Constraints.
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Comparison with Max-Mixture Model
It was mentioned in [Olson and Agarwal, 2012] that the success of the MaxMixture model depends on the outliers to inliers ratio. The Max-Mixture model
fails when this ratio becomes too high. Figure 7.6a and 7.6e show the results
from the City10000 dataset corrupted with 1000 Random Constraints with our
algorithm and Max-Mixture model. The red lines are the outlier loop constraints
and green lines are the correct loop constraints. Figure 7.6a shows a correct
convergence of the pose-graph with our method. All the outliers are correctly
detected. Figure 7.6e shows the wrong convergence of the pose-graph with
the Max-Mixture model. Failures to converge to the correct solutions are also
observed for the Max-Mixture model with the City10000 dataset corrupted 50
sets of 20 Randomly Grouped Constraints and Locally Grouped Constraints
in Figures 7.6g and 7.6h. The Max-Mixture model converges to the correct
solution with the City10000 dataset corrupted with Local Constraints shown
in Figure 7.6f. In contrast, our algorithm correctly detects all the outliers and
converged to the correct pose-graph with outliers generated from all the four
different policies. The results from this comparison suggest that our algorithm
is able to suppress the influence from the outliers better than the Max-Mixture
model even when the outliers to inliers ratio is high.

Relative Pose Metric Errors
We run our algorithm on all the datasets shown in Table 7.1 corrupted with simulated outliers. For each dataset, we generate 10 times each with 1000 outliers
based on the four different policies, i.e. 6 x 10 x 4 corrupted datasets with 1000
outliers each. We compare the results from our algorithm with computed. Our
algorithm had successfully detected the outliers and converged to the correct
solutions for all the datasets with 100% success rate. The maximum relative
pose metric error from all results is 3.84 × 10−5 . Figure 7.7a shows an example
of the Manhattan3500 (Olson) dataset corrupted with 1000 Random Constraint
outliers stuck at a local minima after the first EM process. Figure 7.7b shows
the correct convergence after the third EM process.
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(a)

(b)

Figure 7.7: Manhattan3500 (Olson) dataset corrupted with 1000 Random Constraint outliers. (a) Local minima after the first EM process with 5
outlier constraints wrongly classified. (b) Correct convergence after
the third EM process.

7.4.2 Real-World Datasets

(a)

(b)

Figure 7.8: Pose-graph before loop-closure. Loop-constraints are shown in
green. (a) Carpark01 dataset. (b) Carpark02 dataset.
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We also make evaluations of our algorithm on two real-world datasets - Carpark01
and Carpark02. These datasets were collected with cameras mounted on a
car which was driven approximately 3.5km and 1km around two different car
parks. The pose-graphs for both datasets are formed using the wheel odometry
readings. The loop-closures constraints are computed with a vocabulary-tree
based [Nistér and Stewénius, 2006] place recognizer and geometric verification. The Carpark01 dataset consists of 3997 vertices and 1352 loop-closure
edges. The Carpark02 dataset consists of 2180 vertices and 642 loop-closure
edges. Both datasets are equipped with the GPS/INS readings as the ground
truth. Figures 7.8a and 7.8b show the pose-graphs of the two datasets before
loop-closure. In contrast to the simulated datasets, the real-world datasets possess very few outlier loop-constraints in grossly wrong locations because the
place recognizer and geometric verification are usually capable of identifying
and removing these outliers. Instead, we observed that the main source of error
comes from the uncertainties in the estimation of the relative poses for the loopconstraints. Figures 7.9a and 7.10a show the pose-graphs from the two datasets
after non-robust loop-closures. It can be seen that in addition to a few outliers
that caused huge errors in the pose-graph, the uncertainties in the estimation
of the relative poses for the loop-constraints caused small kinks to appear in
the pose-graph. Figures 7.9b and 7.10b show the results from the Max-Mixture
model [Olson and Agarwal, 2012]. Figures 7.9c and 7.10c show the results from
the Switchable Constraints [Sünderhauf and Protzel, 2012a]. The plots clearly
show that both methods detected the outliers but are unable to smooth out the
uncertainties that are present in the loop-constraints. In comparison, Figures
7.9d and 7.10d show that our algorithm is able to handle the uncertainties in the
estimation of the relative poses for the loop-constraints because the pose-graphs
after loop-closure clearly align with the GPS/INS ground truth for both datasets.

7.4.3 Runtime Performance
Table 7.2 shows the time taken for each dataset to converge to the correct solution with the non-robust pose-graph optimization and our algorithm. Both
non-robust pose-graph optimization and our algorithm are implemented with
Google Ceres solver [Agarwal et al., 2011]. The tests were run on a Intel Core2
Quad CPU @ 2.40GHz x 4 computer and the datasets were not corrupted with
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Figure 7.9: Results from Carpark01 dataset. (a) Pose-graph after non-robust
loop-closure. (b) Pose-graph after Max-Mixture model loop-closure.
(c) Pose-graph after Switchable Constraints loop-closure. (d) Posegraph after loop-closure with our algorithm.
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Figure 7.10: Results from Carpark02 dataset. (a) Pose-graph after non-robust
loop-closure. (b) Pose-graph after Max-Mixture model loopclosure. (c) Pose-graph after Switchable Constraints loop-closure.
(d) Pose-graph after loop-closure with our algorithm.
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Table 7.2: Convergence Time Comparisons
Runtime (seconds)
Dataset
Non-Robust
EM
City10000
2.2701
2.2926
Intel
0.0813
0.0819
Manhattan3500 (Olson)
0.9900
1.0047
Manhattan3500 (g2o)
0.6662
0.6675
Sphere2500
16.6994
17.1384
ParkingGarage
4.43296
4.49716
any outlier. It is important to note that our algorithm still computes the weights
in the Expectation steps because it does not have any prior information that none
of the loop constraint is an outlier. Our algorithm is able to correctly identify
that all loop-closure constraints are correct and converges to the correct solution
for all the datasets. We observe from Table 7.2 that our algorithm incurs a very
slight increase in runtime as compared to the non-robust pose-graph optimizations.
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Multi-Camera System
Localization is of paramount importance in all practical
mobile robot applications.
– Hugh Durrant-Whyte

Chapters 3 to 7 described the different algorithms that are essential in the
production of the sparse map. Once we have the sparse map, we ask if it is
possible to localize the pose of the car within the map, given the current images
from the multi-camera system while the car traverses the same environment.
This is the pose estimation problem for a multi-camera system.
Formally, the pose estimation problem of a multi-camera system refers to the
problem of determining the rigid transformation between the world frame and
multi-camera frame, given a set of 3D points defined in the world frame and its
corresponding 2D image points. In contrast with a single camera that has a single
center of projection, the multi-camera system is an imaging sensor where light
rays passing through the 3D world points and camera are non-central, i.e. the
light rays do not meet at a single center of projection. An advantage of the multicamera system is that it provides the flexibility to be set in a configuration which
gives a maximum coverage of the environment. The solution to the pose estimation problem of a multi-camera system has important applications in robotics
such as finding the initial camera pose estimates in Structure-from-Motion (SfM)
/ visual Simultaneous Localization and Mapping (SLAM), geometric verifica-
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tion and place recognition for loop-closures, and visual localization of a robot
with respect to a given map that contains visual descriptors.
The fact that light rays from a multi-camera system do not meet at a single
center of projection means that all the classical approaches [Haralick et al., 1991,
Quan and Lan, 1999, Moreno-Noguer et al., 2007b] for solving the perspective
pose problem cannot be used. An alternative approach has to be proposed
to handle the non-central nature of the multi-camera system. In addition, it is
important that the proposed approach is a minimal solution and requires minimal
correspondences that make it efficient to be used within robust estimators such
as RANSAC [Fischler and Bolles, 1981] (see Section 8.4 for more detail).
In this chapter, we proposed a novel formulation to solve the pose estimation
problem of a multi-camera system [Lee et al., 2013d]. In particular, we adopt
the representation of the non-central light rays from a multi-camera system with
the Plücker line coordinates from existing works [Pless, 2003,Li et al., 2008,Lee
et al., 2013b,Lee et al., 2013c] for relative motion estimation of the multi-camera
system. We show that this allows us do a two-step approach for solving the pose
estimation problem - (a) solve for the unknown depth of the points along the
Plücker lines and (b) compute the multi-camera pose from the known depths
with absolute orientation [Haralick et al., 1991, Berthold K. P. Horn, 1987]. We
show that with a minimal number of 3-point correspondences, it leads to an
8 degree polynomial minimal solution that yields up to a maximum of 8 real
solutions for the unknown depths. Each of these possible solutions of the depth
is used to compute the coordinates of the 3D world points in the multi-camera
frame. The known 3D points in the multi-camera frame are used to compute the
pose of the multi-camera system using absolute orientation.
The standard approach for solving the absolute orientation requires an expensive step of Singular Value Decomposition (SVD) and it is inefficient to
perform the SVD multiple times to evaluate all the possible solutions of the
depths. We circumvent this problem by deriving an efficient minimal solution
for the absolute orientation, which allows us to compute the rigid transformation
between the world and multi-camera frames from 3-point correspondences in
closed-form without the need for SVD. Once we have obtained all the possible
solutions for the rigid transformation, we compute the depths of all other 3D
world points. This allows us to choose the correct solution within a robust estimator such as RANSAC. Finally, the solution is further refined by including
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all the inlier correspondences in a non-linear refinement step that minimizes the
reprojection errors (see Section 8.5 for more detail). We verify our approach
by showing comparisons with other existing approaches and results from largescale real-world datasets.

8.1 Related Works
The method proposed by Chen et al. [Chen and Chang, 2004] is most related
to our method. In this work, the authors proposed a 3-point minimal solution
and N-point solution to the multi-camera pose estimation problem. Similar
to our method, their proposed solution is also a two-step approach. First, the
coordinates of the 3D points in the multi-camera frame are determined. The
3D points in the multi-camera frame are determined by solving three distance
parameters defined on the rays that passes through the 3D points. Next, the rigid
transformation between the 3D points in the world and multi-camera frames is
solved by absolute orientation. The formulation in the first step resulted in two 8
degree polynomials, where a total of up to 16 real solutions are computed by root
finding. In comparison, our method resulted in only one 8 degree polynomial
that gives up to 8 real solutions, which has the advantage of less computational
time needed to identify the correct solution. Another drawback of [Chen and
Chang, 2004] is that the representations of the rays used to define the distance
parameters breaks down when the three rays are respectively lying on parallel
planes and in the case of linear pushbroom cameras [Hartley and Gupta, 1994]
(see Section 8.3.3 for more detail). As a result, an alternative representation has
to be made. In contrast, our representation of the rays as the Plücker lines is
holistic and does not require any alternative formulation in any case. In addition,
we also derive an efficient closed-form minimal solution for absolute orientation.
In [Nistér, 2004], Nistér proposed a formulation that directly solves for the rotation and translation parameters. His formulation gives an 8 degree polynomial
minimal solution. This method is of special interest as the coefficients for the
equation system can be computed with a low number of computations making
it a fast method. He also proposed the use of Sturm sequencing for root finding
and stated that the execution times is in the order of microseconds. The method
is evaluated with simulations and compared to the single camera case. Similar

134

8.1 Related Works
to Nistér’s method, our method also ends up with an 8 degree polynomial minimal solution, which can also be solved with the Sturm sequencing to achieve
the same execution time. Despite the computational efficiency, as also noted
in [Kneip et al., 2013], the derivation of Nistér’s method is not intuitive and
requires laborious geometry and algebraic reasonings.
Kneip et al. presented that most recent work on pose estimation using a
multi-camera system in [Kneip et al., 2013]. In this work, the authors presented
a 3-point minimal solution and N-point solution. They first solved for the rotations and point depths with a Gröbner Basis [Cox et al., 1997] solver followed by
solving for the translation. They showed simulation experiments, comparisons
to single camera perspective pose methods and a real-world visual odometry
experiment using a two-camera setup. The exact process of solving the pose
estimation problem with the Gröbner Basis approach is a black-box process,
which is not described in detail in [Kneip et al., 2013]. Hence, Kneip’s method
cannot be reproduced easily. In comparison, our method is based on several
algebraic equations which are intuitive and easy to implement. They mentioned
that the generated solution from the Gröbner Basis solver has a length of 8000
lines of code and execution time is in the order of milliseconds. This makes it
slower than Chen’s, Nister’s and our methods, which solve an 8 degree polynomial that can be done in the order of microseconds with Sturm sequencing as
noted in Nistér’s paper [Nistér, 2004].
In contrast to the minimal solvers for the pose estimation problem of the
multi-camera system, there are also linear [Ess et al., 2007] and iterative Npoint [Schweighofer and Pinz, 2008, Tariq and Dellaert, 2004] solutions. The
linear solution needs 6 or more point correspondences and thus less efficient in
RANSAC [Fischler and Bolles, 1981] compared to our minimal solution which
requires only 3 point correspondences. Since the iterative N-point solutions
involves computationally expensive iterations, they are usually used to refine
the pose estimation after all the inlier point correspondences have been found
by RANSAC coupled with a minimal solution.
We adopt the Plücker lines representation for a multi-camera system from
existing works on motion estimation [Pless, 2003, Li et al., 2008, Lee et al.,
2013b, Lee et al., 2013c]. However, it is important to note that we adopt the
Plücker lines representation to solve the multi-camera pose estimation problem, which is a completely different problem from the multi-camera motion
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estimation problem in [Pless, 2003, Li et al., 2008, Lee et al., 2013b, Lee et al.,
2013c]. The objective of multi-camera motion estimation is to compute the
relative transformation between two multi-camera frames given the 2D-2D image point correspondences, while the multi-camera pose estimation problem ask
for the rigid transformation between the world frame and multi-camera frame
given the 2D image point to 3D world point correspondences. To the best of our
knowledge, no other work has adopted the Plücker lines representation to solve
the multi-camera pose estimation problem.

8.2 Problem Definition
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Figure 8.1: Illustration of the pose estimation problem for a multi-camera system.
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Figure 8.1 shows an illustration of the pose estimation problem of the multicamera system. It is made up of multiple cameras denoted by (C1 , C2 , C3 ) that
are rigidly fixed onto a single body. Note that we show only 3 cameras in Figure
8.1 but our proposed method works for any multi-camera system that has any
number of cameras. Our method also works even if there was only 1 single
camera (see perspective case in Section 8.3.3). We denote the reference frame
of the multi-camera system and the world frame as V and R. The intrinsics
and extrinsics TCi = [RCi tCi ; 0 1], where i = 1, 2, 3 with respect to the
multi-camera frame V of the respective cameras are assumed to be known from
calibration [Heng et al., 2013]. In the context of the multi-camera system on
our self-driving car shown in Figure 1.2, the intrinsics parameters are given by
[ξ, k1 , k2 , k3 , k4 , fx , fy , Cx , Cy ] as mentioned in Section 2.2. The pose
estimation problem of a multi-camera system is defined as follows:
Definition 8.1. Given a set of three 3D points defined in R denoted by (X1 , X2 , X3 )
that are seen by arbitrary cameras on the multi-camera system and their corresponding 2D image coordinates denoted by (x1 , x2 , x3 ), find the rigid transformation R and t that brings the multi-camera frame V into the world frame
R.

8.3 Multi-Camera Pose Estimation
Three 2D-3D
Correspondences

Express Rays as
Plücker Lines

Find
Unknown Depths

Absolute
Orientation

R, t

Figure 8.2: Our formulation for the pose estimation of the multi-camera system.
Figure 8.2 shows an illustration of our formulation for pose estimation of the
multi-camera system. We first express the rays that join the respective three
2D-3D correspondences as Plücker line coordinates with respect to the multicamera frame V (see Section 8.3.1 for more detail). Next, we solve for the
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unknown depths associated with each of the Plücker line using our minimal
solution that leads to an 8 degree polynomial giving up to 8 real solutions (see
Section 8.3.2 for more detail). Lastly, we compute the coordinates of the 3D
points in the multi-camera frame V with the known depths and solve for the rigid
transformation R and t between the world and multi-camera frames using our
efficient minimal solution of absolute orientation in closed-form (see Section
8.3.4 for more detail).

8.3.1 Plücker Line Representation
We saw earlier that the main problem with a multi-camera system is the absence
of a single projection center for the camera. Following [Pless, 2003], we remove
the need for a single projection center by representing the rays that pass through
the 3D world points and the multi-camera system as Plücker line coordinates
expressed in the multi-camera frame V . The Plücker line is a 6-vector li =
T
[uTi , u0T
i ] , where i = 1, 2, 3 as shown in Figure 8.1. ui = RCi xi is the unit
direction of the ray expressed in the multi-camera frame V , where xi is the
normalized perspective image coordinate as mentioned in Section 2.2.1. The
closest point from the Plücker line to V is given by ui × u0i as shown in Figure
8.1, and it is the point that forms a perpendicular intersection on the Plücker line
from the multi-camera frame V . u0i is defined as the cross product u0i = tCi ×ui .
Any point XiV that is expressed in the multi-camera frame V is given by
XiV = ui × u0i + λi ui

(8.1)

where λi is the depth of the point XiV along the Plücker line, i.e. the signed
distance from ui × u0i to XiV . Note that λ always has to be positive for the 3D
point to appear in front of the camera.

8.3.2 Minimal Solution for Depths
The distances dij where (i, j) ∈ {(1, 2), (1, 3), (2, 3)} between the 3D points
Xi in the world frame R shown in Figure 8.1 have to be the same as the distances
between the 3D points XiV in the multi-camera frame V , i.e.
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||Xi − Xj ||2 = ||XiV − XjV ||2

(8.2)

where (i, j) ∈ {(1, 2), (1, 3), (2, 3)}. By making use of the preservation of the
3D point distances given by Equation 8.2 and the Plücker line equation from
Equation 8.1, we get three constraints
||Xi − Xj ||2 = ||(ui × u0i + λi ui ) − (uj × u0j + λj uj )||2

(8.3)

where (i, j) ∈ {(1, 2), (1, 3), (2, 3)} with three unknown depths λ1 , λ2 and λ3
from the Plücker lines. Expanding and rearranging the unknowns in Equation
8.3, we get
k11 λ21 + (k12 λ2 + k13 )λ1 + (k14 λ22 + k15 λ2 + k16 ) = 0

(8.4a)

k21 λ21

+ k25 λ3 + k26 ) = 0

(8.4b)

k31 λ22 + (k32 λ3 + k33 )λ2 + (k34 λ23 + k35 λ3 + k36 ) = 0

(8.4c)

+ (k22 λ3 + k23 )λ1 +

(k24 λ23

where k are the coefficients made up from the known Plücker line coordinates ui
and u0i , and 3D world points Xi . We drop the full expressions of the coefficients
for brevity. Using the Sylvester Resultant [Cox et al., 1997] to eliminate λ1
from Equations 8.4a and 8.4b, we get a polynomial f (λ2 , λ3 ) = 0 which is a
function of only λ2 and λ3 . We do another Sylvester Resultant on f (λ2 , λ3 ) = 0
and Equation 8.4c to eliminate λ2 , we get an univariate 8 degree polynomial
dependent on only λ3 .
Aλ83 + Bλ73 + Cλ63 + Dλ53 + Eλ43 + F λ33 + Gλ23 + Hλ3 + I = 0

(8.5)

where A, B, C, D, E, F, G, H and I are coefficients made up from k from Equation 8.4. The roots of Equation 8.5 can be obtained from the eigen-values of the
Companion matrix [Cox et al., 1997] made up of the coefficients. A maximum
of up to 8 real roots can be obtained for λ3 . As suggested in [Nistér, 2004], a
more efficient way to solve for the roots of the 8 degree polynomial is by using
the Sturm sequences.
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λ2 can be found by back-substituting λ3 in Equation 8.4c. After completing
the square on Equation 8.4c and making λ2 the subject, we get
p
1
(−b ± b2 − 4ac)
(8.6)
2a
where a = k31 , b = k32 λ3 + k33 , c = k34 λ23 + k35 λ3 + k36 . Similarly, λ1
can be found by back-substituting λ2 into Equation 8.4a which takes similar
form as Equation 8.6 after completing the square and making λ1 the subject.
A total of up to 32 (i.e. 8 × 2 × 2) solution triplets of λ1 , λ2 and λ3 can be
obtained. A solution triplet is discarded if any one of the λs is an imaginary
or negative value. A further step to disambiguate the solutions is by doing a
redundancy check on λ1 using Equation 8.4b. The solution pairs of λ2 and λ3
should produce consistent λ1 from both Equations 8.4a and 8.4b. Any solution
pair of λ2 and λ3 which produces λ1 with discrepancy from Equations 8.4a and
8.4b is discarded. In our simulations, we observed that these disambiguation
checks are capable of reducing the maximum number of solutions to two for
most of the time. All the other existing 2D-3D point correspondences are used
to identify the correct solution within RANSAC, i.e. the correct solution yields
the highest number of inliers in RANSAC.
λ2 =

8.3.3 Special Cases
In this section, we look at five special cases for the multi-camera pose estimation
problem mentioned in [Chen and Chang, 2004]. In particular, we compare the
similarities and differences between the existing methods and our method under
these five different cases.
Case 1: Partially Parallel
Two out of the three light rays are parallel in this case as illustrated in Figure 8.3.
This means that two of the unit directions must be equal, i.e. u1 = u2 6= u3 .
From Figure 8.3, we can see that λ2 = λ1 + c12 , where c12 is a known value
from the Plücker line coordinates and distance between the 3D points (X1 ,
X2 ). Applying the Sylvester Resultant for variable elimination together with
Equations 8.4b and 8.4c, we get a 4 degree polynomial minimal solution that
can be solved in closed-form. Similar 4 degree polynomial minimal solution
was obtained for Chen’s and Nister’s methods.
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Figure 8.3: Illustration of the partially parallel case.
Case 2: Perspective
The three light rays pass through a common center of projection in the perspective case, i.e. all the 2D-3D correspondences are from one single camera in the
multi-camera system. Let us choose the camera reference frame to be the center
of projection as illustrated in Figure 8.4. This implies that the camera extrinsics
become tC1 = tC2 = tC3 = 0 and RC1 = RC2 = RC3 = I. Substituting
these values into Equation 8.3 and applying the Sylvester Resultant for variable
elimination, we get a 4 degree polynomial minimal solution that can be solved
in closed-form. This result is similar to Chen’s and Nister’s method, and the P3P
solution for a perspective camera [Haralick et al., 1991]. Note that a 4 degree
polynomial is obtained even if the reference frame was not chosen as the center
of projection of the camera.
Case 3: Parallel Plane
This is the case where the three light rays lie on three different planes that are
parallel to each other as shown in Figure 8.5. It is important to note that these
light rays however do not have the same unit direction, i.e. u1 6= u2 6= u3 from
the Plücker lines. It can be observed that the constraints from our method in
Equation 8.3 does not break down. In contrast, the representations of the rays
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Figure 8.4: Illustration of the perspective case.

used by Chen et al. [Chen and Chang, 2004] to define the distance parameters
cannot be used in the case where all the three rays respectively lie on parallel
planes. As a result, an alternative representation has to be made.
Case 4: Linear Pushbroom
There is only one camera in the case of linear pushbroom [Hartley and Gupta,
1994]. Here, the camera moves through a straight line of motion with a known
speed and takes images at regular intervals as illustrated in Figure 8.6. Hence,
the transformations between any three camera locations (similar to the extrinsics
of a multi-camera system) are known and the rays that observed unique 3D world
points from these locations lie on parallel planes. This implies that the linear
pushbroom case is the same as the parallel plane case where our method does
not break down. In comparison, an alternative representation has to be made for
Chen’s method.
Case 5: Orthographic
For orthographic projection, all the light rays are parallel as shown in Figure
8.7. Hence, all the unit directions of the Plücker lines are equal, i.e. u1 = u2 =
u3 . Similar to the partially parallel case, we have the following 3 constraints
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l3
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l1

Figure 8.5: Illustration of the parallel plane case.

λ2 = λ1 + c12 , λ3 = λ1 + c13 and λ3 = λ2 + c23 , where infinite solutions exist
for λ1 , λ2 and λ3 . Intuitively, we can move the multi-camera system anywhere
along the direction of the parallel light rays and the constraints are still fulfilled,
hence infinite solutions. This degeneracy is independent of the formulation and
holds for all works [Chen and Chang, 2004, Nistér, 2004, Kneip et al., 2013, Ess
et al., 2007, Schweighofer and Pinz, 2008, Tariq and Dellaert, 2004] on pose
estimation for the multi-camera system.

8.3.4 Minimal solution for Absolute Orientation
Absolute Orientation can be solved using the methods from [Berthold K. P. Horn,
1987, Haralick et al., 1991]. However, these methods require a computationally
inefficient step of SVD, which becomes an overhead when it is used numerous
times within RANSAC to compute all the hypothesis solutions. We present
a minimal solution which allows us to compute the absolute orientation in
closed-form without the need for SVD. The proposed method computes the
transformation R and t to align the two point sets P and Q consisting of three
correspondence 3D points as shown in Equation 8.7.
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Figure 8.6: Illustration of the linear pushbroom case.

Pi = RQi + t,

i = 1,2,3

(8.7)

First, two local frames FM and FN are defined on the point sets P and Q
respectively. The origins of the local frames are defined on the first points, i.e.
P1 and Q1 . We can now write the transformed points in the newly defined local
frames FM and FN as Mi = Pi − P1 and Ni = Qi − Q1 . Next, we define the
x-axis of each local frame to pass through the second point respectively, i.e. M2
and N2 . The x-axis of FM and FN can be aligned by applying the following
transformations




M2x
kM2 k
M2 = M2y  = RM  0  ,
M2z
0





N2x
kN2 k
N2 = N2y  = RN  0 
N2z
0

(8.8)

where RM and RN are unknown rotation matrices that align the two x-axis.
Here, we only describe the steps to solve for RM since RN can be computed
in an analogous fashion. Since the alignment of the x-axis only involves two
rotations around the y- and z-axis, RM can be written as
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Figure 8.7: Illustration of the orthographic case.



RM = RM z RM y

ce −f
e
=  cf
−d 0


de
df 
c

(8.9)

where c and d are sine and cosine of the rotation angle around the y-axis, and
e and f are sine and cosine of the rotation angle around the z-axis. Putting
Equation 8.9 into Equation 8.8, we get the following three constraints
kM2 kce − M2x = 0

(8.10a)

kM2 kcf − M2y = 0

(8.10b)

−M2z − kM2 kd = 0

(8.10c)

where d can be calculated directly from Equation 8.10c and c can then be computed with the Pythagoras identity. e and f can be solved by substituting c into
Equations 8.10a and 8.10b. The full expressions for solving a, b, c and d are
given as follows

d=
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−M2z
kM2 k ,

c=

√

1 − d2 ,

e=

M2x
kM2 kc ,

f=

M2y
kM2 kc

(8.11)
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Finally, we apply RM and RN to align the x-axis of both point sets. The new
sets of transformed points are given by
T
Ui = RM
Mi ,

T
V i = RN
Ni ,

i = 1,2,3

(8.12)

The last step is to find the remaining rotation RV around the x-axis which
would complete the alignment of the two local frames FM and FN . This gives
the constraint in Equation 8.13 which can be expanded into three independent
constraints in Equations 8.14a-8.14c.


1 0 0
(8.13)
U3 = RV V3 = 0 a −b V3
0 b a

V3x − U3x = 0

(8.14a)

V3y a − U3y − V3z b = 0

(8.14b)

V3z a − U3z − V3y b = 0

(8.14c)

where a and b are sine and cosine of the rotation angle. U3 = [U3x U3y U3z ]T
and V3 = [V3x V3y V3z ]T . We do variable elimination on Equations 8.14b
and 8.14c to solve for a which can be back-substituted to solve for b. The full
expressions for a and b are
a=

U3y V3y +U3z V3z
,
2 +V 2
V3y
3z

b=

−U3y +V3y a
V3z

(8.15)

In comparison to the methods proposed in [Berthold K. P. Horn, 1987, Haralick
et al., 1991], our method does not enforce orthogonality in the rotation matrix.
Hence, in the presence of noise, the constraints from Equation 8.14 cannot be
satisfied and the orthogonality property of the rotation matrix RV is lost. Since
a = cos θ and b = sin θ, where θ is the rotation angle around the x-axis, we
enforce orthogonality on RV by making
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(

min(1, a),
if a ≥ 0
max(−1, a), if a < 0

(8.16)

| sin(cos−1 (a))|, if b ≥ 0
−| sin(cos−1 (a))|, if b < 0

(8.17)

a←
and
(
b←

Finally, the full transformation R and t is given by
T
R = RN
RV RM ,

t = −RP1 + Q1

(8.18)

It is important to note that our method trade off robustness for efficiency, i.e. our
method without using SVD is faster but it is not a least-squares estimate. This
means that the accuracy from our method deteriorates in the presence of very
high noise. Nonetheless, our simulation results in Section 8.6.1 show that the
accuracy of our method is comparable to [Chen and Chang, 2004], which uses
the SVD absolute orientation [Berthold K. P. Horn, 1987], up to 1 pixel noise in
the 2D image features. 1 pixel noise is usually the upper bound for many image
feature detectors such as SURF [Bay et al., 2008]. Moreover, we shall see in
the next section that an hypothesis consists of three randomly chosen 2D-3D
correspondences with very high pixel noise gives inaccurate pose estimate and
gets removed in the RANSAC process.

8.4 Robust Estimation
Outlier 2D-3D point correspondences are rejected from our proposed method
using RANSAC [Fischler and Bolles, 1981]. We compute the reprojection errors
of all the 2D-3D point correspondences based on the hypotheses generated from
random sets of unique 3-point correspondences. The hypothesis that yields
the highest inlier count, i.e. highest number of 2D-3D point correspondences
with the respective reprojection error lower than a given threshold, is chosen as
the correct solution. As defined in [Fischler and Bolles, 1981], the number of

147

8 Pose Estimation with a Multi-Camera System
(1−p)
RANSAC iterations needed is given by κ = lnln(1−α
n ) , where p is the probability
that all selected correspondences are inliers, w is the probability that any selected
correspondence is an inlier and n is the number of correspondences needed for
the hypothesis. Assuming that p = 0.99 and α = 0.5, a total of 35 iterations
are needed for our 3-point algorithm, i.e. n = 3. In contrast, the linear 6-point
algorithm [Ess et al., 2007] where n = 6 would require 293 iterations. The
efficiency in having less iterations within RANSAC highlights the importance
of using the minimal number of point correspondences.
Each hypothesis generated by RANSAC often give rise to more than one real
solution from solving the polynomial equation in Section 8.3.2. We do additional
iterations within RANSAC to check the inlier count for each of these solutions
from each hypothesis, where the correct solution gives the highest inlier count.
It is therefore desirable to have the minimal solution to keep the number of additional RANSAC iterations low. The number of additional RANSAC iterations
for our method is halved compared to Chen’s method [Chen and Chang, 2004]
since our method has a minimal solution up to 8 real solutions while Chen’s
method yields up to 16 real solutions.

8.5 Non-Linear Refinement
We further refine the estimated pose R and t by minimizing the total reprojection
errors from all the inlier point correspondences found from RANSAC. The cost
function is given by
argmin
R,t

XX
i

||π(Pi , Xj ) − x̃ij ||2

(8.19)

j

where x̃ij is the 2D point from the fisheye image with Xj as its 3D point
correspondence and seen by the ith camera Ci that makes up the multi-camera
system. π(.) is the camera projection function that projects a 3D point onto the
2D fisheye image as described in Section 2.2. Pi is the camera projection matrix
given by
T
T
Pi = [RC
RT , −RC
(RT t + tCi )]
i
i

(8.20)
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where RCi and tCi are the camera intrinsics as defined in Section 8.2. The
minimization of Equation 8.19 is done with the Google Ceres solver [Agarwal
et al., 2011] using the Levenberg-Marquardt algorithm.

8.6 Results
We evaluate our proposed multi-camera pose estimation algorithm with both
simulations and large-scale real-world datasets.

8.6.1 Simulations
We compare the accuracy and stability of our algorithm with Nister’s [Nistér,
2004], Chen’s [Chen and Chang, 2004] and Kneip’s [Kneip et al., 2013] algorithms based on the simulation setup suggested in [Quan and Lan, 1999]. The
simulated multi-camera system is made up of 4 separate cameras looking front,
right, left and right with no overlapping field-of-views. Note that the chosen
camera configuration and simulated rays are free from the parallel ray degeneracy mentioned in Section 8.3.3. The absolute orientation used in Chen’s method
is from [Haralick et al., 1991] while the minimal solution proposed in Section
8.3.4 is used in our method. To make a fair comparisons of the accuracy and
stability of the algorithms, we do not apply RANSAC and non-linear refinement
in the simulations.
We randomly generate a ground truth camera pose within a given range of
[-3 3] m for (x,y,z) and [-0.1 0.1] rad for all angles, i.e. roll, pitch and yaw. We
also randomly generate three 3D world points within a given range of [-50 50]
m for (x,y,z). The image coordinates are found by reprojecting the 3D points
into the respective camera where it is visible. We corrupt the image coordinates
with noise ranging from 0 to 1 pixel with a 0.1 pixel interval. The pose of the
camera in the world frame is computed based on the corrupted image coordinates
using the four algorithms. Following [Quan and Lan, 1999], we compute the
relative translational error as 2||test − tgt ||/(||test || + ||tgt ||) where test and tgt
are the estimated and ground truth translations. The relative rotational error is
T
computed as the norm of the Euler angles from Rest Rgt
where Rest and Rgt
are the estimated and ground truth rotation matrices.
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Figures 8.8a and 8.8b shows the plots of the average relative translational and
rotational errors from 500 random trials per image coordinate noise level. It
can be seen that the errors from both Chen’s and our algorithms are lower than
Nister’s and Kneip’s algorithms. The results imply that the two-step approaches,
i.e. Chen’s and our algorithms, that solves for the depths and absolute orientation are less susceptible to the influences of noise compared to Nister’s direct
approach and Kneip’s Gröbner basis method. It was mentioned in Section 8.3.4
that our minimal solution for absolute orientation is not a least-squares solution
and therefore less robust to noise. Nonetheless, from the simulation results, we
observe that the estimation errors from our algorithm is only marginally higher
than Chen’s algorithm that used the absolute orientation from [Haralick et al.,
1991]. The estimation errors from our algorithm also remain relatively low with
increasing pixel noise.

Time Efficiency of Minimal Solution for Absolute Orientation: We compare
the time efficiency of our minimal solution for absolute orientation proposed
in Section 8.3.4 with the standard approach that requires SVD [Haralick et al.,
1991, Berthold K. P. Horn, 1987]. Figure 8.9 shows the error bar (means and
standard deviations) plot of the running times needed for our minimal solution
for absolute orientation and the SVD approach proposed in [Haralick et al.,
1991, Berthold K. P. Horn, 1987] over pixel noises in the range of 0 to 1 pixel
at an interval of 0.1 pixel. Similar to the accuracy and stability comparison
simulations, for each pixel noise, we randomly generate 500 ground truth camera
pose within a given range of [-3 3] m for (x,y,z) and [-0.1 0.1] rad for all angles,
i.e. roll, pitch and yaw. We also randomly generate three 3D world points within
a given range of [-50 50] m for (x,y,z). The times recorded on Figure 8.9 are the
mean (with standard deviations) times taken from the minimal and SVD absolute
orientation respectively, after the computation of the depths of the points along
the Plücker lines using the method proposed in Section 8.3 for all the 500 trials
under each pixel noise. It can be seen from the error bar plot in Figure 8.9
that the computation with our minimal solution for absolute orientation is on
the average about 2.5 times faster than the standard SVD approach. It is also
interesting to note that the standard deviations of the running times from our
minimal solution is smaller than the SVD approach.
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8.6.2 Real Datasets
Datasets were collected from our self-driving car - Grobi shown in Figure 1.2.
It is equipped with 4 fisheye cameras looking front, rear, left and right with
non/minimal overlapping field-of-views. The GPS/INS system is also available
for ground truth. Figures 8.10a and 8.11a show two areas for testing our algorithm. TestArea01 and TestArea02 are car parks besides an office building and
a supermarket, and covers an area of approximately 140×280m and 160×150m
respectively. For each of the test area, we first collect a set of images from
the multi-camera system on our self-driving car for the map construction. This
is followed by another drive through the same area to collect a separate set of
images to test our pose estimation algorithm. To build the maps, we extract
the SURF [Bay et al., 2008] features, and triangulate 3D points based on the
GPS/INS readings. We apply bundle adjustment (implemented with Google
Ceres solver) on the GPS/INS poses and triangulated 3D points to get the final
maps. The maps also contains all the 2D-3D correspondences of the SURF and
3D points. The blue dots on Figures 8.10a and 8.11a are the 3D points from the
maps after bundle adjustment.
The green trajectories on Figures 8.10a and 8.11a are the GPS/INS ground
truth readings from the datasets to test our pose estimation algorithm on both
areas. A total of 2500 and 2100 frames are used for testing. We first create a
vocabulary-tree [Nistér and Stewénius, 2006] with all the SURF features from
the map. For every frame from the test dataset, we extract the SURF features,
and query for the frame from the map with the highest similarity score with
the vocabulary-tree. We obtain the 2D-3D correspondences of the test and map
frames by matching the SURF features. Finally, we compute the pose of the
test frame in the map with our multi-camera pose estimation algorithm. Note
that a frame refers to a set of 4 images from all the cameras. The red dots
on Figures 8.10a and 8.11a are the estimated poses with our algorithm with at
least 20 2D-3D correspondences. It can be seen that the poses estimated from
our algorithm follows the GPS/INS ground truth closely. Figures 8.10b and
8.11b show the distributions of the translational and rotational errors. We can
see that the error distributions are sufficiently low. It is important to note that
we make the assumption that the GPS/INS reference frame is identical to the
multi-camera reference frame. The bi-modal distribution from the rotation error
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in Figure 8.10b is probably due to the slight imprecision of this assumption.
The translational error is computed as ||test − tgt || where test and tgt are the
translations from the pose estimation and GPS/INS ground truth. The rotational
T
error is computed as the norm of the Euler angles from Rest Rgt
where Rest
and Rgt are the rotation matrices from the pose estimation and GPS/INS ground
truth.
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Figure 8.8: Average (a) translational and (b) rotational errors from 500 random
trials at different pixel noise levels using Nister’s [Nistér, 2004],
Chen’s [Chen and Chang, 2004], Kneip’s [Kneip et al., 2013] and
our algorithms. Note that a large part of the translational error for
Nister’s method (green line) is hidden behind the translational error
for Kneip’s method (cyan line).
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Figure 8.10: (a) Localization results for TestArea01. Results from frames with
< 20 correspondences are discarded. (b) Plots showing the distribution of the translational and rotational errors against GPS/INS
ground truths.
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Figure 8.11: (a) Localization results for TestArea02. Results from frames with
< 20 correspondences are discarded. (b) Plots showing the distribution of the translational and rotational errors against GPS/INS
ground truths.
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If you do not change direction, you may end up where
you are heading.
– Lao-Tzu

The vision of self-driving cars to improve road safety, relief human drivers
from driving and navigation chores etc, and the huge potential of it evolving into
a multi-billion industry has sparked tremendous research interests amongst many
academic and industrial researchers. One of the primary competencies for a selfdriving car is to map its environment and localizes itself with respect to this
map, so that it can navigate safely and freely without any human interventions.
A multi-camera system is a good choice as the main sensor on the self-driving
car because of the flexibility to configure the cameras in a way that maximizes
the field-of-view and absolute scale in ego-motion can be obtained directly
from the epipolar geometry. In addition, cameras are low cost, require low
maintenance and images from cameras are rich in information. This thesis has
described several novel algorithms that formed a pipeline to build a map and
do pose estimation with respect to the generated map based on the inputs of a
multi-camera system with non/minimal overlapping field-of-views mounted on a
self-driving car. All the proposed algorithms were tested with datasets collected
from our self-driving car - Grobi, which is equipped with a multi-camera system
made up of four fisheye cameras looking front, left, right and rear as shown in
Figure 1.2.
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Mapping begins with visual odometry where the ego-motion of the multicamera system is estimated. In Chapter 3, the ego-motion of the multi-camera
system was estimated with the generalized camera model and it was shown
that the generalized essential matrix simplifies significantly when the camera
motion is constrained with the Ackermann motion model, i.e. circular motion
on a plane. An analytical 2-point minimal solution for the general case with
at least one inter-camera correspondence and a special case with only intracamera correspondences were derived. A maximum of up to 6 solutions exists
for the relative motion in both cases. The degenerate case of straight motion
with intra-camera correspondences which appears frequently in real-world data
was investigated and a practical solution using one additional inter-camera feature correspondence was presented. The proposed ego-motion algorithm was
evaluated with a large real-world dataset compared against GPS/INS ground
truth. The results of the comparison clearly showed that the assumptions on the
vehicle motion hold for real-world data.
Errors from visual odometry are accumulated and eventually lead to loopclosure errors when the self-driving car revisits previously visited locations. In
Chapter 4, the Ackermann constraint was relaxed to a planar constraint, where
the relative pose with metric scale between two loop-closing poses can be computed directly from the epipolar geometry of the multi-cameras system without
the need to compute any 3D scene points. As a result, additional time complexities and uncertainties from the reconstruction of 3D scene points needed by
standard monocular and stereo approaches were avoided. The minimal solution
which requires 3-point correspondences was derived and it was shown that the
3-point minimal solution can be implemented efficiently within RANSAC for
robust estimation. It was also shown that the greater flexibility in choosing a
configuration for the multi-camera system to allow wider field-of-views resulted
in finding more loop-closure constraints as compared to a single front-looking
camera. The algorithm was evaluated with multiple large-scale datasets and the
results clearly showed the viability of the algorithm.
The Ackermann and planar motion constraints are based on the assumption
that the self-driving car traverses on flat grounds. While this assumption generally holds for most cases, it is violated when the car negotiates a ramp or moves
across different levels in a multi-level car park etc. In Chapter 5, two different
algorithms - the minimal 4-point and linear 8-point algorithms were derived to
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solve for the relative motion of a multi-camera system with known vertical, i.e.
known absolute roll and pitch angles. It was shown that in comparison to the
Ackermann constraint other existing algorithms for motion estimation with a
multi-camera system, the proposed algorithms are practical to be used within
RANSAC for real-world ego-motion estimation and free from any constraints,
i.e. the full 6 degree-of-freedom for the relative motion is obtained. Results
from both simulations and real-world datasets demonstrated the feasibility of
the proposed algorithms.
A potential loop-closure pose pair is identified by the vocabulary-tree based
place recognizer purely based on the appearance similarity between the set of
images seen from the pose pair and does not take the geometric relation between
these images into account. The geometric verification step first computes the
geometric relation between the images from the potential loop-closure pose pair
with the 3-point algorithm (generalized camera with planar constraint). Next,
the pose pair with an inlier count from the 3-point RANSAC that is more than a
given threshold is selected as the loop-closure pose pair. The threshold for geometric verification is crucial in identifying the correct loop-closures. However,
this threshold varies for different datasets and has been chosen empirically in
the existing works for visual-based loop-closure. A method for unsupervised
learning of the threshold for geometric verification is proposed in Chapter 6.
It is based on the EM algorithm that learns the threshold from the inlier counts
generated from the RANSAC computation of the geometric constraints between
all potential loop-closure image pairs. The proposed algorithm is verified with
multiple large-scale real-world datasets from a multi-camera system. Result was
also shown with a dataset from a stereo setup to demonstrate applicability of the
proposed algorithm on other camera setups.
Loop-closure errors are removed by pose-graph optimization which is essentially a non-linear least squares problem that fails in the presence of outliers. A
robust pose-graph optimization method is needed to handle outlier loop-closure
constraints. In Chapter 7, it was shown that the robust pose-graph loop-closure
problem can be modeled with the Bayesian network and solved with the classification EM algorithm. In addition, the robust pose-graph loop-closure algorithm
with classification EM is proven to be conceptually similar to the M-Estimator
and the choice of the Cauchy function has a better capability in suppressing the
effects from outliers than the commonly used Huber cost function. We showed
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that the proposed algorithm performed better than the existing algorithms - (a)
Switchable Constraints and (b) Max-Mixture Model by showing results from
both simulated and large-scale real-world datasets.
Pose estimation can be done to localize the self-driving car once we have the
map. A new formulation to solve the pose estimation problem of a multi-camera
system was shown in Chapter 8, which is intuitive and easy to implement. It is
based on the Plücker line coordinates which solves the pose estimation problem
in two steps - (a) solve for the depth and (b) solve for the rigid transformation
with absolute orientation. We showed that the depths can be solved with a
minimal number of 3-point correspondences and leads to an 8 degree polynomial
minimal solution. A degenerate case for the method is identified for the case of
orthographic projection. An efficient analytical closed-form minimal solution
for the absolute orientation was also derived. The proposed algorithm was
verified with both simulations and large-scale real-world datasets collected from
our self-driving car.

9.1 Future Works
The mapping and pose estimation algorithms discussed in this thesis are based
on static world assumption and will fail if this assumption was violated. The
real world that the self-driving operates in, however, consists of many ephemeral
dynamic objects and changes that occur over an extended period of time. These
changes have to be taken into account for the mapping and pose estimation
algorithms to work for self-driving cars in long-term operations. Therefore, the
following questions pertaining to dynamic environments have to be addressed
future works:
• How to distinguish between static, ephemeral dynamic objects and changes
that occur over an extended period of time based on the image inputs?
• The current map representation as described in Section 2.1 is definitely
not adequate to represent changes in the environment. What alternative
map representations could be used?
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• Is it possible to make use of the detected changes to improve mapping
and pose estimation results and vice versa?
• Motion estimation, loop-closure detection and pose estimation are highly
dependent on the success of image feature matching, i.e. point correspondences. Different lightings over the day and changes over different
seasons however made it hard to establish point correspondences robustly.
Is there a more robust feature descriptor that works robustly under these
changes?
Another open research question for mapping which is related to the first point
is to assign semantics to the map models in a broader sense. For example
free spaces on the map can be labeled as parking lot, one-way road and zebracrossing etc, and objects in the scene can be identified as other moving cars,
motorcycles and traffic lights etc. With semantics understanding of the environment, the self-driving car would be able to navigate from one point to another
with lesser risks imposed on itself and other road users.
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