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Abstract

Melody generation is a fundamental task in algorithmic music composition, as
melody serves as the expressive core of musical works across genres and tra-
ditions. Style-specific melody generation aims to produce musically coherent
sequences that embody distinctive stylistic characteristics. Existing approaches
exhibit notable shortcomings. Rule-based methods require extensive manual def-
inition for each style. Evolutionary algorithms rely on difficult-to-design fitness
functions. Markov models lack capacity for long-term structural representation.
Deep neural networks depend on large, style-specific training datasets. When
trained on mixed-style data, such networks often generate melodies with diluted
or confused stylistic identity.

Inspired by the creative practices of composers who reference existing music
to guide stylistic decisions, this thesis proposes a method that generates melodies
using a small amount of style-specific input, as little as a single piece. By com-
bining probabilistic modeling with direct optimization, the approach eliminates
the need for handcrafted rules or model training. Qualitative results demonstrate
its ability to produce structured melodies that reflect the stylistic characteristics
of the reference, offering a flexible and efficient solution across diverse musical
styles.
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Chapter 1

Introduction

1.1 Motivation

Automated music generation refers to the algorithmic generation of music, typi-
cally focusing on two main tasks: melody generation and harmonization. Among
these, melody generation is fundamental, as the melody forms the core of a musi-
cal piece and is often its most distinctive and expressive element. Other musical
components, such as harmony, primarily serve to support and enhance the delivery
of the melody.

Melody generation involves producing a sequence of musical notes that form
a musically pleasing and coherent structure. Melody comes in various flavors or
styles, which can be described at multiple levels. At the coarse level, melodic
style may align with a genre, such as pop, jazz, or classical, or a cultural tradi-
tion, such as Western, Chinese, or Indian. It may also reflect a historical period,
such as Baroque, Classical, or Romantic, or the distinctive approach of an individ-
ual composer. At the fine level, different melodies may convey different stylistic
identities. More generally, melodic style can be inferred from consistent charac-
teristics observed across one or more musical pieces.

Existing melody generation methods can be grouped into several categories:
rule-based approaches, evolutionary algorithms, Markov models, and deep neural
networks. Rule-based methods produce melodies by applying manually defined
rules that guide note progression, often grounded in music theory to maintain
coherence. Evolutionary algorithms iteratively refine a population of candidate
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melodies through a process of evaluation and selection based on fitness functions
that assess musical quality. The core idea behind Markov models is probabilistic
modeling of note-to-note transitions, using statistics derived from existing mu-
sical examples, to generate melodies that resemble characteristic aspects of the
source material. Deep neural networks learn complex, non-linear relationships
from large datasets and generate melodies that capture patterns found in the train-
ing examples.

Existing melody generation methods have several shortcomings. Rule-based
systems require handcrafted rules. It is challenging to define a rule set that effec-
tively handles a musical style. Each style demands a distinct set of rules, mak-
ing it difficult for such systems to manage stylistic variation. Handling different
styles involves manually defining new rules, which is a tedious process that com-
plicates adaptation to new styles. Evolutionary algorithms rely on style-specific
fitness functions, which are difficult to design for complex or loosely defined mu-
sical styles. Such functions require explicit, quantifiable criteria that are difficult
to define, limiting their applicability across diverse stylistic domains. Markov
models capture local stylistic patterns by modeling note-to-note transitions based
on short-term statistical dependencies. It is very difficult for them to represent
long-term musical structure because their memory is limited to a fixed number
of preceding states. Thus, it is difficult for them to encode broader thematic de-
velopment, phrase-level continuity, or hierarchical relationships that span larger
musical segments. Deep neural networks are widely used in recent years because
they can learn from training examples to generate melodies. Although these meth-
ods do not require manual crafting of rules and fitness functions, they still require
manual preparation of large amounts of training examples. Moreover, the style
of the generated melodies depend directly on the training examples. To generate
melodies of different styles, a DNN has to be trained separately on different train-
ing sets for different styles. If it is trained on a training set with mixed style, it
will mix the style elements and generate melodies with confused or diluted style
identity.

1.2 Thesis Objective

Modern song composers often seek stylistic inspiration by listening to reference
music that reflects the aesthetic qualities they aim to reflect in their own work.
This process may involve adopting stylistic elements directly or adapting them
to align with a specific stylistic direction. Inspired by this artistic process, this
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thesis aims to develop a method for melody generation based on a small amount
of style-specific reference music provided by the user.

The proposed approach uses probabilistic models to capture note sequence
characteristic of the reference style, given as few as a single reference piece. It
applies direct optimization method, removing the need for model training or large
annotated datasets. The method generates melodies that reflect the desired music
structure, with clearly defined phrase and section closure.

The contributions of this thesis can be summarized as follows:

• Style-specific melody generation: The proposed method enables the gen-
eration of melodies that reflect the stylistic characteristics of a user-provided
reference, which can be as few as a single music piece. This supports per-
sonalized and context-aware composition.

• Flexible adaptation to diverse musical styles: Unlike methods that re-
quire retraining or rule redefinition for each style, the proposed approach
can adapt to different stylistic inputs without manual rule crafting, model
training or extensive data preparation, making it suitable for a wide range
of genres and traditions.

• Training-free direct optimization: The method employs probabilistic mod-
eling and direct optimization techniques, eliminating the need for large an-
notated datasets or model training. This significantly reduces computational
overhead and simplifies the generation pipeline.
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Chapter 2

Music Background

2.1 Fundamental Musical Elements

The most fundamental element of musical structure is the note, defined by three
attributes: pitch, duration, and onset. Pitch refers to the perceived frequency of
a sound, determining whether a note is heard as high or low. It is a perceptual
property determined by both the physical vibration of the sound and the listener’s
perception. Duration indicates the relative length of a note, commonly expressed
as fractional values such as 1 (whole note), 1/2 (half note), 1/4 (quarter note),
1/8 (eighth note), and finer subdivisions. Onset is the time point at which a note
begins within a melody. A rest represents the absence of pitch but, like a note, it
is defined by duration and onset, making it possible to place and measure silence
just like a note.

The temporal structure of music is organized into segments called bars (or mea-
sures), each containing a specific number of beats, which serve as basic units of
time. The grouping and duration of these beats are defined by the time signature,
a notational convention written as a fraction, e.g., 2/4, 3/4, 4/4, or 6/8. In this frac-
tion, the upper number indicates how many beats occur in each bar, and the lower
number specifies the note value assigned to one beat. For instance, the time signa-
ture 4/4 indicates that each bar contains four beats, with each beat corresponding
to a quarter note.

Pitches are organized through tonal relationships, one of the most fundamental
being the octave, defined by a doubling of frequency. Within each octave, pitches
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are grouped into 12 pitch classes, namely C, C\ or DZ, D, D\ or EZ, E, F, F\
or GZ, G, G\ or AZ, A, A\ or BZ and B. Notes assigned to the same pitch class
are perceived as closely related in tonal identity. The smallest interval between
pitches is the semitone, which is the difference between adjacent pitch classes, for
example, C and C\, or E and F.

2.2 Music Structure

A piece of music is organized into sections, phrases and bars. The number of bars
in a phrase is typically a multiple of 4, such as 4, 8, 16, 32, etc. The number of
phrases in a section can be 1, 2, 4, 8, 16, etc.

There are many kinds of section organizations such as A B A, A B A C A, etc.
In the style of A B A, section A is repeated twice, and section B is composed to
contrast section A. Therefore, the melody of section B is coherent but contrast
with that of section A. A variation of A B A is A B A’, where section A’ is essen-
tially the same as section A, except for minor variations. Similarly, the phrases in
a section may be repeated exactly or repeated with minor variations. It is uncom-
mon for a long section to contain several unique, contrasting phrases because it
loses internal coherence.
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Chapter 3

Related Work

Melody generation has been explored through a variety of computational methods,
each employing distinct techniques to generate melodies. This chapter reviews the
categories of existing methods, including rule-based methods, evolutionary algo-
rithms, Markov models, and deep neural networks. Additionally, hybrid meth-
ods that combine elements from multiple paradigms are discussed, highlighting
efforts to leverage complementary strengths and address inherent limitations of
individual approaches. Each subsection provides a focused review of representa-
tive techniques, their underlying principles, and their contributions to the field of
algorithmic melody generation.

3.1 Rule-Based Methods

Rule-based methods generate melodies by applying symbolic rules that guide how
pitches, onsets and durations are chosen, grouped into patterns, and arranged over
time. The rules are constructed either manually, using domain knowledge in mu-
sic composition, or automatically, by extracting patterns from music examples
through grammar-based or probabilistic techniques. During melody generation,
these rules are applied to produce note sequences by specifying which pitches,
pitch onsets and durations are selected, how they are combined into coherent
phrase structures, and how they are arranged within the overall temporal struc-
ture of the composition.

Rule-based methods have been applied to generate melody in the style of com-
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posers, including Bach, Mozart and Milton Babbit [1–6], to generate contrapuntal
melodies [7–10], and to model rhythmic patterns [11, 12].

Rule-based systems can incorporate deterministic, fuzzy, or probabilistic rules.
Deterministic rules function as hard constraints, formulated as Boolean functions
that must evaluate to true for a rule to be satisfied. Fuzzy rules allow partial sat-
isfaction by assigning degrees of truth, acting as soft constraints that support less
strict rules [11, 12]. Probabilistic rules introduce variability by assigning prob-
abilities to rule applications, enabling controlled randomness in the composition
process [2, 5, 7–10, 13].

Rule-based methods have several strengths in algorithmic composition. They
are structurally simple and computationally efficient as they follow explicitly de-
fined rules rather than relying on complex calculations or iterative processes.
Rule-based methods are training-free, which makes them flexible and easy to
adapt. They can generate melodies with clear structural organization through rules
that explicitly encode structure such as phrase boundaries. They can be modified
or extended by adding new rules without requiring retraining.

Rule-based methods have several shortcomings in algorithmic composition.
They require significant domain knowledge, which makes the process of defin-
ing effective rules tedious and challenging. They cannot easily capture patterns
that apply across all melodies, as nuances in musical composition make it difficult
to design rules that remain effective in varied musical contexts. They must rely
on separate rule sets to generate different musical styles, and creating these sets is
a tedious and challenging process that makes it difficult for rule-based systems to
handle diverse styles effectively.

3.2 Evolutionary Algorithms

Evolutionary algorithms generate melodies by gradually improving a population
of music examples through a repeated process of evolution, selection, and repro-
duction. They begin with an initial set of candidate melodies, either generated
randomly or sampled from a reference set. Evolutionary algorithms evaluate each
candidate using a fitness function and select a subset of high-performing candi-
dates as parents for the next generation. They produce new candidates using varia-
tion operators. One common operator is crossover, which generates a new melody
by combining fragments from two parent melodies. Another is mutation, which
randomly alters elements of a parent melody to produce a new one. These opera-

7



tions are applied iteratively to generate new candidates and refine the population
over successive generations.

Evolutionary algorithms have been used to generate rhythmic patterns [14].
They have also been used to generate melodies with balanced smoothness and
tension [15], where tension refers to musical dissonance. In addition, they have
been applied to generating short melodic transitions that connect two fragments
of melody [16]. These methods have also been used to generate melodies condi-
tioned on chord sequences [17–19] and to produce both melody and accompani-
ment [20]. In style-specific settings, they have been used to generate four-voice
melodies in the style of Bach [21–23] and traditional church hymns [24].

Evolutionary algorithms for melody generation vary according to how the fit-
ness function is defined. One way of defining the fitness function is as a combina-
tion of multiple musical heuristics through weighted sums or multi-objective opti-
mization [17–20, 22, 24–27]. It is also defined as a measure of melodic similarity,
typically focusing on pattern similarity [16, 28–30]. Alternatively, it is defined
as statistical features derived from a reference set, including pitch distributions or
n-gram frequencies [14, 15, 21, 23, 31].

The strength of evolutionary methods is that they do not require training. In-
stead, they generate melodies through iterative refinement. By focusing on the
most promising candidates, they generate music that satisfies predefined quality
standards set by the fitness function.

One of the shortcomings of evolutionary methods is their computational cost.
These algorithms rely on evolving large populations over many iterations, which
can result in high resource demand. Evolutionary methods also have limited
structure awareness due to the difficulty of defining fitness functions for global
structure, even though they can sometimes capture medium-level features. An-
other shortcoming is their limited adaptability to specific musical styles. Defining
style-specific fitness functions is challenging, as it requires formalizing nuanced
stylistic features with sufficient specificity. Without clearly defined criteria, these
methods cannot reliably generate outputs that reflect distinct stylistic characteris-
tics
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3.3 Markov Models

Markov models generate melodies by modeling the probability of transitioning
from one state to another, such as from one pitch to the next. These models
assume that the next state in a sequence depends only on a limited number of
previous states. A first-order Markov model considers only the current state, while
higher-order models take into account several previous states. By learning these
transition probabilities from the reference set, Markov models can produce new
melodies that reflect the statistical patterns of the reference set.

In melody generation, two variations of Markov models have been used, namely,
Markov chains [32–43] and Hidden Markov Models (HMMs) [44–46]. Markov
chains consider musical states, such as pitch, note duration, or pitch-duration
pairs, as fully observable states and compute state transition probabilities directly
from sample data. These probabilities are embedded into a state transition matrix,
and guide sequence generation using algorithms such as random walk, selecting
each state based on its predecessor.

On the other hand, HMMs extend Markov models through the inclusion of hid-
den states. These models compute transition probabilities between hidden states
and emission probabilities, which represent the likelihood of a particular observ-
able state arising from a given hidden state. Melody generation with HMMs typi-
cally involves techniques such as dynamic programming and maximum likelihood
estimation.

Markov models are effective for melody generation due to their ability to cap-
ture statistical patterns in musical sequences. Markov chains, in particular, are
computationally efficient and easy to implement, making them well suited for
modeling short-term musical structures such as relationships between neighbor-
ing notes. HMMs extend the capabilities of basic Markov chains by incorporating
hidden states, allowing the modeling of long-range dependencies across multiple
preceding states.

Despite the strengths of Markov models, they also have notable limitations.
One of their main drawbacks is that both low-order and high-order Markov chains
often lack global structural awareness unless incorporated with constraints or rule-
based methods. Although higher-order Markov chains can model longer-range
dependencies, this increased representational capacity often requires greater com-
putational complexity and carries a higher risk of sparsity in the transition matrix.
Moreover, while transition probabilities can be learned from a single data sample,
this also introduces a risk of sparsity that increases with the complexity of the
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model. Finally, HMMs incorporate additional underlying information, but this
makes them more complex and less efficient than Markov chains.

3.4 Deep Neural Networks

Deep neural networks (DNNs) generate melodies by learning complex, nonlin-
ear mappings between numerical representations of inputs and outputs. During
training, the network modifies its internal weights through stochastic gradient de-
scent and backpropagation to capture statistical patterns in the training data. In
the generation phase, it produces output via feedforward activation that reflects
the characteristics captured during training.

The types of DNNs used in melody generation include Recurrent Neural Net-
works (RNNs) [47–51], Transformers [52, 53], Variational Autoencoders (VAEs)
[54–56], and Generative Adversarial Networks (GANs) [57]. RNNs are neural
architectures designed to model temporal relationships in sequential data. They
generate one element at a time, with each prediction influenced by earlier steps
through cyclical neuron connections that transmit information across time. An
extension of RNNs, Long Short-Term Memory (LSTM) networks preserve infor-
mation over longer time spans within a sequence.

Transformers offer an alternative approach to modeling sequence data. Instead
of stepwise computation, they use a mechanism called self-attention to capture
dependencies between all elements simultaneously. This design allows a long
sequence to be processed in parallel rather than step by step.

VAEs are generative models trained to reconstruct input data. They consist
of two components: an encoder and a decoder. The encoder maps input into
an abstract space, referred to as the latent space. The decoder then reconstructs
the original data from the latent representation. Training the VAE to minimize
Kullback-Leibler divergence ensures that the model learns a meaningful mapping
rather than replicating the input directly.

GANs are neural models trained to learn and sample from the probability dis-
tribution of training data. They consist of two components: a generator and a
discriminator. The generator learns to map random samples from a standard dis-
tribution into data examples that resemble the training set, while the discriminator
learns to distinguish these generated examples from those belonging to the train-
ing data. Training continues in an adversarial manner until both models reach
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equilibrium, where the discriminator can reliably differentiate training data from
generated data, and the generator produces outputs that the discriminator can no
longer distinguish from training examples.

Neural networks are powerful models for melody generation due to their abil-
ity to learn complex, non-linear relationships from large datasets. They are par-
ticularly effective when trained with stylistically consistent training data, where
they can learn recurring patterns of pitch and rhythm that characterize a given
style. DNNs such as RNNs, transformers, VAEs, and GANs have been applied to
melody generation tasks, each contributing unique strengths in sequence modeling
and generative diversity.

However, neural networks also come with significant shortcomings. They re-
quire large amounts of training data, which can be a barrier when working with
niche or underrepresented musical styles. Moreover, their outputs are highly de-
pendent on the training set. Therefore, when trained on mixed-style data, they
may produce outputs with mixed stylistic identity. Additionally, while they are
effective at modeling short-term dependencies such as local transitions, they often
struggle to capture long-range musical structure, such as phrase-level continuity
or thematic development. This limitation is due to their dependence on immedi-
ate context, making it difficult to capture long-term structure or generate coherent
phrases without explicit guidance by structural constraints.

3.5 Hybrid Methods

Hybrid methods combine elements from multiple melody generation approaches
to leverage their complementary strengths and mitigate individual limitations.
These methods often integrate symbolic rule-based systems and deep learning
architectures to produce more musically coherent and stylistically flexible output.

For example, MeloForm [58] integrates an expert system with a neural network
to generate melodies with explicit musical form. The expert system encodes do-
main knowledge through symbolic rules that define structural constraints, such as
phrase boundaries and motif repetition. On the other hand, the neural network
generates melodic content within these constraints and learns expressive patterns
from training data. This approach addresses the limitations of purely rule-based
systems in handling stylistic nuances and purely data-driven models in applying
formal structure, enabling the generation of melodies that are both stylistically
rich and structurally consistent.
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Dai et al. [59] introduces another hybrid method that emphasizes controllabil-
ity and structural coherence through a hierarchical music structure representation.
The method integrates a deep neural network with a multi-level abstraction of
musical form, enabling the generation of melodies that reflect both local musical
details and global structural organization. By explicitly modeling motifs, phrases,
and sections, the method allows users to guide the generation process with high-
level structural constraints, addressing a common limitation of purely data-driven
models that often lack formal coherence. This approach enhances stylistic con-
trol and musical expressiveness, making it suitable for applications where both
creativity and structure are essential. The work exemplifies how hybrid systems
can combine the adaptability of neural networks with symbolic representations to
produce musically rich and structurally sound compositions.

These hybrid strategies exemplify a growing trend in algorithmic composition:
combining interpretable, rule-based logic with the adaptive power of machine
learning. In doing so, they offer promising solutions to challenges such as style
generalization, long-term structure modeling, and musical expressiveness.

Both [58] and [59] rely on deep neural networks that require training. This pro-
cess demands significant computational resources as well as tedious data prepara-
tion. In addition, adapting hybrid methods to different musical styles is challeng-
ing. Rule-based methods require creating separate rule sets to generate melodies
of different styles, and neural networks require retraining for different styles. Con-
sequently, it is difficult for them to achieve stylistic flexibility.

3.6 Summary

Existing melody generation methods each has its own strengths and weaknesses.
Rule-based systems offer interpretability and efficiency, and they can explicitly
encode musical structure such as phrase boundaries, but they struggle with stylis-
tic flexibility. Evolutionary algorithms provide adaptive refinement through fitness-
based selection, but they face challenges in defining style-specific and structure-
aware evaluation criteria. Markov models excel at capturing local statistical pat-
terns, but they lack awareness of long-term musical structure. Deep neural net-
works have demonstrated powerful pattern-learning capabilities, especially in style-
specific contexts, though they require large training datasets and often have limited
structural awareness. Hybrid methods attempt to bridge these gaps by combin-
ing symbolic, statistical, and neural components to enhance both expressiveness
and structural coherence. Together, these approaches form a rich foundation for
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Table 3.1: Comparison of existing methods.

Methods References
Training
Required

Computational
Resource

Requirement

Stylistic
Flexibility

Structure
Awareness

Rule-based [1–13] No Low Difficult Yes
Evolutionary [14–31] No High Difficult Limited

Markov
Chains [32–43] No Low Easy No

HMMs [44–46] Yes High Tedious Limited
DNNs [47–57] Yes High Tedious Limited

Proposed
Method NA No Low Easy Yes

algorithmic composition, highlighting the need for models that balance musical
structure, stylistic control, and generative flexibility.

Table 3.1 provides a comparative summary of melody generation methods, eval-
uated along four dimensions: training requirements, computational resource re-
quirement, stylistic flexibility, and structure awareness. The table also includes
the proposed method introduced in this thesis, which aims to combine the simplic-
ity and flexibility of statistical models with structural awareness without requiring
training. This comparison highlights the strengths and weaknesses of existing
methods and the need to balance computational complexity, stylistic control, and
generative flexibility. These are the goals that motivate the methodology proposed
in this thesis.

13



Chapter 4

Style-Specific Melody Generation

This chapter presents the proposed method for style-specific melody generation
that produce musically coherent melodies. The method is structured into three
main components: melody representation, style modeling, and melody genera-
tion. Melody representation defines the structural and temporal framework of
the music, including notes, bars, phrases, and sections. Style modeling captures
rhythmic and pitch characteristics from reference music using probabilistic mod-
els. Melody generation applies these models to produce new melodies, guided
by musical constraints such as closure and acceptance condition. Together, these
components form a training-free, flexible system for generating stylistically con-
sistent melodies.

4.1 Melody Representation

A melody consists of a sequence of m bars hi, for i = 0, . . . ,m− 1. It has a time
signature of 2/4, 3/4 or 4/4. The time signature of 6/8 is omitted for ease of
explanation. Music representation and modeling can be easily extended to 6/8
music.

Each hi corresponds to a single bar of music. Consequently, the length L of hi
is equal to the bar length, which is 2, 3, or 4 beats for time signatures of 2/4, 3/4,
or 4/4, respectively. The bar length L is measured in beats, while the unit interval
θ represents the smallest beat subdivision (e.g., 1/4). Given this structure, L is an
integer multiple of θ , and the total number of discrete time steps within a bar is
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L/θ .

A bar hi consists of a sequence of ni notes ui j with note index j = 0, . . . ,ni −1.
A note ui j has three attributes, namely pitch pi j, duration di j and onset time τi j.
Pitch pi j is encoded as a MIDI pitch number that ranges from 0 to 127. Duration
di j is an integer multiple of θ . The onset time τi j is an integer ranging from 0
to L/θ − 1, indicating the time index at which the note begins within a bar. If a
note ui j has onset time τi j = t and duration di j, it spans the time indices from t to
t +di j/θ −1 within the bar. Time intervals within a bar that are not occupied by
any note represent rests.

Bars are organized into phrases and sections. A phrase consists of 4, 8 or 16
bars, and a section consists of 1, 2, 4 or 8 phrases. Therefore, the number of bars
m is related to the number of sections and section lengths. Bars hi are assigned
structure labels λi. The value of λi is ‘P’ or ‘S’ for bar hi located at the end of a
phrase or a section, and ‘’, otherwise. If bar hi repeats an earlier bar hi′ exactly,
then λi = i′. These information constitute the music structure of the melody.

Strong Beat

Let γ denote the number of equally spaced strong beats per bar. Specifically, γ = 2
for the 4/4 time signature, while γ = 1 for the 2/4 and 3/4 time signatures. Let t
represent the discrete time step within a bar. A time step t corresponds to a strong
beat position if and only if it satisfies the following condition.

t mod L/γθ = 0. (4.1)

4.2 Style Representation

The style of melody consists of two aspects: rhythmic style and pitch style. The
rhythmic style is represented by the note model. It captures the probability P(t,d)
that a note of duration d occurs at onset time t within a bar. The time index t ranges
from 0 to L/θ − 1. The note duration d is an integer multiple of θ . In addition,
the note model captures the most frequently occurring note duration, denoted by
d∗. Furthermore, the note model captures the time point tl that denote the latest
onset time at which a long note with duration d > d∗ occurs. It also captures ε ,
the probability that a bar begins with a long note of duration d > d∗.
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The pitch style is represented by the pitch transition model. It captures the
style of reference music in terms of the change in pitch from one note to the
next. Notice that a melody sounds the same regardless of the actual octave of
the pitches. Thus, it is better to capture pitch transition in terms of pitch classes
than the actual pitch numbers. The pitch transition model therefore captures the
transition probabilities between pitch classes. A pitch class is a set of pitches
that are separated by an integer number of octaves. For instance, the pitch class
C includes all pitches labeled as C across octaves, such as C0, C1, C2, and so
forth. Middle C (C4) corresponds to MIDI pitch number 60, while pitch number
0 corresponds to C−1. Formally, the pitch class c associated with a given pitch
number p is defined by:

c = p mod 12. (4.2)

Let p and p′ denote consecutive pitches in a reference music, where p′ immedi-
ately follows p. Then, the pitch transition is represented as (c,c′,δ ), where c and
c′ are the pitch classes of p and p′, respectively, and δ is the direction of transition:

δ =


+1 if p′ > p

0 if p′ = p
−1 if p′ < p

(4.3)

Then, the pitch transition model captures the transition probability P(c,c′,δ ).

Given a pitch transition (c,c′,δ ) and a pitch p in pitch class c, the pitch p′ in
pitch class c′ can be obtained by a pitch mapping function p′ = f (p;c,c′,δ ):

• δ = 0 : p′ = p.

• δ = 1, c′ > c: p′ = p+(c′− c).

• δ = 1, c′ < c: p′ = p+(c′+12− c).

• δ = 1, c′ = c: p′ = p+12.

• δ =−1, c′ < c: p′ = p+(c′− c).

• δ =−1, c′ > c: p′ = p+(c′−12− c).

• δ =−1, c′ = c: p′ = p−12.
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4.3 Melody Generation

4.3.1 Overview

The melody to be generated should follow a user-specified style. The easiest way
for a user to specify the desired style is to provide one or more reference music. If
more than one reference music is used, they should have consistent styles. Given
the reference music, a pre-processor is used to extract the pitch transition model
and note model. In addition, the user can provide information such as the key
signature, time signature, and music structure, including section structure, phrase
structure, and structure labels.

The method for generating style-specific melody consists of three parts, namely
note generation, pitch generation and melody generation. The note generation al-
gorithm determines the onset times and durations of the notes in a single bar. It
is guided by the probabilistic note model and the specified musical structure. The
pitch generation algorithm assigns pitches to the generated note sequence accord-
ing to the pitch transition model and structural constraints. Finally, the melody
generation algorithm applies the note and pitch generation algorithm iteratively to
generate the melody one bar at a time, following the temporal and tonal character-
istics of the reference music and conforming to the global structural requirements
such as repetition and closure.

4.3.2 Conditions for Generating Melody

To make the generated melody sound musical, the generation of note sequence and
pitch sequence should follow three conditions: acceptance condition, phrasing and
closure.

1. Acceptance Condition

A sequence of repeated pitches can sound monotonous. A bar is considered
monotonous if a sequence of α pitches appears exactly and consecutively for
more than β times. The appropriate values of α and β depend on the desired
music style, and are thus provided by the user.
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2. Phrasing

In a well-formed melody, rhythmic organization should support phrasing, which
in music theory refers to how listeners perceive melody parts as separate bars.
Phrasing shapes the musical flow, allowing each bar to be understood as a separate
idea. A common principle is the use of longer note values to mark boundaries. A
sustained note at the beginning of a bar provides stability, while a long note at the
end highlights the bar as a distinct segment. When both positions are emphasized,
the bar is more readily perceived as a separate part of the phrase.

In this thesis, phrasing is defined as the presence of a long note at the beginning
of a bar, at the end of a bar, or at both positions. A long note is formally defined
as a note with duration d > d∗ , where d∗ denotes the most frequently occurring
note duration.

3. Closure

In a well-formed melody, each phrase and section should end appropriately to
indicate closure. In typical musical practice, the closure note must occur on a
strong beat and have a duration that is sufficiently long.

In this thesis, closure is defined as the presence of a final note (t,d) such that
the onset time t occurs on a strong beat and the duration d is sufficiently long,
specifically d > d∗.

Additionally, the final pitch of a phrase often belongs to the tonic triad which
is a group of three pitch classes derived from the first, third, and fifth notes of a
scale. For example, in C major, the tonic triad consists of the notes C (tonic), E
(third), and G (fifth). Ending on one of these notes reinforces tonal resolution.
In some instances, however, a phrase may conclude on a pitch outside the tonic
triad, resulting in a more open-ended conclusion while still maintaining a coherent
sense of structural closure. Sections, by contrast, typically end with the tonic note,
providing a clearer sense of finality and tonal closure.

4.3.3 Note Generation

The note generation algorithm generates a sequence of notes in a bar of length L
and unit interval θ . The note sequence contains notes at onset time τ j and duration
d j, for j = 0, · · · ,n−1. The notes are generated according to the structure label λ

of the bar and the note model. Recall that the note model contains pairs (t,d), the
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most frequently occuring duration d∗, the latest time point tl at which a long note
with duration d > d∗ occurs, and ε , the probability that a bar begins with a long
note of duration d > d∗.

Algorithm 1 Note Generation Algorithm
Input: bar lenght L, unit interval θ , structure label λ , note model.
Output: τ j, d j, where j = 0, . . . ,n−1.

1: Initialize j = 0, t = 0, remaining duration ω = L.
2: repeat
3: Generate random number ρ sampled from [0,1].
4: if j = 0 and ρ < ε and there is a (t,d) with d > d∗ then
5: Select (t,d), break tie randomly.
6: else if (λ = ‘P’ or ‘S’) and there is a (t,d) with t at a strong beat and

d > d∗ then
7: Select (t,d), break tie randomly.
8: Set ω = 0.
9: else if (λ ̸= ‘P’ or ‘S’) and there is a (t,d) with t = tl and d > d∗ then

10: Select (t,d), break tie randomly.
11: Set ω = 0.
12: else if there is a (t,d) with d ≤ ω then
13: Select (t,d), break tie randomly.
14: if a (t,d) is selected then
15: Create note u j with onset time τ j = t and duration d j = d.
16: Advance note index: j = j+1.
17: Advance time index: t = t +d/θ .
18: Reduce remaining duration: ω = max(0,ω −d).
19: else
20: Skip time index, i.e., insert a rest: t = t +1.
21: Reduce remaining duration ω = ω −θ .
22: until ω = 0

The note generation algorithm works as follows:

• Lines 4 and 5 select (t,d) for beginning long note of a bar, if such a (t,d)
exists in the note model. The condition ρ < ε governs the probability of
setting a long note at the beginning of a bar. The parameter ε is the prob-
ability that a long note occurs at the beginning of a bar in the note model.
Then, the condition of ρ < ε , with 0 <= ρ <= 1, has the same probability
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as ε . Therefore, the generated note sequence follows the same probability
as the note model for having a long note at the beginning of a bar.

• Lines 6, 7 and 8 select (t,d) for ending long note that satisfies the closure
condition. A bar with structure label ‘P’ or ‘S’ is located at the end of a
phrase or a section. For this bar, selecting a long note at a strong beat t
ensures closure condition. This (t,d) exists for the last note of the reference
music. Thus, it is in the note model and can always be selected. Line 8 en-
sures that the selected note becomes the last note in the bar. The remaining
duration is set to zero so the algorithm will not generate any further notes.

• Lines 9, 10 and 11 select (t,d) for ending long note that satisfies the phras-
ing condition. The phrasing condition is applied to a bar that is not at the end
of a music phrase or a section. It requires the bar to end with a long note.
The latest onset time tl is the position where such a note can be placed.
Thus, selecting a long note with onset t = tl leads to the phrasing condition
being satisfied. Line 11 ensures that the selected note becomes the last note,
similar to Line 8.

• Lines 12 and 13 select (t,d) for other notes.

• Lines 15 to 18 create a note, advance the note index and time index, and
reduce remaining duration.

• Lines 20 and 21 advance time index and reduce remaining duration without
creating a note. In other words, it creates a rest.

Algorithm 1 repeats until the remaining duration is zero. Note that the conditions
in Line 4 and Line 9 may be both satisfied at different time steps. Thus, Algo-
rithm 1 may generate a long note both at the beginning and the end of a bar. On
the other hand, the conditions in Line 6 and Line 9 cannot be both satisfied for
the same bar. Thus, Algorithm 1 generates a long ending note that satisfies either
closure or phrasing condition but not both.

Algorithm 1 repeats for n < L/θ iterations. Each iteration creates a note by
selecting an appropriate (t,d). The number of (t,d) pairs in the note model is a
constant that is independent of n. Therefore, the time complexity of the algorithm
is O(n).
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4.3.4 Pitch Generation

The pitch generation algorithm generates k candidate pitch sequences for a bar.
Instead of generating just one sequence, it generates k sequences for the melody
generation algorithm to choose. It generates a pitch sequence according to the
note sequence generated by the note generation algorithm and an initial pitch,
which is generated by the melody generation algorithm. The pitches in a bar are
generated based on the pitch transition model and the structure label λ of the bar.
Recall that the pitch transition model contains transition triplets (c,c′,δ ) and their
transition probabilities.

Algorithm 2 Pitch Generation Algorithm
Input: Note sequence, structure label λ , starting pitch p0, melody key, pitch
transition model.
Output: k candidate pitch sequences.

1: Create an empty stack S.
2: Initialize threshold 0 < φ < 1.
3: Create root node q0 with pitch p0 and depth 0.
4: Push node q0 onto stack S.
5: repeat
6: Pop a node from stack S and set it as the current node q.
7: if depth of q = n−1 then
8: Record pitches from q0 to q as a candidate pitch sequence.
9: else if depth of q = n − 2 and (λ =‘S’ or ‘P’) and random number ρ

sampled from [0,1]> φ then
10: Select all 3 pitches p′ of the tonic triad of the melody key.
11: else
12: Select M pitches p′ with largest transition probability from pitch of q.
13: for each p′ in increasing transition probability do
14: if pitch sequence from p0 to p′ is acceptable then
15: Create a node q′ as a child node of q.
16: Set pitch of q′ as p′, depth of q′ as depth of q+1.
17: Push node q′ onto stack S.
18: until k candidate pitch sequences are generated

In generating the pitch sequences, the pitch generation algorithm employs a tree
structure to maintain partial pitch sequences. It works as follows:

• Lines 1 to 4 create a root node q0 on the stack with initial pitch p0 and depth
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of 0.

• Line 6 pops the node q on the top of the stack.

• Lines 7, 8: If depth of q is n−1, q is the last node in the sequence. So, the
pitch sequence from root node q0 to node q is recorded as a candidate pitch
sequence.

• Lines 9, 10: If depth of q is n− 2 and the bar is at the end of a phrase or
a section, then 3 pitches of the tonic triad of the melody key are selected
probabilistically as candidate next pitches p′.

• Lines 11, 12: Most of the time, M candidate pitches p′ with the largest
transition probabilities from the pitch of q are selected.

• Lines 13 to 17 checks whether the new pitch p′ forms an acceptable se-
quence from the initial pitch p0. If true, a node q′ with pitch p′ is created as
the child node of q.

Algorithm 2 repeats until k candidate pitch sequences are generated.

The pitch generation algorithm generates k candidate pitch sequences, each
with n pitches according to the node sequence generated by the note generation
algorithm. Each pitch is selected according to the pitch transition model and struc-
ture label. The number of pitches in the pitch transition model is a constant that
is independent of k and n. In the best case, only one branch of the tree is ex-
panded, so the time complexity is O(n). Thus, the best-case time complexity of
the algorithm to generate k sequences is O(kn).

In the worst case, all branches of the tree have to be explored before k se-
quences are accepted. For a tree of depth n whose nodes each having M child
nodes, it has a total of Mn nodes. Therefore, the worst-case time complexity is
O(Mn). This worst-case scenario seldom happens because sequence rejections
usually occur earlier, say no longer than depth n′ < n. Thus, a typical time com-
plexity is O(Mn′ + kn), which reduces to either O(Mn′) or O(kn), depending on
which term dominates. Fig. 4.1 illustrates best case, worst case and typical case
scenarios of the pitch generation algorithm.

4.3.5 Melody Generation

The melody generation algorithm generates a melody of desired structure as spec-
ified by the user. The music structure includes the melody key, key signature,
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(a) Best Case (b) Worst Case (c) Typical Case

Figure 4.1: Tree structures illustrating the best case, worst case, and typical case
scenarios of the pitch generation algorithm.

number of bars m, bar length and structure labels. It applies the note and pitch
generation algorithms to generate melody for each bar, one at a time. Recall
that pitch generation algorithm generates k candidate pitch sequences for each bar
by locally maximizing the pitch transition probabilities, subject to structure con-
straints. Among these k candidate sequences, the melody generation algorithm
chooses the one with the largest confidence. The confidence is measured as sum
of the transition probability of each pitch p j in pitch class c j to pitch p j+1 in pitch
class c j+1 in the direction δ j as defined in Section 4.2. Therefore, the confidence
C is

C =
n

∑
j=1

P(c j−1,c j,δ j). (4.4)

The sequence with the largest confidence C is the one that best matches the style
of the reference music.
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Algorithm 3 Melody Generation Algorithm
Input: Target melody structure, pitch transition model.
Output: Target bars hi, i = 0, . . . ,m−1

1: for i = 0, . . . ,m−1 do
2: if λi = i′ then
3: Copy the melody of hi′ to hi.
4: else
5: if i = 0 then
6: Randomly select an initial pitch p′.
7: else
8: Let p denote the last pitch of bar hi−1.
9: Select p′ with largest transition probability from p.

10: Apply note generation algorithm to generate note sequence.
11: Apply pitch generation algorithm to generate k pitch sequences.
12: Among the k sequences, select the one with the largest

confidence C (Eq. 4.4).
13: Assign the selected pitch sequence to the note sequence to form

the bar hi.

The melody generation algorithm is straightforward. It generates one bar at a
time as follows:

• Lines 2, 3: If bar hi repeats bar hi′ exactly, then the melody of hi′ , which
includes the note sequence and pitch sequence, is copied to hi.

• Lines 5 to 9: An appropriate initial pitch is selected for bar hi. For the first
bar of the melody, Line 6 generates an initial pitch randomly. Alternatively,
it can also use an initial pitch provided by the user. For subsequent bars,
the pitch with the largest transition probability from the last pitch of the
previous bar is selected.

• Line 10 applies the note generation algorithm to generate a note sequence
according to the note model and structure constraints.

• Line 11 applies the pitch generation algorithm to generate k candidate se-
quences according to the pitch transition model and structure constraints.

• Line 12 selects the best sequence among the k sequences.

• Line 13 assigns the selected pitch sequence to the generated note sequence
to form bar hi.
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This algorithm is repeated for each bar of the target melody.

Algorithm 3 iterates m times for m bars. In each bar, it applies the note gener-
ation algorithm and the pitch generation algorithm to generate the note sequence
and pitch sequences. The note generation algorithm has time complexity of O(n).
The pitch generation algorithm has best-case, worst-case and typical time com-
plexity of O(kn), O(Mn) and O(Mn′ + kn), respectively, with n′ < n. Therefore,
the melody generation algorithm has best-case, worst-case and typical time com-
plexity of O(kmn), O(mMn) and O(mMn′ + kmn), respectively.
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Chapter 5

Experiments and Discussion

This chapter presents experiments that illustrate the performance of the melody
generation algorithm. Audio files of the results are available in https://tinyurl.com/
3mpwyje7. It is organized into two main parts, namely note generation tests and
pitch generation tests. Note generation tests examine the note generation algo-
rithm. For clear visualization of the results in the form of Western music scores,
the generated note sequences are paired with known pitch sequences. Pitch gener-
ation tests examine the pitch generation algorithm. The generated results are also
paired with known pitch sequences for visualization in the form of music scores.

Note that the melodies of songs can appear in a wide variety of forms. Whether
a melody sounds pleasing depends on the listeners’ preference. There is no objec-
tive metric for measuring the goodness of a generated melody. Therefore, quan-
titative comparisons are omitted; only qualitative comparisons with respect to the
reference songs are made. Qualitative comparisons of the proposed method with
two known DNN methods are illustrated Section in 5.3.

5.1 Note Generation Tests

5.1.1 Note Generation Test with Single Reference

This section illustrates the generation of note sequences with a single reference
song. The target note styles include the pop style and jazz style, each derived
from a single reference song. In particular, the pop-style reference song is Over
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the Rainbow and the jazz-style reference song is Fly Me to the Moon.

1. Data Preparation

A pop-style and a jazz-style note model were derived from each of the two refer-
ence songs. The note probability P(t,d) was computed by counting the frequency
of occurrence of each (t,d) pair. In addition, the most frequently occurring note
duration, denoted by d∗, and the latest onset time tl at which a long note with
duration d > d∗ occurs were also computed. Finally, ε was computed by counting
the frequency of bars that begin with a long note of duration d > d∗.

For visualization in the form of music score, a pitch sequence was extracted
from Over the Rainbow, a pop song, and Fly Me to the Moon, a jazz song. Two
melodies were generated as follows to illustrate the flexibility of the algorithms:

1. Pop-style note sequence with pop-style pitch sequence.
Pop-style note model was used along with the pitch sequence of Over the
Rainbow.

2. Jazz-style note sequence with jazz-style pitch sequence.
Jazz-style note model was used along with the pitch sequence of Fly Me to
the Moon.

For the note generation algorithm, each bar to be generated was assigned a
structure label λ to reflect a simple and common musical form.

2. Test Results and Discussions

Figure 5.2 illustrates the first 8 bars of the generated melodies, with the corre-
sponding structure label for each bar shown above the bar. The note sequence
in Fig. 5.2(a) follows the characteristics common in pop style. It is regular and
consists mostly of simple durations like quarter and half notes. On the other hand,
the note sequence in Fig. 5.2(b) follows the characteristics common in jazz style.
It has syncopation, dotted notes, and uneven patterns, which are typical in jazz
style.

Furthermore, the styles of the reference songs are reflected in the generated
results. Reference song Over the Rainbow consists of phrases with a long note
at the beginning, at the end, or at both positions (Fig. 5.1(a)). Fig. 5.2(a) reflects
these characteristics: bars 2, 5, and 7 start with long notes, bar 6 ends with a long
note, and bars 1 and 3 both start and end with long notes. This shows that the
algorithm is able to generate long notes at the beginning, end, or both positions
of a bar when such notes exist in the note model. In addition, bars 4 and 8 satisfy

27



(a)

(b)

Figure 5.1: Reference songs used to derive note models. (a) Pop-style reference
song, Over the Rainbow. (b) Jazz-style reference song, Fly Me to the Moon.
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(a)

(b)

Figure 5.2: Note generation from single reference. (a) Pop-style pitch sequence
with pop-style note sequence. (b) Jazz-style pitch sequence with jazz-style note
sequence.

the closure condition, with the final long note placed on a strong beat. Reference
song Fly Me to the Moon consists mostly of phrases that start with long notes
(Fig. 5.1(b)). Fig. 5.2(b) reflects the same style, with most bars starting this way.
Fig. 5.2(b) also shows that bars 4 and 8 satisfy the closure condition, with the final
long note placed on a strong beat.

5.1.2 Note Generation Test with Multiple References

This section illustrates the generation of note sequences with multiple reference
songs. The target pitch styles include the pop style and jazz style, each derived
from a set of reference songs.

1. Data Preparation

Two sets of songs, one for pop and one for jazz, were extracted from Chord
Melody Dataset (CMD) [60]. Each set contained 20 songs. A pop-style and a
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(a)

(b)

Figure 5.3: Note generation from multiple references. (a) Pop-style pitch se-
quence with pop-style note sequence. (b) Jazz-style pitch sequence with jazz-style
note sequence.

jazz-style note model was derived from each of the two sets following the same
procedure described in Section 5.1.1.

As for Section 5.1.1, two pitch sequences were used, namely Over the Rainbow,
a pop song, and Fly Me to the Moon, a jazz song.

2. Test Results and Discussions

Figure 5.3 illustrates the first 8 bars of the generated melodies with the corre-
sponding structure label for each bar shown above the bar. Similar to Fig. 5.2(a),
the note sequence in Fig. 5.3(a) is regular and consists mostly of simple durations.
In contrast, similar to Fig. 5.2(b) the note sequence in Fig. 5.3(b) has syncopation,
dotted notes, and uneven patterns, which are typical of jazz style.
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5.2 Pitch Generation Tests

5.2.1 Pitch Generation Test with Single Reference

This section illustrates the generation of pitch sequences with a single reference
song. The target pitch styles include the pop style and jazz style, each derived
from a single reference song. In particular, the pop-style reference song is Beauty
and the Beast and the jazz-style reference song is Fly Me to the Moon.

1. Data Preparation

A pop-style and a jazz-style pitch transition model was derived from each of
the two reference songs. Pitch transition probability P(c,c′,δ ) was computed by
counting the frequency of occurrence of pitch transition from class c to class c′ in
direction δ .

For visualization in the form of music score, a note sequence was extracted from
Beauty and the Beast, a pop song, and Fly Me to the Moon, a jazz song. Three
melodies were generated as follows to illustrate the flexibility of the algorithms:

1. Pop-style pitch sequence with pop-style note sequence.
Pop-style pitch transition model was used along with the note sequence of
Beauty and the Beast.

2. Jazz-style pitch sequence with pop-style note sequence.
Jazz-style pitch transition model was used along with the note sequence of
Beauty and the Beast.

3. Jazz-style pitch sequence with jazz-style note sequence.
Jazz-style pitch transition model was used along with the note sequence of
Fly Me To The Moon.

For the pitch generation algorithm, the number M of pitches with the largest
transition probabilities was set to 3, and the number k of candidate pitch sequences
generated was set to 5. Moreover, the acceptance parameters were set to α = β =
2. Furthermore, for each bar to be generated, a structure label λ was assigned to
reflect a simple and common musical form.
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(b)

(c)

Figure 5.4: Pitch generation from single reference. (a) Pop-style pitch sequence
with pop-style note sequence. (b) Jazz-style pitch sequence with pop-style note
sequence. (c) Jazz-style pitch sequence with jazz-style note sequence.

2. Test Results and Discussions

Figure 5.4 illustrates the first 8 bars of the generated melodies with corresponding
structure label for each bar shown above the bar. The melodies in Fig. 5.4(a)
and 5.4(b) have the same note sequence because they are generated using the
same note sequence of Beauty and the Beast. On the other hand, the melody in
Fig. 5.4(c) has a different note sequence compared to those of Fig. 5.4(a) and
5.4(b) because it is generated using the note sequence of Fly Me to the Moon,
which has syncopated rhythm.

32



The pitch sequence in Fig. 5.4(a) has the characteristics typical of pop-style,
such as stepwise transitions between consecutive scale notes and repeated notes
that give the melody a stable and straightforward quality. In contrast, the pitch se-
quences in Fig. 5.4(b) and in Fig. 5.4(c) have the characteristics common in jazz
style, including one-semitone pitch transitions and notes outside the main scale
that introduce tension. However, while melody in Fig. 5.4(b) has these pitch char-
acteristics, its rhythm does not reflect jazz style, whereas melody in Fig. 5.4(c)
maintains the jazz style more fully. This comparison shows that both pitch se-
quence and rhythm are necessary to maintain a musical style.

5.2.2 Pitch Generation Test with Multiple References

This section illustrates the generation of pitch sequences with multiple reference
songs. The target pitch styles include the pop style and jazz style, each derived
from a set of reference songs.

1. Data Preparation

Two sets of songs, one for pop and one for jazz, were extracted from Chord
Melody Dataset (CMD) [60]. Each set contained 20 songs. A pop-style and a
jazz-style pitch transition model was derived from each of the two sets following
the same procedure described in Section 5.2.1.

As for Section 5.2.1, two note sequences were used, namely Beauty and the
Beast, a pop song, and Fly Me to the Moon. The parameters of the algorithms are
the same as those in Section 5.2.1.

2. Test Results and Discussions

Figure 5.5 illustrates the first 8 bars of the generated melodies with correspond-
ing structure label for each bar shown above the bar. As for Fig. 5.4, melodies
Fig. 5.5(a) and 5.5(b) have the same note sequence because they are generated
using the same note sequence. In contrast, melody Fig. 5.5(c) has a different jazz-
style syncopated rhythm.

Similar to Fig. 5.4(a), Fig. 5.5(a) stays within the scale, with no semitone tran-
sitions or notes outside the scale. In contrast, similar to Fig. 5.4(b) and Fig. 5.4(c),
the pitch sequences in Fig. 5.5(b) and Fig. 5.5(c) include semitone transitions or
notes outside the scale. Moreover, Fig 5.5(c) has jazz-style rhythm along with its
pitch sequence, so it maintains the jazz style better than does Fig 5.5(b).
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(b)

(c)

Figure 5.5: Pitch generation from multiple references. (a) Pop-style pitch se-
quence with pop-style note sequence. (b) Jazz-style pitch sequence with pop-style
note sequence. (c) Jazz-style pitch sequence with jazz-style note sequence.

5.2.3 Exhaustive Generation of Pitch Sequence

The pitch generation algorithm is designed to generate k candidate pitch sequences
for the melody generation algorithm to select. In the extreme, it can generate
all possible candidate pitch sequences exhaustively. To illustrate this property, a
test was conducted using Beauty and the Beast for the note sequence as well as
the pitch transition model. To reduce execution time, only the first 4 bars of the
melodies were generated.
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(b)

(c)

Figure 5.6: Examples from exhaustive generation of pitch sequences. (a) Pitch
sequence that matches the reference song Beauty and the Beast exactly. (b), (c)
Variations of pitch sequences.

The pitch generation algorithm generated a total of 11,623 4-bar pitch sequences.
One of these generated pitch sequences matches the reference song Beauty and the
Beast (Fig. 5.6(a)). Two other generated pitch sequences are shown in Fig. 5.6(b)
and 5.6(c). These pitch sequences are very similar to each other, and can be con-
sidered as variations of each other. These results show that the algorithm can
generate all possible pitch sequences, including the reference sequence, and other
variations derived from the pitch transition model.

5.3 Full-length Melody Generation

5.3.1 Full-length Melody Generation with Single Reference

This section illustrates full-length melody generation with a single reference song,
with emphasis on section contrast and closure. The reference song is I Want to

35



Hold Your Hand, which consists of two contrasting sections, namely section A
and section B.

1. Data Preparation

Two note models were derived, one from each section of the reference song. In
addition, two pitch transition models were derived, one from each section of the
reference song.

Two sections of a melody were generated as follows:

• 8-bar section in the style of section A of the reference song.

• 8-bar section in the style of section B of the reference song.

In both cases, style refers to rhythmic style and pitch style.

For comparison, two DNN models of Google Magenta [61] were used, namely
Magenta LookbackRNN model and Magenta AttentionRNN model. Both models
take a prompt melody as input and generate a continuation of the specified length,
providing a basis for comparison in melody generation.

A section in the style of section A was generated by providing section A of the
reference song as the prompt melody to the DNN model. Similarly, a section was
generated in the style of section B by using section B of the reference song as the
prompt melody. The same procedure was applied to both DNN models, so each
model produced two sections.

2. Test Results and Discussions

The reference song I Want to Hold Your Hand consists of two sections. Section
A (Fig. 5.7(a)) has a dynamic rhythm with high note density, frequent changes
in note durations, and a dynamic melodic contour with ascending and descending
pitch transitions. On the other hand, section B (Fig. 5.8(a)) has a stable rhythm
and a stable melodic contour, creating a contrast with the variability of section A.

Fig. 5.7(b), (c), and (d) illustrate the results generated by the proposed method,
Magenta LookbackRNN, and Magenta AttentionRNN, respectively. The melody
in Fig. 5.7(b) has a dynamic rhythm and contour that closely follow the style of the
reference section A, with well-defined phrasing and clear closures at bars 4 and 8.
In contrast, Fig. 5.7(c) shows a rhythmic style that differs from the reference, with
a more dynamic rhythm. Fig. 5.7(d) is stylistically closer to the reference than
does Fig. 5.7(c), yet Fig. 5.7(b) remains the most similar to the reference overall.
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(a)

(b)

(c)

(d)

Figure 5.7: Section A of the reference song, I Want to Hold Your Hand, and
sections in the style of section A of the reference song, generated by different
methods: (a) Section A of the reference song. (b) Result of the proposed method.
(c) Result of Magenta LookbackRNN. (d) Result of Magenta AttentionRNN.

Furthermore, both Fig. 5.7(c) and Fig. 5.7(d) lack clear phrasing and closure at
the end of the section.

Fig. 5.8(b), (c), and (d) illustrate the results generated by the proposed method,
Magenta LookbackRNN, and Magenta AttentionRNN, respectively. The melody
in Fig. 5.8(b) has a stable rhythm and a melodic contour that follows the style
of the reference section B, with well-defined phrasing and clear closures at bars 4
and 8. On the other hand, Fig. 5.8(c) has a different style than the reference, with a
more dynamic rhythm and a more dynamic contour than the reference. Fig. 5.8(d)
also has a different rhythmic and melodic style than the reference, particularly
toward the end of the section. As noted in the discussion of generation results in
section A style, both Fig. 5.8(c) and Fig. 5.8(d) lack clear phrasing and closure at
the section ending.
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(a)

(b)

(c)

(d)

Figure 5.8: Section B of the reference song, I Want to Hold Your Hand, and
sections in the style of Section B of the reference song, generated by different
methods: (a) Section B of the reference song. (b) Result of the proposed method.
(c) Result of Magenta LookbackRNN. (d) Result of Magenta AttentionRNN.

5.3.2 Full-length Melody Generation with Two References

This section illustrates full-length melody generation using two reference songs:
I Want to Hold Your Hand as the rhythmic style reference and Love Me Tender as
the pitch style reference. Both reference songs consist of two contrasting sections,
namely section A and section B.

1. Data Preparation

Two note models were derived, one from each section of the rhythmic style ref-
erence. Furthermore, two pitch transition models were derived, one from each
section of the pitch style reference song.
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Two sections of a melody were generated as follows:

• 8-bar section:
Note sequence in the style of section A of rhythmic style reference.
Pitch sequence in the style of section A of pitch style reference.

• 8-bar section:
Note sequence in the style of section B of rhythmic style reference.
Pitch sequence in the style of section B of pitch style reference.

2. Test Results and Discussions

The pitch style reference song Love Me Tender consists of two sections. Section A
(Fig. 5.9(a)) contains no repeated pitches, resulting in a dynamic melodic contour
with ascending and descending transitions. In contrast, section B (Fig. 5.9(c))
includes repeated pitches, which lead to a stable melodic contour.

Fig. 5.9(b) and Fig. 5.9(d) illustrate the sections generated by the proposed
method in the style of section A and section B, respectively. The rhythm in
Fig. 5.9(b) is the same as in Fig. 5.7(b), since both were generated using the same
rhythmic style reference. Similarly, the rhythm in Fig. 5.9(d) is the same as in
Fig. 5.8(b). In terms of pitch, Fig. 5.9(b) has a dynamic contour with no repeated
pitches, consistent with the style of section A of the pitch style reference song. By
contrast, Fig. 5.9(d) has a stable contour with repeated pitches, reflecting the style
of section B of the pitch style reference song.
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(a)

(b)

(c)

(d)

Figure 5.9: Pitch style reference song, Love Me Tender, and sections generated by
the proposed method: (a) Section A of the pitch style reference song. (b) Result
of the proposed method generated according to reference section A. (c) Section
B of the pitch style reference song. (d) Result of the proposed method generated
according to reference section B.
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Chapter 6

Conclusion

This thesis presented a novel method for style-specific melody generation, in-
spired by music artist’s creative process of referencing existing music to guide
stylistic decisions. The proposed method consists of three parts, namely note gen-
eration, pitch generation and melody generation. The note generation algorithm
generates a sequence of notes within a bar. The pitch generation algorithm gen-
erates k candidate pitch sequences for a bar. The melody generation algorithm
selects one of the k pitch sequence to generate a melody of the desired structure,
as specified by the user, by applying the note and pitch generation algorithms to
each bar.

The proposed method enables a user to generate melodies that reflect the stylis-
tic characteristics of as few as one reference piece. The core contributions of
this work are threefold. First, it introduces a melody generation method that cap-
tures stylistic features of rhythm and pitch from one or more reference pieces and
supports style-specific generation of note sequence and pitch sequence. Second,
it can adapt to various music styles without retraining or manual rule definition.
Third, it employs training-free direct optimization, eliminating the need for large
datasets and simplifying the generation process. Therefore, it is an efficient and
flexible method for generating melodies of various user-specified styles.

Test results show that the algorithms can generate note sequences and pitch
sequences of various styles, producing interesting melodies. In particular, the
pitch generation algorithm can generate all possible pitch sequences, including
the original sequence of the reference song from which the pitch transition model
is derived. It can also generate variations of the melodies that are similar in profile
but differ in some pitch details. Test results also show that the results generated
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by the proposed method follow the reference styles better than those generated by
two known DNN methods.

Despite its strengths, the proposed methods have some shortcomings.

• The current algorithms work on one bar of music at a time. For many ref-
erence songs, phrasing occurs over two bars instead of one bar. The current
algorithms can be easily extended to handle these styles by changing "bar"
to "fragment", which consists of 2 bars.

• The current note model captures probabilities P(t,d) over onset and dura-
tion but omits information from preceding notes. Extending the note model
to include such dependencies could improve note sequence coherence.

• User control is limited in the current algorithms. A possible improvement
is to allow the user to specify rhythmic density, melodic contour and fluctu-
ation to better guide the algorithms.

• The melody generation algorithm supports repetition and phrase or section
closure and basic mechanisms for variation and contrast. Enhancing con-
trol over these aspects within and across sections would allow the generated
melodies to have clearer structural patterns and better organization of musi-
cal form.
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