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Cloud  computing  is  increasing  adopted  by  enterprises  and  a  choice  platform  for  hosting 
modern applications and to deliver these applications & services to a wider reach of users. 
This review consists of  independent work of seven enthusiastic students (among a class of 
150 students)  in CS5224 that took up the challenges of exploring cloud computing beyond 
what can be covered in a class.   
 
1. The Sky  is  the  Limit: Exploring Solutions  for Cloud Computing Risks and  Limitations, 

Nicholas Leong Zhong Wei 
Abstract ‐ Cloud computing has represented a huge shift from traditional way businesses 
think about IT resources, bringing about numerous benefits for companies. However, with 
any technology, there comes an associated risk that  IT decision‐makers must be made 
aware  of  to  fully utilize  IT  solutions  to  its  fullest potential.  Some  of  the  biggest  risks 
associated with  relying purely on cloud providers  to be  the panacea  for  IT  solutioning 
include network latency, security, downtime, and vendor lock‐in. We also explore possible 
solutions that can be used in conjunction with any cloud deployment such as edge or fog 
computing, blockchain technology, adoption of cloud standards and cloud best practices. 

 
2. Serverless Computing: Present State and Trends, Clarence Cai Jianxiong  

Abstract ‐ A review on existing serverless technologies present in cloud providers: their 
characteristics  compared  and  their  limitations.  This  paper  discusses  what  are  some 
considerations and impacts of serverless characteristics to organizations and relates the 
next step of functions‐as‐a‐service to functions on the edge. 

 
3. Green Cloud Computing: Current Challenges and Future Opportunities, Joyln Foo Ai Ling  

Abstract  ‐ To accommodate  for  the exponential use of data and various  technological 
innovations,  cloud  computing  has  evolved  from  a  niche  tool  used  by  only  the most 
innovative companies, to becoming a crucial component of any tech‐enabled company’s 
infrastructure. A tipping point will soon come, as more firms migrate to the cloud, and 
cloud vendors must seek  increasingly  innovative means  to build more energy efficient 
cloud services in order to protect the environment. This research paper aims to delve into 
what constitutes green cloud computing, no  longer a mere buzzword but an  important 
concern  in mainstream cloud computing. We will explore  the challenges which  impact 
cloud vendors, consider several innovations used to make cloud computing greener, and 
review eminent features of state‐of‐the‐art data centers, which will hopefully become the 
norm in future designs. 

 
4. SaaSecurity: Controls and Implementation for Financial Institutions, Wee Yap Hwee 

Abstract—Financial Institutions (FIs) are increasingly adopting cloud computing Software‐
as‐a‐Service  (SaaS)  platforms  to  reap  their  benefits  and  efficiencies.  However,  these 
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platforms  pose  different  risks,  resulting  in  various  regulators  and  associations  across 
regions  issuing  financial  industry‐specific  guidance  and  recommendations.  Given  the 
plethora of information available, these can pose various interpretation and assimilation 
challenges for FIs evaluating SaaS providers. 
Therefore, beyond analyzing these guidance variances between regions, this paper seeks 
to support FIs incorporating these recommendations by designing a practical framework 
on how these recommendations can be comprehensively evaluated, distilled, and tailored 
in evaluating a potential SaaS provider. We then apply the proposed framework, including 
an analysis matrix, to evaluate a leading SaaS provider. Finally, we provide insights into 
how  FIs  and  other  non‐financial  sector  organizations  can  abstract  and  leverage  the 
framework’s flexibility and extensibility for analysis on their specific SaaS provider. 
 

5. Quantum Computing: As a Service and for Existing Services, Clinton Law Yong Qiang  
Abstract ‐ Quantum computing has been gaining traction of late, owing to the great strides 
in quantum mechanics in recent years. As it is still very much in its infancy, the physical 
implementations of quantum computers are highly specialised and impossible to replicate 
without niche equipment and precise conditions. This makes the provision of quantum 
computing services an apposite candidate to be offered over the cloud, a process formally 
coined as ‘Quantum Computing as a Service’ (QCaaS). This article will lightly introduce the 
concepts underpinning the highly nascent features of quantum computing, which lays the 
foundation for understanding what can be realistically achieved by quantum computing 
in the realm of QCaaS and our existing efforts in classical cloud computing. We will then 
examine the state of QCaaS service provision by surveying the numerous service providers 
in the scene before projecting what lies ahead for QCaaS. 
 

6. China  vis‐à‐vis  Global  Cloud  Market:  Current  State,  Recent  Trends  and  Probable 
Developments, Lim Tern Poh 
Abstract—Cloud computing relies on ultra‐large‐ and large‐scale cloud datacenter as its 
core  infrastructure  to  provide  services  to  consumers.  Such  data  centres  are  energy‐
intensive to operate and require good network infrastructure to ensure low latency. Even 
though China has excess datacenters supply, there is a mismatch of supply and demand. 
Its tier‐1 cities face a deficit of data centre supply that cannot be resolved with excess data 
centre  supply  in  remote  areas.  This  supply  crunch  is  expected  to  accelerate  given 
increasing cloud penetration and cloud adoption. As a result, China's dream of becoming 
a technological powerhouse might be impeded. In this paper, we walkthrough of China's 
cloud market, beginning with macro‐overview before moving  to analyze China's cloud 
market nuances that lead to a data centre supply crunch at tier‐1 cities. 

 
7. Real‐time Rendering in Cloud Gaming, Tan Yu Wei 

Abstract—This paper  is a survey of state‐of‐the‐art cloud gaming services and research 
developments, with  a  focus  on  achieving  immersive  visual  quality while maintaining 
interactive frame rates in real‐time rendering. Features of 3 popular cloud gaming services 
are also discussed,  followed by a prediction of  the  trend of rendering  in cloud gaming 
moving forward. 
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Abstract— Cloud computing has represented a huge shift from traditional way businesses think about IT resources, bringing 

about numerous benefits for companies. However, with any technology, there comes an associated risk that IT decision-makers must 

be made aware of to fully utilize IT solutions to its fullest potential. Some of the biggest risks associated with relying purely on cloud 

providers to be the panacea for IT solutioning include network latency, security, downtime, and vendor lock-in. We also explore 

possible solutions that can be used in conjunction with any cloud deployment such as edge or fog computing, blockchain technology, 

adoption of cloud standards and cloud best practices. 

 

I. INTRODUCTION 

Cloud computing is at the core of many enterprises in 
today’s day and age and has completely transformed how 
businesses think about IT resources. According to [1], 
spending on public cloud IT infrastructure in the second 
quarter of 2020, reaching $14.1 billion and exceeded the 
level of spend on non-cloud IT infrastructure for the first 
time. In Singapore, nearly 9 in 10 IT decision-makers 
mention their companies have already been using cloud-
based services [2]. This adoption may have been accelerated 
by the ongoing COVID-19 crisis as companies have been 
increasingly looking to transition to a variable cost model 
and a more agile business environment that could help them 
tackle unexpected and devastating events [3]. 

 Despite the general hype on the subject across the IT 
world, there are always risks and limitations involved for 
adoption of any new technology. For businesses that are 
considering adoption of cloud computing or have already 
adopted cloud computing, it is imperative to understand the 
business impacts of using a cloud provider. The number of 
offerings and options available can completely bedazzle and 
confuse the user into doing the bare minimal to get their 
services up and running or a false sense of security. In this 
paper we will look at top risks and limitations of cloud 
computing and look at solutions to help IT decision-makers 
mitigate them. 

 

II. THE RISKS AND LIMITATIONS 

A. Network Latency 

In “Cisco Global Cloud Index: Forecast and 

Methodology, 2016-2021” it is estimated that by 2021 there 

will be nearly 850 zettabytes (ZB) of data. However, even 

if only 10% of data is useful at 85 ZB, it will overwhelm 

projected data center traffic by an estimated factor of four 

in 2021 [4]. This growth in data has been fueled by the 

mobile internet and social media empowering people to 

become producers of data. In 2019, creators are uploading 

400 hours of video each minute every day with users are 

watching 4,333,560 videos every minute [5]. Let us also 

consider future applications such as that of solutioning a 

self-driving car. At 30 frames per second, video cameras 

create data at a rate that ranges from about 300 gigabyte 

(GB) an hour for 720p video all the way up to 5.4 terabyte 

(TB) an hour for 4K video [6]. This means that to drive a 

10-minute distance to a grocery store and back home can 

already generate up to 1.8 TB of data.  

 

As the volume and velocity of data increases, so does 

the inefficiencies of streaming them to a centralized cloud 

or datacenter for processing. Historically, computing 

power has roughly doubled every 18 months based on 

Moore’s law whereas Nielsen's law of internet bandwidth 

states that a high-end user’s connection speed only grows 

by 50% per year causing the communication network to be 

the bottlenecked [7]. Nowadays, fiber optic cables which 

uses light to send data are the fastest available networking 

option. Even if network capacity were miraculously 

increased to cope with all that data, natural laws of physics 

of the speed of light can cause latencies in the long-haul 

transmission of data. These latencies could bring about 

catastrophic consequences for certain applications such as 

autonomous cars where a few milliseconds could be the 

difference between life and death. 

 

This data gap that could potentially be filled with newer 

and different approaches to computing, such as edge 

computing, fog computing or even decentralized 

approaches. For instance, the collective computing power 

of 12.5 million idle Sony PlayStation 4s in the market today 

is roughly equal that of AWS’s 27 datacenters around the 

world [8]. As of 31 Mar 2020, Sony has already shipped 

out 110 million PlayStation 4s [9]. 

 

B. Security 

 Though a cloud service provider could claim to be 
one of the best secured service providers and promise that 
the user would never have to back up a server again, every 
business could be one data breach away from going under. 
Cloud consumers have no choice but to be completely 
dependent on service provider companies for part of their 
data security which is extremely hard to control. The data 
administrator of the cloud provider can also easily 
manipulate the sensitive data. 
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 Code Spaces, a Subversion and Git hosting provider 
folded after an attacker compromised their Amazon Web 
Services (AWS) accounts [10]. The attacker had gotten 
access to Code Space’s AWS control panel account, deleted 
all Elastic Block Storage (EBS) snapshots, Simple Storage 
Service (S3) buckets, Amazon Machine Images (AMIs), 
EBS instances and machine instances while diverting the 
company’s resources with a Distributed Denial of Service 
(DDoS) attack. 

 On August 31, 2014, a collection of private pictures of 
various celebrities, mostly women, were hacked from the 
online storage offered by Apple's iCloud platform [11]. The 
celebrity accounts were compromised through a very 
targeted attack on usernames, passwords, and security 
questions. 

From these two examples, we can see the shared 
responsibility model of the cloud services opening a 
multitude of avenues where cyber security breaches can 
occur. In the case of the Apple breach, more could have been 
done on the provider’s end to enforce and educate the user 
to have two-step verification. How was a basic secret 
question format suitable to protect the lives of people whose 
careers are openly laid out for the world to see? One could 
also argue cloud providers only provide the 
recommendations and options, but the responsibility still 
lies on the user to implement the practices. For instance, 
vendors do offer backup solutions such as AWS’s Amazon 
Glacier or two-factor authentication (2FA) but leaves the 
user to decide if they wish to implement these features. The 
fact of the matter is, if any party inadvertently drops the ball 
on the shared responsibility, there will always be individuals 
to take advantage of the situation for their own benefit. 

 

C. Downtime 

Downtime could occur in the form of outage from the 

service provider, general internet connectivity or a cloud 

consumer’s own internet services. Cloud computing 

increases the surface area where such risks increase overall. 

In June and July of 2019, a whole slew of companies and 

services were hit by outages from cloud providers, 

including Cloudflare, Google, Amazon, Shopify, Reddit, 

Verizon, and Spectrum [12]. In fact, a simple typo had 

caused Amazon’s S3 service to be down for at least 3 hours 

costing companies in the S&P 500 index an estimated $150 

million [13]. 

 

D. Vendor Lock-In 

Organizations may find it difficult to migrate their 
services from one vendor to another which affects 
interoperability and portability of applications. In addition, 
the effort of deploying applications with vendor-specific 
tools across multiple cloud providers is no small feat.  

This is due to a lack of open standards for VM format, 
service deployment interfaces as well as data 
interchangeability [14]. Cloud providers usually propose 
their own proprietary solutions with custom-built policies 
that make the overall cloud landscape heterogenous. For 
example, all the major cloud providers have their 
proprietary data storage without common interface to access 

these databases. Google utilizes BigTable, Facebook uses 
Cassandra and Amazon uses Dynamo. 

It could be then postulated these constraints are anti-
competitive in nature There would be a huge reluctance for 
an organization to switch cloud providers due to its 
significant costs. Furthermore, if a chosen cloud provider 
goes out of business, it becomes a huge problem since data 
can be lost or cannot be transferred to another provider in a 
judicious manner [15]. 

 

III. THE SOLUTIONS 

A. Fog and Edge Computing 

As consumers, we always demand the best possible 

service, best storage, best analytics all combined with 

security and encryption. However, for certain types of 

applications, especially Internet of Things (IoT) devices, 

the current developments of cloud computing are simply 

unable to provide for them as we have explored in section 

II. The natural evolution to the limitations and risk of cloud 

computing have spawned options to have the computing 

placed it closer to the point where data is generated. These 

computing methods are known as fog or edge computing. 

Currently Around 10% of enterprise-generated data is 

created and processed outside a traditional centralized data 

center or cloud. By 2025, Gartner predicts this figure will 

reach nearly 75% [16].  

 

The key difference between the fog and edge computing 

lies in where the location of intelligence and compute 

power is placed. A fog environment places intelligence at 

the local area network (LAN). This architecture transmits 

data from endpoints to a gateway, where it is then 

transmitted to sources for processing and return 

transmission. Edge computing places intelligence and 

processing power in devices such as embedded automation 

controllers [17]. Having local servers crunch data provided 

by IoT devices in turn generates less data travels to the 

cloud, helping companies save time, money and reduce the 

surface area where security breaches can occur.  

 

However, this computing solution may not always work 

in isolation. Although the processed data can be stored at 

the edge, most of it is being sent back to the cloud for 

permanent storage after being processed at the edge. Edge 

computing has been proposed to be a useful ally in various 

applications such smart cities deployment [18] and internet 

of medical things systems [19]. 

 

B. Blockchain Technology 

Deloitte [20] has reported that at least 40% of 

companies surveyed will invest more than US$5 million in 

blockchain in the upcoming year with the top 3 use cases in 

data validation, data access and sharing as well as identity 

protection. 

 

A rapid growth in cloud computing adaption has been 

observed however the information security concerns have 

not been fully addressed. Information security incidents 

and concerns still hinder the growth of cloud computing. 
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Concurrently, blockchain has emerged as a key technology 

to provide security especially in aspects of integrity, 

authenticity and confidentiality as compared to centralized 

database systems.  

 

A blockchain is a form of distributed ledger technology 

that can record transactions. Blockchains typically operate 

through peer-to-peer networks and are designed to prevent 

unwanted tampering. From a management perspective, the 

data storage damages and attacks can be prevented. To 

secure data, powerful cryptographic protocols are used in 

the blockchain network, such as SHA-255 [21]. In most 

blockchain protocols, ownership of transaction information 

by many people makes hacking difficult, security expense 

is saved, transactions are automatically approved and 

recorded by mass participation, and promptness is assured 

[22]. Blockchain is also a representative technology for 

ensuring anonymity. If combined with the cloud computing 

environment, blockchain can be upgraded to a convenient 

service that provides stronger security. In contrast, a 

centralized database requires trusting the cloud provider 

with valuable and sensitive information in their datacenters. 

 

The blockchain transactions are visible to every node in 

the network. Thus, this solves the dependency from a single 

point of failure arising from the dependency on an 

authorized third party. This characteristic makes the 

blockchain highly fault tolerant, ensuring that fault at any 

one node does not impact the whole network. By 

comparison, cloud providers typically provide for 

redundancy to ensure fault tolerance. In addition, since the 

blockchain has this openness attribute, it can provide 

transparency in data when applied to an area requiring the 

disclosure of data. Moreover, the system can be easily 

implemented, connected, and expanded using an open 

source and transaction records can be openly accessed to 

make the transactions public and reduce regulatory costs 

[22]. 

 

Due to all these unique traits, blockchain has been 

proposed to help compliment existing cloud applications in 

industries such as data security in healthcare [23], 

decentralized cloud manufacturing [24] and access control 

frameworks in the cloud [25]. 

 

C. Better Cloud Implementations 

Much of the common risks of cloud computing have 

been helped mitigated by cloud providers offering a 

multitude services and best practices. Some of the common 

best practices also include designing services with high 

availability, utilizing multi-factor authentication, limiting 

access to least privilege and encryption.  

 

For example, to reduce exposure to business 

interruption from the public internet, users should consider 

AWS Direct Connect, Azure ExpressRoute, or Google 

Cloud’s Dedicated Interconnect or Partner Interconnect. 

These services provide a dedicated network connection 

between the user and the cloud service point of presence. 

To aid with vulnerability scanning, consider using cloud 

services such as Amazon Inspector, Azure Security Center, 

Google Web Security Scanner. 

 

D. Industry Wide Standardization Adoption 

From a portability viewpoint, it becomes imperative 

that an organizations’ data is sharable among cloud 

providers. Without the ability to port data or application, it 

would become unfeasible to switch cloud service providers 

at all. Having a standardized format aims at enhancing the 

portability and interoperability of applications across 

different clouds and multi-cloud deployment. 

 

Cloud standards such as the Organization for the 

Advancement of Structured Information Standards 

(OASIS) Cloud Application Management for Platforms 

(CAMP) [26] for Platform-as-a-Service (PaaS) models 

prove immensely useful. The CAMP standard describes a 

self-service API that a PaaS offering presents to the 

consumer. The specified CAMP API provides a resource 

model to describe the main components of any platform. 

Any CAMP-compliant cloud platform can then allow 

independent software vendors to utilize this interface to 

create tools and services. Likewise, cloud vendors can also 

utilize these interfaces to develop new PaaS offerings, 

modify the existing ones which would be compatible with 

independent tools. Thus, cloud consumers save time when 

deploying applications across multiple cloud platforms 

[27]. 

 

IV. CONCLUSION 

As cliched as it may sound, each application or service 

requires its own considerations of how it should be setup. 

In this paper we have gone through some of the risks and 

limitations of cloud computing as well as some solutions 

that exist and alternatives that are quickly emerging that try 

and shore up these weaknesses.  

 

We currently live in an age where IT decision makers 

have a buffet of choices to pick and choose for their 

enterprise. It is imperative that decision makers understand 

the impacts of their choices on their organization to best 

serve the needs of their clients. Due to a multitude of 

services and offerings, it is highly probable that a mesh of 

solutions would work best for majority of consumers. 

While cloud computing has some risks and limitations, it is 

by no means at risk of being completely replaced by any 

one technology. 
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I. INTRODUCTION - WHAT IS SERVERLESS COMPUTE? 
Serverless computing is a way for cloud providers to 

provide a truly “pay to use” cloud offering. As Cloudflare 
defines it, “A serverless provider allows users to write and 
deploy code without the hassle of worrying about the 
underlying infrastructure.” [1]. This is in contrast to other 
types of cloud computing such as Infrastructure-as-a-Service 
(IaaS), Platform-as-a-Service (PaaS) or Container-as-a-
Service (CaaS), where the underlying platform, which is 
defined as the operating system (e.g. Windows, Linux), as 
well as the runtime environment (e.g. Java, .Net Framework, 
.Net Core) is managed by the cloud user.  

Serverless computing can also be related to Serverless 
databases, such as Amazon Aurora, or Azure Data Lake, 
where cloud users use an infrastructure that can dynamically 
allocate resources based on the requirements of the cloud 
users. As well as other types which are explored in this paper. 
However, this paper will focus mainly on Function-as-a-
Service.  

One of the more popular form of serverless computing is 
the Function-as-a-Service (FaaS). They are even synonymous 
in most cases. In serverless computing, cloud users only pay 
for cloud resources that they use. In FaaS, this is taken to an 
extent where the cloud provider only bills for execution time 
(as well as RAM usage). In the case of AWS Lambda, it bills 

to a resolution of 1 millisecond with no minimum per run [2]. 
FaaS, also by design, ‘encourages’ a design pattern that has 
the cloud user design the application to be in multiple pieces 
of business logic (functions) that perform various tasks or 
subtasks. Each function is also executed separately, and is run 
in its separate virtual environment. Separating the application 
into these functions allow for an easy way to scale the system 
as each function can be scaled separately. 

II. TECHNOLOGY MATURITY OF FAAS 
Serverless architecture (specifically FaaS) is a technology 

that while it is relatively new, it is starting to gain acceptance. 
In their regular technology radar, Thoughworks initially had 
placed FaaS as a technology to “Assess” in April 2016. 
However, since November 2016, they had updated it to 
“Trial”. This to me, indicates an acceptance that the 
technology has moved from a “look-and-see” phase to one 
that should be assessed seriously in consideration for 
enterprise projects. 

Thoughtworks’ last entry on their tech radar about 
Serverless architecture was on November 2017 [3], in it, they 
left the level at “Trial” which according to them, means 
“enterprises should try this technology on a project that can 
handle the risk”. The specific issue with it is that certain 
requirements may not fit the FaaS design, potentially causing 
the application developers to have to “fallback to containers 
or server instances”. 

III. SHARED RESPONSIBILITY MODEL – FAAS 
In this version of the Shared Responsibility Model (Figure 

1), Vishwas describes Container-as-a-Service (CaaS) as a type 
of “serverless” computing, as the “application owner is 
relieved of a lot of the server management responsibilities”. 
However, CaaS users would likely still need to manage the 

Fig. 1. Shared Responsibility Model [4] 
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sizing and number of instances that the application should 
scale to, making it not exactly “serverless”. 

In FaaS, the cloud user specifically needs to provide the 
application definition, development and the layers of the 
shared responsibility model above it, including data 
management as well as user authentication and authorization. 

As the cloud-user will only need to provide the specific 
function implementation and not the entire stack, the build and 
packaging part of the stack is managed by the cloud vendor. 
In addition, compared to CaaS, scaling is automatically 
managed. 

IV. PAPER MOTIVATION 
Just as with VM based cloud hosting (IaaS), there is 

always a bare-metal server setup and managed in a data centre 
in the world. At some point, past the abstractions, serverless 
compute solutions must always have containers or VMs 
allocated to execute the workload (with sufficient security 
controls).  

For most cloud vendors, the implementation details of 
most FaaS implementation are typically abstracted from the 
cloud end-user. The cloud end-user is not aware of how the 
function workloads are prepared, warmed-up, loaded and 
served to the service end-users. This abstraction is marketed 
to the user as the ability to ‘focus on application development’ 
as well as ‘reduce time to market’ [5]. On the other side of the 
fence, this abstraction allows cloud vendors to optimize the 
operation of the applications of the cloud users. Scaling out 
and in as needed based on service end-user demand. 

However, even as the operation and hosting of the 
functions are abstracted from the cloud users, it is still 
important to consider them as they affect the way that 
workloads are planned, designed, implemented and operated. 
The capabilities and features that each cloud vendor provides 
is not uniform nor always directly interoperable with each 
other, resulting in a degree of vendor lock-in. This means that 
careful selection of the cloud vendor with regard to their 
limitations is very important. 

With that, this paper set out to assess the key similarities 
and differences between the FaaS implementation of a select 
few cloud vendors. 

V. VENDORS ASSESSED 
In selecting vendors to assess. I selected them based on 

their position in the Gartner Magic Quadrant for Cloud 
Infrastructure and Platform Services (as of August 2020) [6]. 
These are vendors who are considered to be “Leaders” in the 
industries and not just niche players. 

The selected vendors are: Amazon Web Services, 
Microsoft Azure, and Google Cloud. 

VI. SELECTION OF COMPARISON CHARACTERISTICS  
In this paper, I looked through specific papers and sites, 

including literature on serverless computing, specifically on 
FaaS. This is a currently mature topic given its presence for 
years and there were publications both in academia and from 
commercial businesses and I have discovered what they felt 
were the main characteristics for comparison of FaaS 
solutions. I list these characteristics below and have populated 
the information from the respective cloud providers’ sites. 

Comparison 
Characteristic 

AWS Lambda 
[7] 

Azure 
Functions [8] 

Google Cloud 
Functions [9] 

Language Support C#, Go, Java, 
Node.js, 
PowerShell, 
Python, Ruby 
[10] 

Java, .Net 
Core, 
Node.js, 
PowerShell 
Core, Python  

Go, Java, .Net, 
Node.js, 
Python, Ruby 

Cost / request 
(Singapore) 

USD 0.20 per 
1M requests 

USD 0.20 per 
1M requests 

1st 2M 
requests is 
free. 
Thereafter, 
USD 0.4/1M 
requests 

Cost / time 
(Singapore) 

USD 
0.000016666
7 for every 
GB-second 

USD 
0.000016/GB
-second 

USD 
0.0000035/GB
-second 
(Jakarta) 

CPU Limits 6 vCores [11] 100 ACU [12] 4.8 GHz 
RAM Limits 10,240 MB 1,500 MB 4,096 MB 

Network Limits (unspecified) 600 
connections 

(unspecified) 

Ephemeral File 
Storage Space 

512 MB 5,000 MB 4,096 MB 
(Shared with 
RAM) 

Logging and 
Monitoring 

CloudWatch Azure App 
Insights 

Cloud Console 
basic logging 

Max execution 
time for code / 

timeout 

900 seconds 600 seconds 540 seconds 

Code deployment 
package size 

250 MB (unspecified) 500 MB 

Request/respons
e payload size 

6 MB (sync) 
256 KB 
(async) 

100 MB 10 MB 

Processes/thread
s 

1,024 (unspecified) (unspecified) 

Fig. 2. FaaS Characteristics Comparison  

After reviewing the various cloud limits and quotas, it can 
be seen that even after these years, with some level of maturity 
in the FaaS space, there is still a very varied and heterogeneous 
landscape with many different platforms. Some limits are 
actually not specified by all cloud vendors as well. 

VII. KEY CHARACTERISTICS OF SERVERLESS FUNCTIONS 
A key characteristic of serverless functions that sets it 

apart from hosted cloud platforms such as PaaS or IaaS, is its 
ephemerality. The reason that FaaS functions can be billed at 
such minute increments, such as per each millisecond, is 
because resources that it uses are only booted up when 
necessary, allowing for a very great degree of resource 
utilization. 

However, this quick flip-on flip-off comes at a cost. The 
resources are not always left on but will have to ‘cool down’ 
when it is not in use. All objects in the local ephemeral storage 
are lost when this happens, which means that any persistent 
storage needed by the function needs to be external. In 
addition, when the functions are then executed again, the 
system will have to warm up from the cold start. This means 
that the first function call after this happens, will have a long 
response time. In addition, if there are multiple requests in a 
short span of time, which is typical of a sudden influx of 
traffic, such as during a planned event by a B2C company, all 
the sudden requests will have a long response time.  

Knowing what this limitation is will allow for an FaaS 
service to be better selected that has a better performance 
during the crucial moments-of-truth. In the paper, “Serverless 
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Computing: Design, Implementation, and Performance” [13], 
the authors created a prototype FaaS service and benchmarked 
it against a few cloud vendors. In doing so, they created a tool 
to automate the backoff testing.  

In their tool, they tested the number of minutes before the 
execution latency (response time) increased. One observation 
from their results is that the response time of some cloud 
services increase very quickly after a short period of time as 
they shut down unused instances. In addition, the restoration 
of these services (warmup time) varies. It is unlikely that a 
cloud provider like AWS will keep the services running for 
free (as only execution time is charged), and by keeping the 
warmup time low, they can quickly turn off services, reducing 
resource utilization on their end and allows for the high over-
provisioning of provided hosted services. 

Perhaps this test can be re-run in a future paper, such as to 
see if cloud vendors have improved their handling of 
serverless functions, or if they have reduced the time taken to 
warm up services. 

VIII. IMPACT OF SERVERLESS CHARACTERISTICS TO 
ORGANIZATIONS 

For organizations, it is the norm to try to predict TCO costs 
while operating cloud services for budgetary planning. 
However, in the case of using serverless computing, the cloud 
costs are more fluid and difficult to forecast compared to the 
traditional on-premises, IaaS and PaaS hosting. However, the 
lack of cost predictability is offset by the ability to infinitely 
scale the compute resources in order to meet any amount of 
end-user demand. This is in stark contrast to the ability to scale 
up already purchased on-premises compute resources. 

Organizations that are looking to move into service 
architectures will have to cater for variable costs and rethink 
how hosting costs are catered for. Perhaps having to accept a 
ranged budget instead of a fixed number per year. In addition, 
cost as architecture fitness function should be considered as 
architects design cloud infrastructures for use in production 
systems. Where the overall cost of running a serverless 
infrastructure will be lower when compared to a hosted but 
predictable environment. 

Handing traffic spikes will be one of the challenges in a 
serverless infrastructure environment. When there are sudden 
spikes in traffic, a serverless infrastructure may struggle to 
keep up with the cold starts. Many FaaS implementations 
already provide a warmup mechanism, for AWS Lambda, 
Provisioned Concurrency [14] is a feature that allows the 
cloud user to “warm up” in advance of predictable spikes. 
What happens on unpredictable spikes? Will the service 
provider be able to tell the difference between a DDOS attack 
and a sudden surge in customer end-user interest? These are 
some questions that organizations will have to think about 
when adopting serverless architecture. 

Organizations that look to move into serverless computing 
will have to contend with a from-the-ground rewrite of their 
backend systems. This limitation in how function-as-a-service 
platforms operate prevents existing backends from being 
lifted-and-shifted from existing hosting and development 
environment and moved directly into FaaS platforms. These 
costs of rebuilding existing systems may be too prohibitive for 
organizations to derive any reasonable ROI from such 
projects. 

Finally, the skill sets needed to develop for serverless 
computing may require some level of retraining for existing 
software engineers working for the organization. Existing 
engineers that are used to developing monolithic systems may 
not have the experience to even build microservices, and much 
less functions that run on FaaS platforms. 

IX. WHAT ELSE EXISTS APART FROM FAAS? 
In the serverless space, I have mentioned above about 

Database-as-a-Service, as well as described much about what 
Function-as-a-Service is. As a tangential, there are other 
services which exist to provide a host for backend compute as 
well.  

Developing mobile applications often come with a 
common set of integrations. Connecting to notification 
services, OAuth logins with social networks as well as ID 
providers like Apple/Google, geolocation, as well as the usual 
business logic and data hosting. These are common to mobile 
applications. And with that commonality, Mobile-Backend-
as-a-Service providers often bundle these services together in 
an SDK to make it easy for mobile development. MBaaS hosts 
also tend to abstract the management of servers away from the 
cloud user, causing it to be considered as serverless computing 
too. As with MBaaS, Backend-as-a-Service provides the same 
type of convenience to web applications. 

The main pitfalls of MBaaS and BaaS, are similar to FaaS, 
where vendor lock-in is the main concern. 

X. WHAT IS NEW IN THE FAAS SPACE? 
Specifically related to Functions-as-a-Service, cloud 

offerings have shifted from cloud computing towards edge 
computing. There are cloud offerings that allow for the 
deployment of functions into not just FaaS hosting, but also 
edge servers running on CDN edge nodes.  

There are multiple types of ‘edge computing’, where the 
FaaS compute load is done either on edge nodes that are 
located close to the user, or on an edge device. I consider 
Functions running on edge nodes to be an evolution of the 
FaaS cloud pattern. 

In the case of the CDN providers, their offering is mainly 
running on their CDN edge nodes. This would be the case for 
Cloudflare workers, Lambda@Edge, as well as Akamai 
Edgeworkers. These offerings reuse the availability of 
compute resources on their current content distribution 
networks to provide the offering to cloud users for their 
compute loads.  

For Azure Functions on IoT Edge, this offering deploys 
the functions into IoT Edge devices which are edge devices 
that are running in end-user deployed locations. This type of 
edge computing moves away from a cloud computing model 
and into a more distributed computing model.  

Compared to FaaS and Serverless computing, functions on 
the edge, such as ‘Cloudflare workers’, are defined in the 
Thoughtworks Technology Radar as “Assess” [15] even as 
recently as April 2019. This shows that it is still a very nascent 
technology for most organizations. I can imagine some 
functionality to be moved to edge functions, to reduce 
latencies between the backend servers and the client, however, 
the distance from edge functions to data stores in backend 
hosts will likely still limit the types of use cases that edge 
functions can be used for. 
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XI. CONCLUSION 
FaaS and serverless computing have come a long way 

from their inception in the 2010s, maturing over the years, but 
they still do not seem to have widespread adoption in the 
enterprise space. I believe this is likely due to the difficulty in 
lift-and-shift, as well as its drastic difference in application 
architecture design compared to a traditional monolithic 
backend or microservice architectures. In FaaS, we will likely 
have to decompose a microservice into smaller functional (in 
the sense of functionality, and not program functions) units 
[16] which exist as a ‘microservice’ together as an ensemble. 

The current trends of increased globalization, leading to 
the globalization of service offerings from companies, require 
organizations to deliver services at a global scale with low 
response times to suit the customers’ demands. Increased 
subscription-based business models lead to a lack of month-
to-month demand predictability. I think that these two factors 
culminate in demand for cloud services that are scalable 
(scalable in, and down, to minute levels when demand is 
minutely low, and way ahead in the opposite direction when 
demand peaks for even a minute). 

CDNs have played a major role in reducing long response 
times since their inception, and now with backends shifting 
towards microservices and more granular functional units, 
edge computing with its low latency to end-users, will likely 
be a heavy draw for companies running their compute 
workloads on the edge. Of course, the edge computing units 
will still need to connect to existing data stores, which may 
not be as close, leading to some element of caching nearer to 
edge compute nodes. 

One likely use case would be Edge Machine Learning. 
With increased amounts of machine learning done on larger 
data sets such as video frames streamed from security 
cameras, round-tripping the data to centralized servers may 
impact response time and user experience. Edge ML will 
allow these workloads to be placed closer to the end-user. The 
pay-per-use nature will also allow companies to keep costs 
low as compared to having to pay and maintain multiple 
compute hosts across the world. 

With the increased decomposition of services, coupled 
with the distributed nature of the deployments, I believe that 
there will be the development of more tools for the 
programming and debugging of composed functions running 
on FaaS hosts. In addition, there will likely also be more tools 
for managing the deployment of multiple functions running on 
FaaS hosts as well as edge computing nodes, ensuring that the 
deployed services are kept secure and up to date. 
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Abstract—To accommodate for the exponential use of data 

and various technological innovations, cloud computing has 

evolved from a niche tool used by only the most innovative 

companies, to becoming a crucial component of any tech-

enabled company’s infrastructure. A tipping point will soon 

come, as more firms migrate to the cloud, and cloud vendors 

must seek increasingly innovative means to build more energy 

efficient cloud services in order to protect the environment. This 

research paper aims to delve into what constitutes green cloud 

computing, no longer a mere buzzword but an important 

concern in mainstream cloud computing. We will explore the 

challenges which impact cloud vendors, consider several 

innovations used to make cloud computing greener, and review 

eminent features of state-of-the-art data centers, which will 

hopefully become the norm in future designs.  

Keywords—Green Cloud Computing, state of the art, 

challenges, strategies, energy efficient, innovations, data centers, 

green scheduling algorithm, architecture, cloud providers.   

I. INTRODUCTION   

It has once been said that data is the new oil. As our 
appetite for computation (after all, required for churning data) 
increases, cloud computing is on the rise, and will continue to 
be so for the years ahead. In 2019 alone, the cloud computing 
industry encountered an explosive 24% growth [1]. As large 
and medium size enterprises globally migrate to the cloud 
from on-premise resources and accompanying network and 
storage devices, as well as computing servers operating 
around the clock, it is hardly surprising that energy 
consumption is growing exponentially. In the United States 
alone, data centers account for approximately two percent of 
all electricity use [2]. Over in Singapore, the consumption of 
energy by data centers stands at around 7% of all power 
generated in the country [3]. It has also been said that some 
data centers consume as much energy as a whopping 25,000 
households [4].  

Therefore, it is imperative for cloud providers to ensure 
their services maintain economical consumption of energy in 
data processing, storage, and communication, for both public 
and private clouds alike. Green cloud computing services aim 
to ensure sustainable use of energy, not merely in helping 
organizations to save energy but also reduce operation costs 
and the carbon footprint of cloud solutions. The origins of the 
energy used by cloud solutions should be from renewable or 
clean resources, such as solar or hydroelectric power. This will 
become an increasingly important and necessary need in the 
coming years, to accommodate for cloud computing’s 
continued growth. In this research paper, we will examine 
issues and challenges preventing cloud vendors from 
transitioning completely to greener clouds, consider modern 
green cloud computing techniques, innovations, and 

architectures. We will also compare the sustainable cloud 
strategies of major cloud players, and delve into case studies 
of state-of-the-art data centers, and their accompanying 
features.   

II. WHAT MAKES THE CLOUD GREEN? 

There are namely three metrics that would make one 

consider a cloud green: efficiency of a data center’s 

infrastructure – comprising lighting, cooling et cetera, 

servers’ efficiency, and the origins of the cloud’s power.  

III. ISSUES AND CHALLENGES CONNECTED TO GREEN 

CLOUD COMPUTING 

A. Trade-off between reliability and sustainability 

It is incredibly difficult to balance between service 

reliability and environmental sustainability [5]. As cloud 

consumption is on the rise, cloud providers are replicating 

services, which necessitate more compute power and 

additional energy as well. To mitigate this, there is a trade-off 

between power consumption and reliability to some extent. 

Current energy efficient resource management techniques in 

the market consume a significant amount of power while 

executing workflows, while simultaneously decreasing 

resources utilized from the cloud. For instance, Dynamic 

Voltage and Frequency Scaling helps to reduce energy 

consumption, by intentionally reducing the component 

performance when not being completely utilized. However, 

response time is increased due to the switching of resources 

between high and low scaling modes. Reliability is also 

adversely affected due to incessant shutting down and turning 

on of servers. Furthermore, power modulation affects server 

components reliability, those of which include storage 

devices and memory.  

B. Cloud providers have vested interests in non-renewable 

energy industries  

In recent times, all three major players (Google, Amazon 

Web Services, Microsoft) have been ramping up efforts in 

ensuring that their data centers are cleaner in terms of energy 

origin, and deploying innovations which allow better energy 

efficiency. However, there are certain conflicts of interest 

which contradict the tech companies’ desire to keep their 

clouds green. For example, in 2018, Google created its own 

oil and gas unit [6], which had the goal of attracting the fossil 

fuel industry. Google was trying to encourage companies to 

purchase and implement their proprietary machine learning 

solutions (combined with its cloud services), which promised 

to help these oil and gas companies extract fuels more quickly 

and efficiently.  
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On a similar note, Microsoft has also been pursuing the 

business of the fossil fuel industry [7] for its cloud based 

solutions. In 2019, it announced a collaboration with oil and 

gas companies Chevron and Schlumberger, to the ire of its 

employees. The collaboration comprised of Microsoft’s use 

of an artificial intelligence (AI) platform via its Azure 

services to improve digital services in oilfields. 

 

C. Countries with little to no renewable installations, or 

differing policies 

For countries which have little renewable energy 

resources, cloud providers like Google fall back on fossil 

fuels to generate power for their data centers. In order to 

redeem themselves from this transgression, the company 

purchases renewable energy credits, which are tokens 

representing a utility’s green energy generation. Microsoft 

also finds that in order to be able to operate in a sustainable 

manner[8], there is complexity in expanding the availability 

of clean energy. This is a result of countries having differing 

energy policy frameworks, infrastructures, priorities, and 

various other socio-economic-political factors. Furthermore, 

in certain countries, the energy infrastructure may have less 

modernity and the company faces limitations in integrating 

their infrastructure accordingly. For a comparison, in other 

countries, there is competitive pricing for clean energy 

sources, possibility for direct purchasing, as well as local 

generation of clean power, which is useful for a cloud 

provider looking to set up shop.  
 

IV. MODERN GREEN CLOUD COMPUTING TECHNIQUES AND 

INNOVATIONS 

A. Thermal cooling 

Proper thermal management is undoubtedly one of the 

most important aspects of data center operations. As the 

power density of a data center increases, the chances of 

thermal failure increases as well. Cooling power, henceforth, 

is a significant contributor to a data center’s operating cost. It 

is not easily to mitigate the issue of thermal cooling, as it 

involves many aspects, including thermodynamics and 

aerodynamics.  

A major concern when it comes to thermal cooling is heat 

recirculation [9], which adversely impacts the energy 

efficiency of a data center. As machines emit heat during 

operations, cooling systems have to provide cold air below 

redline conditions. However, hot air recirculation causes inlet 

temperatures to increase and may lead to the advent of hot 

spots, resulting in operators having to supply cold air at a 

significantly lower temperature than the pre-specified 

redline.  

To help alleviate this issue, schemes for cooling energy 

saving have been considered. These are namely in two 

categories – facility level and system level. At the facility 

level, there have been ideas to optimize thermal cooling 

solutions and even consider the redesign of a data center to 

improve efficiency. These ideas include optimizing streams 

of hot and cool air, and revamping the layout of computing 

equipment to minimize flow efficiencies, or to design 

intelligent system controllers to improve the cold air delivery. 

One idea proposed [10] includes a form of waste heat 

recycling - by achieving hot water data center cooling by 

reusing using the heat generated for use in neighborhood 

heating systems. In terms of redesigning of a data center for 

efficiency, there have been proposals to use a mobile 

measurement technology to gain higher cooling efficiencies 

[11].  

B. Hardware based solutions 

Dynamic rotations per minute (DRPM) technology [12] 

has been proposed by a group of researchers. This technology 

encompasses the use of disks, which can be operated at 

numerous speeds reliant on whether performance or power is 

prioritized. DRPM exploits deltas in the mean response time, 

as well as the size of the disk request queue in order to spur 

dynamic disk-speed transitions. However, it constitutes a 

considerable engineering challenge, as its feasibility is not 

easy to evaluate.   

C. Algorithms: Green Scheduling Algorithm  

Fig. 1. Power consumption of different workloads 

Two common ways of conserving energy in a data centre can 

be approximately demarcated into two areas: dynamic 

voltage/frequency management and shutting down servers 

when not in use. For the former, energy is conserved by 

tuning the operating clock to scale down supply voltages for 

circuits. However, this method is reliant on hardware 

components’ settings to execute the scaling jobs. Simply 

shutting down servers which are not in use offers the most 

energy conserved, as almost nil energy is utilised by 

deactivated servers. However, spinning up the servers 

regularly as well as having to accommodate service level 

agreements would be a challenge as it is immensely difficult 

to predict future demand to decide when servers should be 

switched on or off.  

To mitigate this issue, a group of researchers have 

proposed a Green Scheduling Algorithm [13]. The algorithm 

integrates a neural network predictor which serves to 

optimise server power consumptions in cloud computing, by 

switching off servers which are not currently in use. Based on 

past demand, the neural predictor is deployed to predict future 

load demands on servers, since virtual machines can be spun 

up or down on demand.     

The algorithm works by first estimating the required 

dynamic workload on the servers. Any unnecessary servers 

are shut down in order to minimise running servers in 

realtime, minimising energy use at points of consumption. If 

needed in order to maintain the service level agreement, 

servers may also be added. All in all, the algorithm serves to 
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sustain the environment and reduce total costs of running 

cloud computing while ensuing quality of service. 

D. Architecture for green cloud computing  

Fig 2 represents a micro-view of a possible architecture 

for green cloud computing projects [14], for assisting in 

energy efficient service allocation in green computing 

infrastructure.  

Overall, there are four major parties included: consumers, 

green service allocators, virtual machines, and the underlying 

physical machines.  

 

1) Consumers: As per the usual cloud computing 

paradigm, cloud consumers will make service requests to the 

cloud from anywhere in the world. Consumers can be end 

users of deployed services, or simply the organisation in 

charge of deploying the application over the interweb, 

presenting varying workloads dependent on the number of 

users consuming it.  

2) Green resource allocators: These allocators are in 

charge of being the middleman or interface between 

consumers and the remaining cloud infrastructure. They are a 

broad category comprising of the following entities:  

3) Green negotiators: The purpose of a green negotiator 

is to work out the Service Level Agreement (SLA), with fees 

and fixed costs for any violations between the provider and 

consumer. This is dependent on a number of factors, 

including the consumer’s desired Quality of Service (QoS) 

and energy saving schemes. To take the example of web 

applications, the QoS could be to assure that 97% of all 

service requests made under 4 seconds.  

4) Service analyser: Service analysers act as the gateway 

for submitted requests. Typically, the analyser considers the 

requirements of a request and depending on specified 

constraints, rejects or approves it. It requires information 

from the Virtual Machine manager and energy monitors to 

make its decisions.  

5) Consumer profiler: The consumer profiler examines 

the characteristics of a consumer, arranging for special 

privileges and accesses if need be. Such consumers may be 

prioritised over others, depending on their profile.  

6) Pricing: In order to ensure proper demand and supply 

of resources, pricing arranges for service requests fees, 

allowing for service allocations to be prioritised efficiently. 

7) Energy monitors: Observes service allocations and 

makes decisions on which computing resources are to be 

activated or deactivated.  

8) Service Scheduler: Assigns requests to Virtual 

machines and decides on resource entitlements for virtual 

machines. It also has the capability to add or take away virtual 

machines depending on service demand.  

9) VM manager: Aside from migrating virtual machines 

across the differing physical resources, the manager also 

observes the virtual machines’ availability and resource 

entitlements.  

10) Accounting: Keeps track of actual usages and 

accompanying costs of computing resources, the data of 

which can be used to improve future allocation decisions. 

11) Virtual Machines: Virtual machines sit atop the 

physical ones, and can be activated or deactivated at will to 

meet demand, allowing flexibility for configuration differing 

partitions on the physical machine.  

 

They may also run the same application on multiple operating 

systems in parallel, on the same physical machine. Workloads 

can be consolidated and unused or idle resources can be 

turned off or shifted to a low power state to ensure 

economical use of energy. 

 

Fig. 2. Proposed alternate architecture for green cloud computing system 
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12) Physical Machines: These are the actual machines 

residing in a data centre, hosting multiple virtual machines as 

needed, and creating virtualized environments according to 

consumer needs.  

E. Integrated Green Cloud Architecture 

 

Another group of researchers [15] have proposed an 

alternate green cloud computing architecture, as shown in 

Fig. 3. The major entities consist of a client, a client-oriented 

middleware, and the green broker (similar to as mentioned 

previously). The green cloud middleware would equip the 

client with the ability to better manage tasks, by allocating 

tasks with the least carbon emissions (and therefore consumes 

less power), and other suitable factors. The middleware 

would comprise of a user interface application as well as an 

operating system (windows) service. This architecture is 

primarily targeted at companies with a hybrid cloud system 

(consisting of public and private clouds). 

The user interface application would glean necessary 

information from the client (the company), such as the system 

specs and server statuses. It would be necessary for the 

application to know the purpose of each server on the private 

cloud, be it for storage, processing or backup, as well as usage 

statistics ranging from barely used, intermittently used, or 

regularly used. Overall, the middleware should have a 

comprehensive list of technical information regarding the 

private cloud, together with the details of any local machines.  

Business would be required to input various details of the 

jobs or tasks ran, including budget, description, service level 

agreements, as well as quality of service. The application 

would also display an estimate of the carbon emissions and 

budget, service level agreement, security levels needed for 

each job, proposing the ‘greenest’ solution but also allowing 

some leeway for the manager to decide otherwise. 

If the greenest solution for a particular job resides via 

public cloud, the middleware will arrange for the best green 

path with the green broker. The green broker is dependent on 

two main entities, the Carbon Emission Directory (CED) and 

Green Cloud Offers (GCO). The green broker will use the 

CED and GCO to calculate the carbon emissions of all cloud 

service providers offering the service, and purchase the 

relevant offer with least emissions on behalf of the customer.  

The other entity involved in the green cloud architecture 

is the windows service. The job of the windows service is to 

act as an event listener for all job requests from any client. If 

a job is not known to the middleware, the client is informed 

accordingly and will be executed locally or on the private 

cloud. Prior, the business team will have to input the private 

cloud and local PC specifications, such that the middleware 

would be able to calculate energy consumption of jobs 

executed locally.  

As one of the requirements of the middleware, the 

management team (or tech manager) will input information 

about the company’s private cloud. The information of the 

PCs that the employees use in each department or team in the 

company is essential for the middleware to calculate energy 

consumption of jobs at local host, as will be shown by energy 

model equations. Some information given as input to the 

middleware include job size, security level, network 

specifications, server and PC specifications, computation or 

processing speed. This will allow the estimated energy 

consumption for each job to be computed and weighed for 

each option (localhost, private cloud, public cloud). 

F. Strategically located data centers with favourable 

environmental conditions  

The location of the data center [16] can make a huge 

difference, if circumstance allows. For example, in the US 

northwest, where hydroelectric energy is commonplace, data 

 

Fig. 3. Proposed alternate green cloud computing architecture flowchart 
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centers located in the region can benefit from a strong 

renewable resource. As compared to the Midwest, where coal 

power is the dominant means of energy, the data center can 

consume up to fifty percent less carbon intensity. For 

hyperscale data centers with 50,000 servers, this could mean 

a world of difference – equivalent to thousands of cars worth 

of carbon emissions. Considering to locate the data center in 

such a strategic location could be a powerful tool to minimize 

an enterprise’s carbon footprint. 

Another example would be Google’s decision to build a 

data center in Finland. Locations where the temperature is 

less than 13 degrees Celsius for at least a quarter annually 

allow for cooling efficiencies to improve drastically.   

V. COMPARISON OF GREEN CLOUD STRATEGIES BETWEEN 

MAJOR CLOUD PROVIDERS  

A. Microsoft 

According to the tech behemoth themselves, their cloud 

activities consume nearly as much electrical power as a small 

American state [17]. They also estimate that in the next five 

years, this number will increase to equate power needed by a 

European country. Moreover, aside from electrical needs, 

data centers and their accompanying operations also take up 

precious land and water resources.  

To mitigate this, Microsoft has committed to completely 

eliminating any environmental impact caused by its servers. 

According to the company [18], it has been carbon neutral 

since 2012, and including RECs, it has been running on 

renewable energy completely ever since 2014. It has also 

invested widely in renewable projects, including hydropower 

and solar in various US states. It also has been investing in 

technologies to improve data center efficiencies, including 

fuel cell storage, which we will cover in greater detail later in 

this paper. It has also offered a grant [19] to AI researchers 

vested in environmental issues, via cloud credits.  

Furthermore, it has also spearheaded an international 

internal carbon fee model, by implementing a fee for its 

departments depending on the amount of carbon emissions. 

The aim of such an initiative is to spur its business units to 

seek out carbon saving alternate means and to consider 

environment friendly innovations in its solutions.    

The company currently faces challenges in adopting 

greener initiatives due to differing environmental and climate 

policies adopted by countries differ widely.  

B. Google 

Although the search engine giant has arguably the 

smallest market share out of the three major cloud players, it 

has done considerably the most to ensure it has the greenest 

cloud possible. As of 2017, Google managed to achieve 

100% renewable energy across all operations, including its 

data centers. The company also claims that data in every 

workflow processed by Google Cloud has zero net carbon 

emissions [20]. In order to power each Google Cloud region, 

the company draws from the local electricity grid. It aims to 

match energy consumption with carbon free energy around 

the clock and in all regions, by 2030. Carbon emissions 

accounting is done on a yearly basis, setting this goal means 

Google has a shorter runway to ensure that its carbon 

emissions are balanced by carbon free energy – after all, 

while the weather varies all year round, making renewable 

sources relatively inconsistent in terms of output, computing 

demand does not quell and will only increase.   

To build a sustainable cloud, Google has also invested 

heavily in machine learning algorithms to assist its data 

centers in being more energy efficient. In particular, it has 

widely publicized the use of its data center AI cooling system, 

purported to save energy use by 30%. The system process 

works over several steps.  

First, its AI system [21] queries the data center cooling 

system every five minutes via physical sensors. Next, data 

received is fitted onto deep neural networks to predict future 

energy efficiency and temperature. The AI system then 

selects actions aligned with local limitations, and also ensures 

that energy consumption is kept at a minimum. Lastly, upon 

receiving the recommendations, the local data center system 

takes these actions into consideration, with a cross check 

against its own constraints, before implementation.   

On the renewable energy front, Google has also 

developed machine learning algorithms, including its 

proprietary Google DeepMind, to predict wind output, for up 

to one and a half days in advance. Utilities could peruse this 

data to better plan around wind variability, and make 

adjustments to the amount of wind energy available to the 

grid.  

C. Amazon Web Services 

While in past years, Amazon Web Services have been on 

occasion accused  [22] by climate change organizations such 

as Greenpeace as paying lip service to building sustainable 

services, the world’s leading cloud provider has been 

ramping up its efforts to go green. In December 2020 [23], 

AWS announced investments in almost 30 wind and solar 

projects, making it the largest corporate purchaser of 

renewable energy. This was in addition to five other 

renewable projects in Asia Pacific and Virginia state, where 

it has considerable cloud resources, announced in May 2020. 

This is an encouraging move by the tech company, as it 

previously only met a meagre 12% of its renewable energy 

commitment, despite growing cloud presence internationally.   

It has also been purported that Amazon has kept a tight 

leash over reports on its carbon footprint [24].  There have 

also been concerns  [25] that the company does not have a 

clear roadmap on its journey towards 100 percent renewable 

energy.   

VI. CASE STUDIES: STATE-OF-THE-ART DATA CENTERS  

A major pain point of data centers, and one with untapped 

potential to be vastly improved upon in numerous ways, 

would be the backup power generators utilized in the event of 

a power outages or other catastrophes. Such generators are 

often times powered by diesel, which can be environmentally 

polluting when in excess, expensive to maintain, and also 

considered to be sitting idle for most of their lifespan. To 

mitigate this increasingly dated technology, major cloud 

providers have been looking into solutions that would allow 

their data centers to convert such energy to be of more 

efficient use not merely for their own products, but for the 

greater good.  

 

1) Google: First ever battery-based system replacing 

generators  
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In Belgium, Google is making waves with the world’s 

first ever battery-based system for replacing generators [26], 

at a hyperscale data center. Instead of the oft-seen diesel 

generator used as a back-up generator, Google is deploying 

lithium ion batteries instead. As high powered energy 

consumers, data centers store significant amounts of energy 

on-site, which are not utilized unless there is an emergency. 

This backup power is needed such that Google’s “user 

searches, e-mails, and videos [are kept] on the move” in the 

cloud even during a service disruption. The interesting thing 

about this initiative is that when Google does not require this 

backup energy, it can be routed to the local energy grid 

instead for discharge.  

Instead of polluting the environment with diesel 

generated waste, Google’s new pilot could instead help the 

climate improve. This initiative has an impact larger than data 

center and cloud operations. It is a signal that diesel 

generators could be replaced with batteries for mass energy 

storage in the future, a move which will be aptly welcomed 

by critical infrastructure such as hospitals and its ilk. 

Furthermore, it is also a harbinger of greater things to come 

– Google has its hopes that battery powered solutions are a 

viable option in large capacity storage solutions, and can 

scale as needed, and will be included as part of the company’s 

global infrastructure resources.  

 

2) Microsoft: Hydrogen fuel cells  

In a similar vein, Microsoft has started to trial hydrogen 

fuel cells [27] in place of diesel powered generators. Like 

Google, Microsoft plans to pass on excess electricity 

generated to national grids. An Azure data center could be 

retrofitted with hydrogen fuel cells, alongside a hydrogen 

storage tank and electrolyzer, which serves to convert water 

molecules into hydrogen and oxygen. These products will 

then be integrated with the power grid for load balancing 

services. Given that hydrogen fuel cells are now at an 

economically viable price, such data centers could well 

become the norm in future. The ability to store energy at will 

is a gamechanger in many ways - Microsoft is also 

considering the possibility of allowing hydrogen powered 

long haul vehicles to draw power from its storage facilities in 

future.  

Such data center technologies deployed by Microsoft and 

Google indicate that the purpose of the data center is evolving 

to become more than merely serving cloud services. These 

recent innovations will allow the typical data center not only 

to assist people globally from accessing their data on the 

cloud, but also have an immediate impact to serve its 

surrounding community, and benefit the environment at 

large.  

 

3) Facebook: Proprietary Liquid Cooling System 

Over at Facebook, the social media giant has its own state 

of the art data center technologies. For instance, it has 

deployed its proprietary StatePoint Liquid Cooling system 

[28], which is an indirect cooling system utilizing water 

instead of air. The system is touted by Facebook to be 

operating at a power usage effectiveness (PUE) of 1.10, 

which works out to be approximately 10 percent of power 

being utilized for non-computing purposes. This is on par 

with or better than the traditional direct evaporative cooling 

system. While direct cooling is still mostly implemented in 

its data centers, the cooling technology allows Facebook to 

build data centers in a wider range of environmental 

concerns.  

VII. CONCLUSION 

This study is focused on understanding the inner workings 

of green cloud computing – examining selected modern green 

computing innovations, challenges faced by providers in 

adopting greener measures for their cloud solutions, 

strategies by the major cloud vendors, and considering state 

of the art data centers. As cloud computing reaches its 

maturity, it would be interesting to observe how major 

players manage more sustainable clouds that would be 

beneficial to the communities they serve as well as the 

environment. One can only hope that in time to come, greater 

innovations and concessions will be made, allowing 

consumers to use cloud services with a peace of mind, and 

that the future is sustainable for posterity.    
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Abstract—Financial Institutions (FIs) are increasingly 

adopting cloud computing Software-as-a-Service (SaaS) platforms 

to reap their benefits and efficiencies. However, these platforms 

pose different risks, resulting in various regulators and 

associations across regions issuing financial industry-specific 

guidance and recommendations. Given the plethora of 

information available, these can pose various interpretation and 

assimilation challenges for FIs evaluating SaaS providers.  

Therefore, beyond analyzing these guidance variances 

between regions, this paper seeks to support FIs incorporating 

these recommendations by designing a practical framework on 

how these recommendations can be comprehensively evaluated, 

distilled, and tailored in evaluating a potential SaaS provider. We 

then apply the proposed framework, including an analysis matrix, 

to evaluate a leading SaaS provider. Finally, we provide insights 

into how FIs and other non-financial sector organizations can 

abstract and leverage the framework’s flexibility and extensibility 

for analysis on their specific SaaS provider. 

Keywords—Cloud Computing; Software-as-a-Service; SaaS; 

Security; Financial Institutions  

I. INTRODUCTION

With the advances in cloud computing, growth in 
adoption, and the realization of its benefits, there has been a 
paradigm shift in embracing cloud-centric platforms. 
Specifically, even in the predominantly cautious Financial 
Sector vertical, there has been a notable shift in Financial 
Institutions (FIs) migrating their workloads to the cloud.  

However, given the abstracted nature of cloud computing, 
concerns regarding cloud security have been raised in an 
industry that has been seen as a bedrock of security and 
stability since the advent of the human race. The concerns are 
even more crucial for FIs looking to adopt Software-as-a-
Service (SaaS), which offers the least number of controls that 
FIs can exercise of the 3 cloud service models (Infrastructure, 
Platform, Software-as-a-Service). 

Therefore, this practitioner-centric paper approach seeks 
to provide the following contributions:   

• Provide a primer on SaaS concepts and
responsibilities base on academic literature and
industry research.

• Extract and review financial industry-specific
recommended technical controls for SaaS cloud
adoption, including analyzing differences observed in
these controls for two regions.

• Propose and establish a framework to analyze how
these controls can be used to evaluate SaaS providers
across different dimensions.

• Evaluate one of the largest SaaS platforms using the
above framework.

As cloud adoption is set to accelerate, FIs must embrace 

the cloud for its benefits but remain cognizant of the 

appropriate security controls to be retained. This paper 

further augments the existing work the industry has done to 

rationalize cloud controls with a SaaS lens while employing 

a novel yet repeatable approach of translating and evaluating 

these controls to an actual SaaS provider. 

II. SOFTWARE-AS-A-SERVICE

A. Definition and Relation to Cloud Computing

Being one of the three main categories in cloud computing,
SaaS encompasses both a business and software delivery 
model. It is charged as a subscription by the SaaS provider 
with frequent new feature releases [1]. 

Furthermore, the SaaS vendor provides all the necessary 
compute utility stack, including the software, upgrades, 
processing, network, security, backup, maintenance, upgrade, 
and support. Hence, the SaaS customer is relieved of the 
above’s associated overheads while receiving the SaaS 
software benefits. Conversely, data is usually stored within the 
SaaS provider, usually in a central location managed by the 
provider [2] [3].  

As a result, SaaS leverages on the extensive and pervasive 
infrastructure of cloud computing infrastructure to provide the 
above services [4]. Since the provider assumes much of the 
responsibility of SaaS, the relationship between the SaaS 
provider and the customer is governed by a contract including 
clearly defined service level agreements [5]. 

In summary, Forrester (2019) defines SaaS as a 
“standardized” software capability that is delivered using 
Internet standard technologies through a pay-per-use licensing 
model and self-service manner [6]. 

B. Attributes

With the rise in demand for SaaS, there have been various
interpretations (including misinterpretation) of what precisely 
a SaaS entails insofar that Forrester Research terms it as a 
“SaaS” trap and differentiates SaaS against traditional 
Application Service Providers (ASPs) and application 
outsourcing. Therefore, for an application to be defined as a 
SaaS, it should exhibit the following models [3]: 

TABLE I. SAAS MODEL ATTRIBUTES 

Attribute Description 

Accessible 

through the Web 

Application is accessed by end-users via the Internet 

using a standard web browser.  

Vendor support 
The software developer renders all hosting and 
support of the application.  

Low 

customization 

The software offers minimal customization and 

instead is highly standardized for all customers and 
hosted in a multitenant architecture setup. 

Subscription 
pricing 

A recurring monthly (or annual) fee is levied for 

using the software instead of upfront perpetual 
license fees. Software stops working once the 

subscription ceases.  

Managed 

upgrades 

Frequent features and upgrade cycles are introduced 

throughout the year, controlled by the provider.  

Service-based, 

not product-

centric 

The provider is now responsible for the entire suite 

of services in delivering the software and not just 

application development. 

OPEX not 

CAPEX 

The customer does not make an upfront capital 

expenditure in procuring the SaaS service. Instead, 
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Attribute Description 

operating expenditure is used to fund the 
subscription.  

C. Adoption and Benefits 

Generally regarded as the first type of cloud service to 
truly gain widespread adoption [7], SaaS platform 
applications continue to lead other cloud service models. By 
2022, it is expected to generate more than $140 billion of 
revenue [8]. Benefits of SaaS applications that are commonly 
cited include the lower total cost of ownership, faster 
deployment cadence, improved reliability, better security, 
data safety, and disaster recovery due to economics of scale 
[5].   

D. Responsibility Models 

To realize many of the SaaS’s capabilities and benefits, the 
customer must relinquish and instead delegate some of the 
responsibilities associated with operating the application to 
the SaaS provider. Gartner proposes two common forms of the 
model at the security-handoff perspective and control level [9] 
[10]:  

 

Fig. 1. Security Handoff Points for IaaS, PaaS & SaaS 

 

Fig. 2. Conceptual Cloud Control Model 

The above models indicate that for a SaaS model, the 
customer would relinquish most of the responsibility of the 
underlying application, network, and physical aspect of the 
SaaS platform to the SaaS provider and only retain the Data 
and Identity/Access (People) responsibility.  

Additionally, in our literature review, we noted that a vital 
aspect of any cloud responsibility model and controls 
surrounds policies and processes [11] [12] [13] [14] [15]. 

While each aspect of the model (termed segment henceforth) 
has its policies and processes that the responsible party is 
accountable for, the overarching management of the cloud 
service is the customer’s responsibility [11]. 

 The above is even more imperative in a SaaS provider and 
customer relationship where much of the SaaS application’s 
underlying implementation is abstracted from the customer 
[10]. Furthermore, in a regulated industry that FIs operate in 
[16], these policies and processes must be clearly defined and 
established to manage risks accordingly [17]. Therefore, we 
propose that ‘Cloud Policies & Processes’ be referenced 
explicitly in the SaaS application’s updated shared cloud 
responsibility model for FIs. We present the updated model 
that maps security handoff points to the cloud control 
encompassing policies and processes as follows:  

TABLE II.  SAAS CLOUD RESPONSIBILITY MODEL FOR FIS (UPDATED) 

SaaS Security Handoff 
Updated Cloud Responsibility 

Model in SaaS for FIs 

People Identity/Access 

Cloud Policies & Processes Cloud Policies & Processes 

Data Data 

Applications 

Application 

Runtime 

Middleware 

Operating System 

Virtual Network 

Network Hypervisor 

Network 

Physical  Servers 

Storage 

 

 

 

III. FINANCIAL SECTOR GUIDANCE, RECOMMENDATIONS, AND 

IMPLEMENTATION OF CLOUD COMPUTING 

The usage of SaaS applications delivered via cloud 
computing is akin to outsourcing a portion of a customer’s 
technology system [18]. While there are clear benefits to using 
cloud computing, there are challenges and risks distinctively 
associated with it [15]. Additionally, the cloud computing 
infrastructure used to host the SaaS application is also 
subjected to data and network security concerns in PaaS and 
IaaS with the added application security issue [19]. 

There would always be risks associated with outsourcing 
arrangements and technological implementations regardless 
of whether cloud computing is used. Therefore, financial 
agencies in different regions have provided a list of 
implementation guidance, recommendations, and controls 
specifically for FIs seeking to assimilate cloud computing as 
part of their compute workload.    

A. Europe 

The Financial Conduct Authority (FCA) of the United 
Kingdom has listed a set of guidelines to provide clarifications 

SaaS Provider 

Responsibility 

SaaS Customer 

Responsibility 
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on the requirements that FIs should consider when a cloud 
outsourcing model (or similar 3rd party IT services) is used. 
There is 13 guidance (termed as “areas”), and a summary is 
reproduced here [14]: 

TABLE III.  FCA RECOMMENDATIONS FOR FIS CLOUD OUTSOURCING 

Area of interest Description 

Legal and 

regulatory 
considerations 

FIs should review the contract with the 

outsource provider to ensure compliance with 
requirements. 

Risk management 
FIs to identify and manage any risks introduced 

by the outsourcing arrangement. 

International 

standards 

As part of due diligence and ongoing 

monitoring of service delivery, FIs should 

consider a provider’s adherence to international 
standards in providing the IT service as a form 

of added assurance.  

Oversight of service 

provider 

FIs retain full accountability for discharging all 
of their responsibilities under the regulatory 

system, and such responsibilities should not be 

delegated to the service provider. 

Data security  

FIs need to carry out a security risk assessment 

that covers the service provider and the 

technology systems. 

Data Protection 
Act 2018 (DPA) 

and General 

Data Protection 
Regulation 

(GDPR) 

FIs are required to comply with DPA and GDPR 
requirements for this outsourcing arrangement, 

including data protection.  

Effective access 

to data 

Where required, data related to the outsourced 
activities must be made available to auditors, 

relevant authorities, and regulators.  

Access to business 

premises 

Where required, access to the outsourced 
service provider business premises must be 

made available to auditors, relevant authorities, 

and regulators. 

Relationship 

between service 

providers 

Outsourcing supply chains are complex, and due 
consideration must be given. 

Change 
management 

FIs to have a comprehensive change 

management process, including testing and 

future changes.  

Continuity and 
business planning 

In the event of an unexpected interruption of the 
outsourced application, the FI should have the 

appropriate arrangement to ensure it can 

continue its provision of function(s) to meet its 
regulatory obligations.  

Resolution (where 

applicable) 

The outsourcing arrangement should not result 

in being a barrier or induce additional 
complexity in the FI’s resolution or closure.  

Exit plan 

FI should ensure that it can leave the 

outsourcing arrangement without significant 
impact or disruption to its business services and 

activities, data security, compliance, and 

regulatory obligations. 

 

The European Securities and Markets Authority (EUMA) 
suggests 9 guidelines for FIs in the European Union (EU) to 
help them identify, address, and monitor risks stemming from 
arrangements on cloud outsourcing [15]: 

TABLE IV.  EUMA GUIDELINES FOR FIS CLOUD OUTSOURCING 

Guideline Description 

Governance, 
oversight, and 

documentation 

FI should have a defined and updated cloud 
outsourcing strategy consistent with the FI’s 

strategies, policies, and processes. Specifically,  

information and communication technology, 
information security, and operational risk 

management should be considered.  

Guideline Description 

Pre-outsourcing 

analysis and due 

diligence 

FI to assess the suitability of the cloud 
outsourcing arrangement concerning the Cloud 

Service Provider (CSP), risks involved, conflicts 

of interest, and function criticality.  

Contractual 

provisions 

Scope, rights, and obligations between FI and 
CSP must be set out in a formal, written 

agreement, including termination clauses.  

Information security 

Information security requirements to be stated 
in FI’s internal policies, procedures, and cloud 

outsourcing agreement, including ongoing 

monitoring and compliance of these 
requirements. 

Exit strategies 

FI should ensure that it can leave the 

outsourcing arrangement without significant 
impact or disruption to its business services and 

activities, data security, compliance, and 

regulatory obligations.  

Access and audit 

rights 

FI should ensure that the outsourcing contract 

does not hamper access and audit rights.  

Sub-outsourcing 

Ensure that FI is aware and accepts CSP’s 
further outsourcing activities, including the 

CSP’s responsibility of appropriately overseeing 

the CSP’s sub-outsourcer.  

Written notification 
to competent 

authorities 

For essential functions, FI should notify the 
relevant authorities promptly of planned 

outsourcing arrangements.   

Supervision of 

cloud outsourcing 
arrangements 

As part of their supervisory duties, authorities 
should assess and be satisfied with the FI’s 

cloud outsourcing arrangements, including 

identifying concentration risks. 

 

B. Singapore 

The Monetary Authority of Singapore (MAS) and the 
Association of Banks in Singapore (ABS) have collaborated 
on a set of implementation guidelines for FIs adopting, 
operating, and managing cloud platforms. It is summarized 
into 3 main categories [13]:  

 

Fig. 3. Controls recommended in a cloud outsourcing arrangement 

C. Comparisons and Analysis 

With the above data, we extracted, merged, and mapped 
the consolidated list of recommendations and guidelines 
across both regions and present them as follows: 
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TABLE V.  COMPARISON OF RECOMMENDATIONS AND GUIDELINES 

Europe (EUMA, FCA) Singapore (MAS, ABS) 

• Legal and regulatory 

considerations 

• Risk management 

• Governance, oversight, and 

documentation  

• Pre-outsourcing analysis and 

due diligence 

• Regulatory specific 

requirements (GDPR, DPR) 

• Contractual provisions 

• Access and audit rights 

• Effective access to data 

• Exit plan & strategy  

Organizational Considerations for 
the Management of CSPs,  Control 

Assessment & Monitoring 

 Billing Models 

International standards 

adherence 

Cloud Architectural Reference 

Solutions & Practices 

 
Virtualization, Containerisation, and 

DevOps 

Continuity and business 
planning 

Resiliency in Cloud Architectures & 
Disaster Recovery 

 Network Architectures 

Data and information security 

Tokenisation, Encryption & 
Cryptographic Key Management 

User and Privileged Access 

Management Controls 
(Authentication, Admin Remote 

Access) 

Data Loss Prevention 

Events Management & Security 

Events Monitoring 

 Incident & Problem Management 

 Source Code Reviews 

 Penetration Testing 

 Securing Logs and Backup 

Change management 
Change, Capacity and Configuration 

Management 

 
Patching and Vulnerability 
Management 

Resolution  

Access to business premises  

Relationship between service 

providers and sub-outsourcing 
 

 

The above table maps each region’s prescribed control to 
its counterpart in the other region where possible. We are 
cognizant and realistic that not all areas are covered by their 
counterpart equivalent. However, the above comparisons give 
us a good understanding of each region’s recommendations’ 
approach and focus. They collectively provide a relatively 
comprehensive set of control recommendations that FIs 
should consider in adopting SaaS applications. Resultantly we 
note the following between regions:   

1) Similarities:  

a) Recommendations, not regulation: Both regions 

position these as recommendations and guidelines. They are 

not to be regarded as finite nor exhaustive.  

b) Strategic and tactical level guidance: 

Recommendations and guidelines are maintained at a broader 

level to remain provider and platform agnostic and hence 

applicable for a broader set of scenarios, use cases, and FIs. 

FIs are expected to translate these guidances to their already 

established internal policies, procedures, and processes.   

2) Differences:  

a) Outsourcing emphasis: EUMA and FCA place a 

strong emphasis on multiple aspects of outsourcing, 

including supply chain complexities, risks, and sub-

outsourcing. Recent security events, including Solarwinds, 

Accellion, and Microsoft Exchange incidents [26] [27] [28], 

further highlight the intertwined dependencies that 

organizations including FIs have on the global IT supply 

chain, extending to cloud computing.     

b) Data access and security controls: There is a 

distinct emphasis on access to data and the relevant 

protections surrounding data in the European authorities’ 

recommendations, including explicit references to regulatory 

laws (i.e., GDPR, DPR). For Singapore, greater emphasis is 

placed on the technical controls surrounding the safeguard of 

data.  

c) Non-data security controls: Conversely, the 

Singapore set of guidelines dives deeper into the relevant 

technical security controls outside of data such as penetration 

testing, incident, and problem management. While both 

regions maintain that these recommendations are aimed at a 

broader level, the security controls discussed in Singapore are 

noticeably larger.  

IV. EVALUATION OF FI CLOUD SECURITY RECOMMENDATIONS 

ON A SAAS APPLICATION (SALESFORCE) 

With the above recommendations and guidelines, we now 

apply them to an existing SaaS application to understand if 

the SaaS provider can meet the control objectives. The above 

would be done from the viewpoint of the customer evaluating 

Salesforce, a SaaS application. 

 

A. Salesforce 

As a Customer Relationship Management (CRM) 
application, Salesforce helps businesses track, manage 
interactions and relationships with prospects, sales, and 
customers. Salesforce has been ranked as the leading CRM 
provider consistently [20] and has major corporate customers 
in multiple industry verticals, including T-Mobile, Hitachi, 
Marriott, Unilever, Accenture, Adidas, and Kone [21].  

It seeks to be the complete solution for the end-to-end 
customer journey and lifecycle [22] through a suite of SaaS 
services. This is achieved in the usage of Salesforce in key 
milestones and interactions of the customer relationship [23]: 

 

Fig. 4. Salesforce Customer 360 SaaS suite of services 
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B. Recommendation Response 

Next, we propose the following classification taxonomy 
base on the SaaS provider’s degree, type, and ability to 
respond to the recommendations put forth by both regions in 
Section III:  

• Not available: Provider does not meet the 
recommendation or does not provide information to 
satisfy the recommendation. Customers should engage 
with the SaaS provider directly to ascertain the 
information required.  

• Inform: There is information available on how a SaaS 
provider can meet aspects of the recommendation. 
Common examples include technical papers, 
documentation, or tutorials.  

• Verifiable: The SaaS application’s information can be 
attested or validated by external third parties, including 
certification organizations, security providers, or 
external auditors.   

• Supported: This recommendation is a supported 
option on the provider; however, it generally requires 
an advanced understanding of the platform, scripting, 
extensions, API integration, or command line 
knowledge for it to be used.  

• Configurable: This recommendation is an available 
option on the platform and can be directly configured 
as part of a standard use case.  

C. Evaluation 

The evaluation of Salesforce in a tabular matrix format is 
presented on the following page (TABLE VI. Evaluation of 
Salesforce SaaS, which feature: 

1) Merged Recommendations (Y-axis): Lists the 

consolidated set of recommendations and implementation 

guidelines from TABLE V. that is relevant to the SaaS 

platform. FIs should exercise discretion in merging/removing 

non-relevant recommendations, including those solely 

dependent on its internal data, policies, and processes, to 

ensure an objective evaluation.  

2) Updated Cloud Responsibility Model  (X-axis): The 6 

responsibility segments listed in Table 2 are used to analyze 

which significant aspects of the cloud responsibility each 

Merged Recommendations belongs to (denoted by a ‘Y’). It 

serves as an indicator of the potential degree of responsibility 

the customer has for each recommendation while delineating 

aspects under the SaaS provider’s responsibility.  

3) Salesforce Provider Evaluation  (X-axis): The 

Salesforce SaaS provider is then evaluated on their response 

for each Merged Recommendations based on the available 

public information according to the above Recommendation 

Response’s taxonomy. 

4) References  (X-axis): Provides the relevant pieces of 

evidence supporting the evaluation made. 

D. Findings 

Most SaaS provider responsibilities in the Application, 
Network, and Physical segments are addressed by Salesforce.  

Many of the merged recommendations require the FI to 
have an established set of internal policies, processes, and 
procedures pertaining to cloud usage. The above is the 

responsibility of the FI and cannot be delegated to the SaaS 
provider. However, we have seen that Salesforce provides a 
comprehensive list of documentation, certifications, and 
advisories in an open manner that should assist the FI in the 
process.  

Additionally, the above indirectly reinforces that FIs 
should select a SaaS provider transparent about its platform 
and further serves as an indicator of the FI’s due diligence in 
reviewing SaaS platforms.   

We also note that for many of the merged 
recommendations under the SaaS provider responsibility (i.e., 
Application, Network, Physical), they are mostly well 
documented, available, supported, and configurable where 
possible. It also reflects Salesforce experience and proficiency 
in delivering a complete SaaS solution, not just from a 
technical standpoint.  

Of particular interest is the source code review 
recommendation. Given the SaaS platform’s proprietary, 
competitive advantage and intellectual property, it seems 
unlikely that Salesforce would allow FIs to audit or inspect its 
source code directly. Furthermore, unlike Microsoft’s 
Government Security Program, where governments can 
review the Windows operating source code [24], Salesforce 
does not seem to have a similar program. Given its incumbent 
status in the CRM space, we believe Salesforce’s position on 
source code reviews would not change until extenuating 
factors are present (e.g., intense, elevated competition or 
strong CRM challengers). Therefore, FIs may wish to re-
evaluate this recommendation’s appropriateness in this 
situation or choose to accept the findings of external 
validations, accreditations, and certifications for the 
Salesforce platform.  

It is also interesting to note that besides providing external 
security assessments (vulnerability, penetration testing), 
Salesforce also allows customers to perform their security 
assessments under certain conditions [25] as a form of added 
assurance.    

Next, access to Salesforce business premises can be 
interpreted differently, especially given the Salesforce cloud 
setup. FIs should engage Salesforce to ensure that the 
principal surrounding this recommendation is met 
satisfactorily.  

Finally, given the renewed scrutiny of the complex global 
IT supply chain in light of recent security events [26] [27] 
[28], we anticipate that FI interest in a SaaS provider’s 
relationship between service providers and sub-outsourcing 
would continue to persist and grow. As of this research in Mar 
2021, this recommendation’s information is limited and not 
well collated on the Salesforce information pages. Therefore, 
Salesforce should consider making more of such information 
available and in a consolidated manner to satisfy this widely 
adopted recommendation.  

E. Refinement 

It should be emphasized that as an FI acquires additional 
recommendations (e.g., stemming from regulation changes, 
advisories, SaaS developments) or as new information 
becomes available, the matrix should be updated and re-
evaluated as necessary. Periodic review of the matrix is 
encouraged for continued relevancy and ensures the SaaS 
provider is aligned with the customer’s risk appetite, including 
identifying actionable insights discussed next.  
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TABLE VI.  EVALUATION OF SALESFORCE SAAS 

Merged Recommendations 

(EUMA, FCA, MAS, ABS) 

Updated Cloud Responsibility Model in SaaS for FIs 

Salesforce Evaluation Reference Identity & 

Access 

Cloud Policies 

& Processes 
Data Application Network Physical 

• Organizational considerations for the management of 

CSPs,  control assessment & monitoring 

• Legal and regulatory considerations 

• Risk management 

• Governance, oversight, and documentation  

• Pre-outsourcing analysis and due diligence 

• Regulatory specific requirements (GDPR, DPR) 

• Contractual provisions 

• Access and audit rights 

 Y Y*    Inform 
[29] [30] [31] 

[32] 

• Effective access to data  Y Y    
Inform, Supported, 

Configurable 
[33] [34] [35] 

• Exit plan, strategy and resolution  Y Y    Supported^ [36] 

• Billing models  Y     Inform [37] 

• International standards adherence 

• Cloud architectural reference solutions & practices 
 Y     Inform, Verifiable [29] 

• Virtualization, containerisation and devops    Y   Inform, Supported [38] [39] [40] 

• Resiliency in cloud architectures & disaster recovery 

• Continuity and business planning 
   Y Y Y Inform [41] 

• Network architectures     Y  Inform [42] [43] 

• Tokenisation, encryption & cryptographic key 

management 
 Y  Y   

Inform, Verifiable, Supported, 

Configurable 
[44] [45] 

• User and Privileged Access Management Controls 

(Authentication, Admin Remote Access) 
Y Y  Y   

Inform, Verifiable, Supported, 

Configurable 
[46] [47] 

• Data loss prevention  Y Y Y   
Inform, Verifiable, Supported, 

Configurable 
[44] 

• Events management & security events monitoring  Y  Y Y Y 
Inform, Verifiable, Supported, 

Configurable 
[44] 

• Incident & problem management  Y     Inform, Supported [48] [49] [50] 

• Source code reviews    Y   Not Available NA 

• Penetration testing    Y   Inform, Supported, Verifiable [51] [25] 

• Securing logs and backup    Y   Inform, Supported [45] 

• Change, capacity, and configuration management    Y Y Y Inform [52] [53] 

• Patching and vulnerability management    Y   Inform, Supported [54] [55] [56] 

• Access to business premises  Y     Inform^ NA 

• Relationship between service providers and sub-

outsourcing 
   Y* Y* Y* Inform^ [31] 

*Potentially (Situation & Context Dependent) 

^With limitations (May not be satisfactory) 

SaaS Provider 

Responsibility 

SaaS Customer 

Responsibility 
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F. Actionable Insights 

After the evaluation is completed, the next logical step is 
for the FI to review the results and determine if the SaaS 
provider’s responses for meeting the recommendations are 
satisfactory. Additional measures, policies, and controls may 
need to be implemented to reduce residual risks to an 
acceptable level.   

 

V. FRAMEWORK 

We can build a framework around the key activities used 
to evaluate a SaaS provider with the above. This framework 
provides a degree of abstraction for flexibility given the 
dynamic and constant advances in the SaaS cloud computing 
model yet retains specific activities to ensure an objective 
assessment.  

 

Fig. 5. SaaS evaluation framework for FIs 

VI. CHALLENGES, CONTRIBUTIONS, FUTURE WORKS 

A. Challenges 

We note that there were different implementations and 
recommendations for each region during the research and 
construction of our evaluation matrix and framework. 
Additionally, the nature of these recommendations was kept 
broad and strategic and excluded specificities or technical 
details. This may pose a challenge to FIs interpreting these 
recommendations due to the subjectivity involved. 

Nonetheless, FIs should always perform an industry-wide 
scanning to understand existing best practices 
recommendations for SaaS providers while reconciliation and 
aligning them to their internal policies and processes.  

Additionally, as with the nature of most qualitative 
evaluations, including those in TABLE VI. Evaluation of 
Salesforce SaaS, they are subjected to varying degrees of 
interpretation. However, such variations can be overcome by 
consistently applying enterprise-wide standardized evaluation 
criteria defined by the FI as part of its business processes and 
governance.  

Furthermore, while the above challenges do not directly 
relate to our matrix or framework, we have designed the 

matrix to be flexible and provide a coherent, standardized 
approach that FIs can use to objectively evaluate a SaaS 
provider within the context of a cloud responsibility model.  

B. Contributions & takeaways 

This research has proposed a novel, practical, and 
industry-centric evaluation framework that we believe has not 
been explored before. Furthermore, with the SaaS market’s 
anticipated growth within the next 2-3 years [7], it is timely 
that evaluations of SaaS platforms be aligned to each 
industry’s set of guidelines, recommendations, and 
implementation plan.  

Collectively, for an industry that is tightly regulated and 
has different regulations across parts of the world, it is even 
more imperative that FIs evaluate their SaaS providers 
objectively since SaaS platforms have the most significant 
responsibilities delegated to the provider. We present a 
summary of contributions and takeaways of our work as 
follows:   

TABLE VII.  INSIGHTS FROM THIS RESEARCH WORK 

Takeaways, 

Contributions 
Description 

Additional cloud 

responsibility 

segment  

• “Cloud Policies 

& Processes” 

While each segment of the standard cloud 
responsibility model includes the supporting 

processes [12],  the overarching policies and 

processes governing cloud service usage are still 
the cloud customer’s responsibility (i.e., FI) and 

should be listed to dispel ambiguity.   

Recommendation 
Evaluation Matrix 

& Framework 

We propose a comprehensive yet extensible and 
flexible framework and evaluation matrix: 

• Comprises of two significant dimensions 

featuring a merged set of SaaS cloud 

computing recommendations and an updated 

cloud responsibility model for an FI (SaaS 
consumer) to evaluate a SaaS provider with a 

derived set of taxonomy.  

• Applied on a prominent SaaS provider 

(Salesforce).  

Specific and 

unique region 
guidelines and 

emphasis in the 

financial sector 

By performing a literature review of existing 

cloud computing recommendations put forth by 
various agencies and authorities, we were able to 

determine that: 

• Singapore’s implementation guide places 

emphasis on technical security controls.  

• Europe’s guidelines and recommendations 

focus on activities surrounding data access, 

security, and processing. 

Salesforce  

Using the evaluation matrix, we found that a 

leading SaaS provider in the CRM market scored 

relatively well in most of the recommendations 
and can be used to compare similar SaaS 

providers.  

C. Future Works 

Our SaaS provider evaluation matrix and framework form 
a foundational aspect designed to be flexible and extensible. 
Future works may wish to explore: 

• Recommendations thereafter: With the evaluation 
complete, there may be areas that the SaaS provider 
does not provide adequate or satisfactory coverage of 
specific recommendations deemed necessary by FIs. 
Hence, FIs may wish to explore how these areas can 
be resolved using third-party technical controls, 
including SaaS Security Posture Management and 
Cloud Access Security Brokers.  

• Evaluation and comparison against other SaaS 
providers: As a further extension to the current 
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Salesforce evaluation, it would be interesting to 
understand how other SaaS applications (including 
those within and outside of the CRM realm) fare, 
including similarities and differences. Over time, with 
more evaluations done, a potential baseline can be set, 
and the matrix is refined to factor in additional 
recommendations and aspects.  

• Pivot and expand: Our research work’s structure and 
template can be adapted to evaluate other industries 
beyond the financial sector and other cloud service 
models to provide the same evaluation rigor.  

• Continuous updates: Cloud computing and SaaS 
platforms are continuously evolving, introducing new 
capabilities and features. Our work should also be 
updated over time, including expanding the 
classification taxonomy and cloud responsibility 
model list where necessary.  

VII. CONCLUSION 

Cloud computing is poised to grow with expected 
revenues of more than US$350 billion by 2022, in which SaaS 
applications and services would generate US$140 billion of 
those revenues [7]. This makes SaaS the most significant 
contributor to cloud computing than any other cloud service 
model. With its numerous benefits, it is expected that FIs 
would continue to migrate many of their workloads to SaaS 
platforms to realize these benefits.  

Furthermore, financial regulators have also recognized 
and acknowledged the cloud's importance and have no 
objection to cloud computing usage [57]. However, as with 
any new capabilities, risks and uncertainties are bound to 
arise. Hence, through this novel evaluation approach, we hope 
we can assist FIs in performing a comprehensive and objective 
evaluation of a SaaS’s provider adherence to the financial 
industry guidelines and recommendations.    
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Abstract

Quantum computing has been gaining traction of late, owing to the great strides in quantum mechanics in recent years. As
it is still very much in its infancy, the physical implementations of quantum computers are highly specialised and impossible to
replicate without niche equipment and precise conditions. This makes the provision of quantum computing services an apposite
candidate to be offered over the cloud, a process formally coined as ‘Quantum Computing as a Service’ (QCaaS). This article
will lightly introduce the concepts underpinning the highly nascent features of quantum computing, which lays the foundation for
understanding what can be realistically achieved by quantum computing in the realm of QCaaS and our existing efforts in classical
cloud computing. We will then examine the state of QCaaS service provision by surveying the numerous service providers in the
scene before projecting what lies ahead for QCaaS.

Index Terms

Cloud computing, Quantum computing as a Service, qubit, entanglement, superposition, interference, drug development,
climate change, quantum machine learning, quantum simulations, enterprise cloud

F
I. INTRODUCTION

Computation has played an integral role in solving human-
ity’s greatest challenges. This can be accredited to the vast
perennial improvements to processors as predicted by Moore’s
Law, allowing us to achieve unprecedented computational
power to solve increasingly complex problems. However, we
are fast encroaching on the limits of Moore’s Law [55] — the
transistors that make up our processors are approaching atomic
sizes. As such, the packing density of modern processors are
about to be accosted by physical limitations and with that,
processor speeds screech to an abrupt standstill.
Quantum computing, through manipulation of fundamental
quantum phenomena, offers a way out of this ‘computational
power paralysis’. However, due to limitations stemming from
cost and the nicheness of suitable hardware characteristic of
the novelty of new technologies, it is unlikely that we will
have quantum computers sitting on the average consumer’s
desk in the near future. This is especially so as most advanced
and scalable manifestations of quantum computers today, such
as Google’s Sycamore [42] and IBM’s Q [52], are realised
via superconductivity, which requires near absolute zero tem-
peratures to maintain the noiseless environment requisite for
quantum computing [99].
In tandem with the trend of offloading underlying hardware
resources onto cloud service providers [43], quantum com-
puting is perched at a vantage point that makes it a prime
target for cloud service providers to provision it as a cloud
service, hence the term ‘Quantum Computing as a Service’
(QCaaS). Large technology companies like Google, Amazon
and IBM are already offering their own QCaaS platforms,
while startups like Xanadu and D-Wave have also launched

their own quantum clouds. Unlike the other arms of cloud
computing like SaaS or IaaS, QCaaS platforms are bundled
with tutorials and experimental sandboxes to help expedite
the process of acquainting developers to this foreign and
demanding discipline.
While the promise of QCaaS paints a rosy picture ahead,
detractors have dismissed quantum computing, and by exten-
sion QCaaS as a whole, as an aggrandised and excessively
romanticised piece of computational fiction. Their arguments
are rooted in concerns stemming from scalability and quan-
tum computing’s probabilistic algorithms and susceptibility to
errors.
In this paper, we will attempt to demonstrate how quantum
computing can complement our existing cloud computing
technologies, as well as its potential applications when pro-
vided as a cloud service. This will then be balanced with
the challenges faced by the technology. But before we delve
into the implications that quantum computing might have
in the real world, it is useful to understand the phenomena
that enables this incipient technology, to give a working
understanding of the technology’s potential and pitfalls. The
discussion will not only go a long way in demystifying
the black-box that is quantum computing, but also provide
the prerequisite knowledge required to understand the later
sections of this paper covering the applications and limitations
of quantum computing beyond a surface level.
The rest of the paper is organised as follows: Section II
presents the underlying phenomena that enables quantum
computation. Section III then highlights potential applications
of quantum computing that reifies the theoretical benefits of
quantum computing for both the existing cloud services and
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as a cloud service itself. Next, section IV will provide balance
to the discussion by highlighting the potential caveats and
challenges of quantum computing and by extension, QCaaS.
Section V continues the discussion by comparing the current
state of QCaaS service providers and illustrate the symbiotic
relationship between cloud and quantum computing. Section
VI projects how the QCaaS scene might look like in the near
future, before Section VII concludes the paper.

II. FUNDAMENTALS OF QUANTUM COMPUTING

The ensuing subsections will define key terms that will be
used repeatedly in the paper. They will also briefly introduce
the quantum mechanical concepts that quantum computing
leverages to achieve certain capabilities that make them su-
perior to their classical counterparts in specific ways.

A. Quantum Computers

Quantum computers refers to any device that directly har-
nesses quantum mechanical phenomena to perform computa-
tion [3]. These phenomena can be cleverly exploited to reap
incredulous speed ups for certain classes of problems and
even solve ones that are intractable on even the best classical
computers.
At this point, it is salient to realise that quantum computers
are not alternatives to classical ones, and their speed ups are
not due to faster clock cycles, but are rather algorithmic in
nature [65].

B. Qubits

In classical computers, information is represented by bits
that can take 1 of 2 values, 0 or 1, based on the level of elec-
trical voltage. The fundamental block of quantum computers
is instead the qubit, a two-state quantum mechanical system,
which can manifest as, but not limited to, the direction of
spin of an electron (spin up or spin down), or the horizontal
or vertical polarization of a photon, to represent information.
The qubit is hence an abstraction of any quantum mechanical
system which can exist in 2 distinct states, which quantum
computing efforts use to encode information with.

C. Superposition

Regardless of the physical manifestation of the actual qubits,
qubits, prior to observation, can take on the values of 0, 1 or 0
and 1 simultaneously, yet collapse, or decohere, into an output
value of either 0 or 1 when observed. This peculiar behaviour
is made possible due to the superposition of these 2 ’output’
basis states.
Hence, a qubit’s quantum state, which is described by a
wave function of complex-value probability amplitudes, can
be expressed as a linear combination of its two orthogonal
basis states, as in:

|φ〉 = α0|0〉+ α1|1〉 (1)

, where |0〉 and |1〉 are the orthogonal basis states
[
1
0

]
and[

0
1

]
in Dirac notation. α0 and α0 are coefficients which

represent the complex-valued probability amplitudes of the
orthogonal basis states that describes the superposition.
While not immediately apparent, superposition, through
allowing an unmeasured qubit to exist in multiple states at
once, gives quantum computers their innate randomness and
breakneck processing speeds, forming the bedrock on which
their applications are premised on.

D. Quantum Interference

The wave-particle duality of quantum systems suggests
that the wave functions of qubits can experience constructive
and destructive interference, which amplifies or diminishes
the quantum state of a qubit respectively. This consequently
influences the probability of a qubit resolving into a particular
basis state upon measurement.
Quantum algorithms hence strives to introduce the appropriate
interference effects that ‘coerces’ quantum systems to resolve
into a resultant state that encodes the solution with a higher
probability.

E. Quantum Entanglement

Famously dubbed by Einstein as “spooky action at a
distance”, quantum entanglement describes the phenomenon
where a group of particles are inexplicably intertwined with
one another, such that individual particles are unable to be
extracted from the group and described independently of
others. This manifests in a strong correlation between them
that causes measurements performed on one of the particles
to instantaneously collapse the wave functions of the others,
regardless of the physical distances between them. This is in
effect equivalent to performing measurements on all of the
entangled particles, causing them to decohere and resolve into
one of the basis states from their superposition.
An entangled system is expressible as a superposition of the
states of its constituents. For a 2-qubit system, their states can
be represented as such:

|ψ〉 = α00|00〉+ α01|01〉+ α10|10〉+ α11|11〉 =


α00

α01

α10

α11

 (2)

, and the expression can be generalised for n qubits:

|ψ〉 =
n∑

x=0

αx|x〉 (3)

F. Quantum Computing

The root from which promises of computational speed
up by quantum computer stems from the marriage of the
aforementioned quantum mechanical phenomena. The strong
correlation enabled by the entanglement of qubits allows
qubits to ‘communicate’ with one another. This, when paired
with the ability of a qubit to exist in a superposition of states,
allows an n bit quantum computer to effectively exist in all 2n

states simultaneously, whereby an n bit classical computer can
only exist in 1 of these states at any point of time. Interference
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effects are then introduced to the quantum system to maximise
the probability that measurement of the system will collapse
the superpositions into a state that encodes the solution.
The above allows quantum computers to cover extremely large
search spaces in exponentially shorter time compared to their
classical counterparts, thereby achieving quadratic time speed
ups in search problems. Problems like integer factorisation,
which is the cornerstone for modern day encryption schemes
like RSA, can be solved in polynomial log(N) time with
Shor’s algorithm. Searching in unstructured databases can
employ Grover’s algorithm which only grows in

√
n.

Quantum computing has the potential to solve a bevy of other
search-like problems that are computationally expensive or
intractable to solve on classical computers. This promise, cou-
pled with aforementioned factor of niche hardware, cements
its candidacy of being provided as a service by cloud service
providers, since making the technology more accessible via
the cloud democratises the development of said technology
[73], a catalyst for spurring innovation that can solve some of
the world’s most pressing problems [54] [35].

III. APPLICATIONS

The newfound abilities of quickly solving large search-
based problems and true randomness has ushered in a wave
of interest seeking to stretch and exploit these capabilities.
The following subsections present the more prominent appli-
cations of quantum computing in our existing technologies as
well as a service.

A. For Existing (Cloud) Services

Security
Modern day encryption schemes that safeguard most of the
data and traffic in the Internet are on a timer with the
inception of quantum computing. While higher-bit symmetric
key variants of Advanced Encryption Standard (AES) can
prove to be computationally infeasible for quantum algorithms
to break, symmetric keys in practice are only usable once both
communicating parties have access to the same key.
Public key encryption schemes like RSA, elliptic curves and
discrete logarithms are hence needed to implement Transport
Layer Security (TLS) protocols to set up secure channels [14]
through which symmetric keys can be communicated over
to the other party. These encryption schemes are no longer
secure with the advent of quantum computing, since quantum
computers can quickly unravel the mathematics that gave these
schemes their intractability and hence security on classical
computers. For example, RSA, which relies on the computa-
tionally intractable task of integer factorisation, can easily be
broken in polynomial time Õ(n3) by Shor’s algorithm [90].
If, or when, quantum computing infrastructure and algorithms
become more pervasive, RSA encryption systems that govern
everything from emails to digital transactions will become
susceptible to quantum-enabled attacks [91].
This would be a huge quandary for cloud service providers,
as a major retardant for cloud adoption is steeped heavily in
security concerns [61]. While quantum computing is to blame
for this security nightmare, it is itself also a viable band-aid

to patch this cryptography-shaped hole.
The most famous proposed application of quantum computing
to security is Quantum Key Distribution (QKD). QKD pro-
poses a method for communicating keys which can then be
used to encrypt data as you would for communication over
a classical channel. Figure 1 illustrates how a secure key is
generated with the BB84 QKD protocol.

Fig. 1. The BB84 QKD protocol in action [53]. Alice, the sender, uses a pair
of conjugate bases, each containing orthogonal bases(in this case horizontal-
vertical polarisers with diagonal polarisers), with the actual bit value to encode
the photon. Bob proceeds to measure each photon polarised in this manner
with his polarisers selected at random. After the measurement, Alice and
Bob communicates which basis was used for the photon stream and uses the
resulting bit value from matching basis schemes as the key.

Grossly simplified, the BB84 QKD protocol encodes infor-
mation using pairs of conjugate bases, typically rectilinear
and diagonal bases, each comprising of a pair of orthogonal
states [19]. Under this protocol, the sender encodes the key by
repeatedly polarising each photon using a randomly selected
basis and the bit value for each bit of the key. The receiver
then also repeatedly selects a basis to measure the received
key at random. The sender and receiver then both announce
the order of bases they each used to measured the bit stream,
discarding bits where they used different bases. Probability
predicts that on average, only half of the chosen bases will be
aligned. This will be the half that forms the secret key that can
be used to encrypt subsequent messages in the communication
exchange [19] [20].
Due to the randomness of which polarisation bases are se-
lected, eavesdroppers are unable to intercept the message since
performing a measurement on the polarised photons irrevoca-
bly alters the quantum state of the photon. This introduces
errors which can be surfaced in the error estimation phase,
where random bits of the key are compared at. Should the
errors violate a threshold, the key is tossed and the process is
repeated [81].
The no cloning theorem asserts that photons cannot be forged
either, since it is impossible to create an identical copy of a
quantum state that has not yet be measured [95]. For attempts
of forgery to go undetected, the eavesdropper will need to
regenerate the polarised photons by correctly guessing how
the sender polarised each photon, which is a vanishingly low
probability as the length of the key increases [96].
There are many other protocols that quantum computing has
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introduced to stay secure in a ’post-quantum’ world, including
an entanglement variant of the BB84 protocol [62], as well as
a coin flipping protocol for when parties do not trust each
other [34]. These protocols ensure the secrecy of keys and by
extension security of data sent to and within cloud services.
This is achieved by allowing parties to securely transmit data
and alerting them to compromised data transmissions, man in
the middle attacks et cetera.
Aside from protocols, the impending security vulnerabilities
spurred by the development of quantum computing has thrown
security into the limelight of cloud service providers. This
potential threat has served as an impetus for cloud service
providers like IBM, AWS and Microsoft to invest in security
efforts to develop ’post-quantum’ cryptographic systems [2].
The most notable of these efforts is IBM’s lattice cryptography
suite CRYSTAL [50].
Whether directly or indirectly, quantum computing has set a
precedent for security-saavy cloud computing services in the
future. This can prove to be an invaluable asset [56] to cloud
service providers to not only help abate security concerns that
hinder current cloud adoption [49], but also future proof the
security of their systems for the eventuality of a future where
quantum computing is more widespread.

B. As A (Cloud) Service

As a precursor to the ensuing subsections, it is important to
understand that the hardware required for quantum computers
to be as ubiquitous as our familiar classical computers is
projected to be many years away. While the realisation of
commodity hardware for quantum computing may be distant,
the benefits from the applications of quantum computing are
not, and hence urgently needed.
The benefits of quantum computing applications, especially
in the near future, is therefore synonymous to the benefits of
QCaaS for the sake of discussion in this paper, since the cloud
will be the primary medium through which these applications
are provided and consumed [94]. The following subsections
list the various problems or verticals where QCaaS can be
applied to great effect. Most of these applications are able
to reap quantum speedups as they are themselves variants of
large search problems that are computationally intractable for
classical computers to overcome.

Drug Development
The centerpiece of drug development efforts today is the suite
of functionalities encompassed in modern Computer-Aided
Drug Discovery (CADD) tools. Many of CADD’s capabilities
are a flavour of simulation techniques [39] — Homology
modeling attempts to emulate the geometry of protein
structures, active binding site prediction strives to identify
if proteins are able to bind to similar substrates to elicit
similar enzymatic reactions, while Molecular Dynamics (MD)
simulations tries to predict the atomic interactions influenced
by intrinsic and extrinsic characteristics of the molecular
system [45].
For brevity of discussion, we will focus on MD simulations.
Realistically, protein force fields comprise too many factors to

be parameterised for accurate simulations [24] — a relatively
small scale complete simulation of 25,000 atoms, which lasts
for a microsecond in real life, required 24 processors several
months to compute.
Current realisations of MD simulations workaround this by
approximations, consequently translating to poorly results
[38]. Yet, accurate MD simulations are integral to drug
development as they demonstrate how the atomic interactions
in a system can influence protein folding, a key component
to drug development.
QCaaS can aid in drug development by providing
the underlying quantum computing infrastructure for
bioinformatics companies to massively speed up the search
for the correct protein folding pattern. This is an intractable
task on classical computers as stated by Levinthal’s paradox,
which states that despite proteins being able to fold almost
instantaneously into their native folded state, the set of
possible conformations of an amino acid chain grows
exponentially with its length [104].
Other than being able to quickly scour the search space
for the most probable conformation for the protein, the
aforementioned problem pertaining to protein force field
parameterisation can be resolved with quantum chemistry.
High quality ab initio simulations can be done with
polynomial overhead in quantum computers to accurately
model protein force fields [64], which is a prohibitively
expensive task for classical computers.
Quantum computing would massively accelerate current drug
development endeavours, which are marred by soaring failure
rates of over 90%. This inefficiency is somehow a pale shadow
of its many other shortcomings. Immense development costs
and sluggish development cycles, averaging $2 billion and
10 years respectively, coupled with its failure-prone nature,
culminate in today’s sluggish yet crucial process of drug
production.
This $200 billion market is set to be dominated by
QCaaS customers who can leverage quantum computing to
tremendously shorten the time to market for drug development
and force inferior classical current methods into obsoletion
[11] [46]. Even if one was to discount the gargantuan financial
motivations for pushing drug development endeavours towards
a quantum cloud, the current global standstill, isolation and
human loss induced by COVID-19 should be more than
sufficient to reify the arguments for QCaaS-enabled drug
development efforts.

Climate Change
While it may seem a little far-fetched that quantum computing
could be the panacea for climate change and its vast, far-
reaching environmental problems, QCaaS could aid our green
efforts in very significant ways.
Soaring greenhouse gas emissions since the onset of
industrialisation has had a huge hand in manufacturing the
massive, looming environmental catastrophe we have to
confront today. This is due to the warming effect that the
abundance of these gases in our atmosphere has on our
environment, paving the way for global warming and its
related implications [9].

Cloud Computing Review Technology and Applications 30



5

The biggest culprits in the emission of greenhouse gases are
the energy and agriculture sectors, who contribute a whopping
72% and 11% respectively [8].
QCaaS aims to curb the emission of greenhouse gases in these
sectors by hastening the invention of next generation green
technology and the creation of greener chemical production
processes. Recent efforts to better battery technology, carbon
scrubbers and synthesise ammonia for fertilisers have turned
to quantum computing to overcome their biggest obstacles.
In the research of battery technology, reaction mechanisms
between lithium and oxygen in lithium batteries can now be
simulated with high fidelity with small quantum computers
[59]. This was previously impossible on classical computers
due to the complexity of simulating not just the molecular
complexes, but also the environments in which the molecules
react. This gives researchers a new lens on the reaction
mechanisms, giving them insights to understand how to
prevent the undesirable formation of lithium peroxide that
causes degradation in batteries [47].
The pursuit of scalable carbon scrubbing has also benefited
from quantum computing as well. Carbon scrubbing, or
Direct Air Capture (DAC), is the process of ‘capturing’
carbon dioxide from the ambient atmosphere by means of
using a chemical catalyst [23]. The Intergovernmental Panel
on Climate Change (IPCC) acknowledges that this process is
pivotal to our efforts to reverse climate change, as reducing
emissions alone is no longer sufficient. Carbon dioxide hence
needs to be actively removed from the atmosphere [89].
DAC works by exposing a catalyst which reacts with
atmospheric carbon dioxide to form a solution, effectively
pulling carbon dioxide out of the air. However, current
catalysts are prohibitively costly to be used ubiquitously
as they either contain precious metals or are difficult to be
produced or deployed at scale [69]. Since the crux of DAC
is to search for the appropriate molecules that can react
with atmospheric carbon dioxide, researchers are able to use
quantum computing to simulate the vast number of molecular
structures to distill cheap and easily deployable candidates fit
for the task [78].
Lastly, the Haber-Bosch process can finally be replaced
after a century of being used to synthesised ammonia, a key
compound for fertilisers, plastics, pharmaceuticals et cetera.
The process is heavily pollutive due to its dependence on
fossil fuels, and is alone estimated to contribute 1% of the
world’s carbon emissions whilst consuming 1% global energy
consumption [22].
This is in stark contrast to naturally occurring nitrogen-fixing
bacteria that are themselves able to generate ammonia with
very little energy [98]. This innate ability to generate ammonia
boils down to the FeMo-co molecule, which replication has
eluded researchers due to the limits of classical computation.
QCaaS is able to deliver the quantum computing firepower
required by green tech companies looking to find this energy
efficient and infinitely less pollutive way of generating
ammonia. The ammonia created by this process, aptly called
‘Green Ammonia’, gives ammonia a new lease of life: the
previously precious resource can potentially be commoditised
in a QCaaS-enabled world be and used in other ‘less urgent’

applications, such as fuel, thereby further alleviating the
world’s dependence on fossil fuel, driving emissions even
lower [87]. Complemented with advances in battery, DAC and
other green technology, green tech companies empowered by
QCaaS are on the cusp of halting the unrelenting juggernaut
of climate change.

There are a myriad of other applications for quantum
computing that are not described in detail in this paper for
the sake of brevity. At their core, these problems have some
elements of searching, simulating or perfect randomness
that classical computers cannot emulate. These applications
include:

• Machine Learning
Faster and more accurate machine learning algorithms
have the potential to supercharge artificial intelligence.
QCaaS has the potential to hence generate and deliver
these models trained on special quantum hardware for
consumers. Stochastic gradient descent widely used in
current training of neural networks have a risk of being
stuck in local minima, taking away from the optimality
of the trained model.
This can be addressed with quantum annealing, where
the model is in a superposition of all possible states
at once, and the worse states are pruned by a tuning
parameter that gradually becomes stricter to sieve out
suboptimal local minima as the algorithm iterates [67].
Coupled with quantum tunneling to traverse through
high error (energy) states to search for more optimal
states [71], convergence to a highly optimal model is
made possible and quicker.

• Market Simulations
Accurate and quick market simulations have far reaching
implications ranging from portfolio management to
investment risk analysis.
Portfolio management using an ansatz designed by
quantum approximate optimisation algorithms on a small
portfolio was demonstrated to be near optimal [48]. As
general purpose quantum computers develop, so will
the ability to scale the above to accurately simulate real
world portfolios.
Also, being able to analyse risk quicker with a higher
degree of accuracy can give banks the confidence to
issue more loans assuredly, thereby driving innovation
in an otherwise risk adverse climate.

• Supply Chain Management
Most intractable problems for classical computers that
arise in the realm of supply chain management manifest
in problems like scheduling and logistic planning. The
search space of these problems for the optimal solution
explodes exponentially as the number of variables
in the system increase, also known as the curse of
dimensionality.
Since these problems are in essence search problems,
they can be solved by quantum annealing, equipping
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QCaaS service providers with the computational
capabilities required to solve bottlenecks in supply
chains. This can go great lengths in filling a large and
lucrative hole in the enterprise systems market.

• Quantum Physics
Unsurprisingly, the advancement of quantum computation
will undoubtedly further our understanding of quantum
mechanics itself. In the immortal words of Richard Feyn-
man, one of the pioneers of quantum computing:

“Nature isn’t classical, dammit, and if you want to
make a simulation of nature, you’d better make it
quantum mechanical, and by golly it’s a wonderful
problem, because it doesn’t look so easy.”

Our understanding of the quantum mechanics pervasive
in the world has been limited to what our classical com-
puters could simulate [38] due to the enormous number
of variables at play.
If anything, quantum computing will hone our under-
standing of the field, which has large implications for
areas of chemistry, nanotechnology and of course, theo-
retical physics.

IV. CHALLENGES

The preceding section describes the numerous momentous
breakthroughs enabled by quantum computing that can solve
some of the world’s most pressing problems. However, these
projections are could remain groundless due to the following
challenges faced by the development of quantum computing
and QCaaS.

A. Scaling Quantum Computers And Errors

This problem of scaling is not exactly what is typically
implied by the term ’scaling’ in the context of cloud
computing; this instead refers to building a larger quantum
computer composed of many more qubits than what we
currently have today. This is an uphill task due to the
exponential fragility of maintaining the ‘quantumness’ of an
increasing number of qubits. This lost of ‘quantumness’ is
also known as decoherence.
Without efforts to sustain a noiseless environment [17], qubits,
due to their susceptibility to external influences, will decohere
and lose their superposition, entanglement and capability to
perform any meaningful computation [97]. It is precisely this
difficulty of maintaining a noiseless environment conducive
for quantum computing which necessitates cumbersome and
expensive cryogenic technologies [99]. This makes even our
current small Noisy Intermediate-Scale Quantum (NISQ)
computers niche, difficult to scale and hence available only
via the cloud.
Undoubtedly, the biggest hurdles to building scalable
quantum computers are centered around the theme of errors.
The section’s seemingly slipshod title is intentionally vague
to stress the multitude of avenues from which errors can arise,
which can render scalable quantum computation a frivolous
pursuit. Most notably, the aforementioned susceptibility to
noise, which can introduce qubit flips, coupled with NISQ

computer’s proneness to decoherence is a huge hindrance to
the effectiveness of current quantum computers, exemplified
by the 99% noise in Google’s famous quantum supremacy
experiment [12].
This problem will no doubt be exacerbated in larger scale
quantum computers that can begin to have any practical
use, especially when compounded with more significant
hardware-based errors [60]. To somehow make matters worse,
quantum computation is inherently probabilistic [40]; it
operates by introducing interference effects that will induce
the quantum system to resolve, with a higher probability,
into a state that encodes the solution. Without certainty of
computation, expending the effort to overcome the onerous
problem of decoherence in NISQ computers might seem
unworthy a cause.

Despite the monumental challenge, there are a few notable
efforts to curb errors in NISQ computers.
Redundancy
Simply put, redundancy relies on having ‘safety nets’ or
‘back ups’ to perform error correction. This idea can be
replicated across different facets of a quantum computer to
minimise error from multiple components of the system.
If a qubit is predisposed to having errors with a non-zero
probability, then a natural answer would be to have auxiliary
qubits doing the same computation as ‘back ups’. This
gives rise to error correction via logical qubits, which is an
abstraction over physical qubits that groups multiple physical
qubits together to function as a single logical qubit [74]. With
enough qubits in a logical system, it is possible to ‘snuff
out’ individual errors of each physical qubit that compose the
system.
While conceptually viable, this is a chicken and egg problem
since eliminating errors in current NISQ computers for
scalability via logical qubits requires them to first scale
sufficiently to have enough additional physical qubits to
generate logical ones to keep the system error-free [12].
The notion of redundancy can be recycled on the software
level as well to reduce errors in quantum algorithms. While
fundamentally probabilistic, quantum algorithms can get
around this by running the algorithms thousands of times
repeatedly to find the most statistically sound answer [70].
This is a viable solution as current complex problems on
quantum computers are solved very quickly anyways. The
Bounded-error Quantum Polynomial (BQP) time complexity
class enforces an upper bound of 1

3 on the error probability
of decision problems solvable by quantum computers in
polynomial time [68].
As each qubit has effectively unique error signatures, the
errors generated after running the algorithm multiple times
using different qubits are often diverse. This makes not
any one error statistically significant when compared to the
rest of the qubits that resolve to an error free output state [70].

Machine Learning
The discussion prior introduced the idea of noise being
introduced by hardware, specifically quantum logic gates
[60]. It is hence logical to ensure that quantum circuits,
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which amalgamates many logic gates, are thoroughly
optimised to introduce as little hardware components and
their associated errors into the system. Thus, machine learning
is used to translate the schematics of a quantum circuit to an
optimally succinct one to reduce the effects of noise [18] [74].

Hardware
Designing a fault-tolerant quantum computer would be easier
if erroneous qubits can be identified during computation.
However, measurements cannot be performed directly on a
qubit whilst maintaining its coherence.
A possible solution would then be to entangle the target
qubit with other ancillary qubits and feed these ancillary
qubits through logic gates to give us clues as to which state
the qubit in question might be in [12] [31]. Doing this at
scale however, begets the similar chicken and egg problem
mentioned in the earlier of logical qubits.
Although realising large scale quantum computers with
current technology seems to be an insurmountable challenge,
there is literal light at the end of the tunnel. Photonics-based
quantum computers like Xanadu’s and PsiQuantum’s are rid
of the uncompromising need of strict noiseless environments
required by superconducting-based quantum computers. This
stability allows them to operate at room temperature [13] and
maintain their coherence for longer periods of time [86] [80].
This could pave the way for building large scale fault-tolerant
quantum computers.
However, it should be warned that the branch of photonics
for quantum computing is extremely young — Xanadu’s
launch of its quantum computer is barely half a year old
at the time of writing, while PsiQuantum’s operations have
been notoriously covert. While promising, the youth of this
endeavour makes it volatile. Via increased exposure [54],
crowd innovation [54] [73] [35] and ‘stress testing’ the
system through the cloud, a conclusive verdict on the future
of photonics in quantum computing can be reached quicker.

B. Inaccessibility

Quantum computing is a niche discipline that requires one
to be adept in mathematics, whilst possessing a firm grasp of
concepts in quantum mechanics and computer science. This
specialised skill set is extremely demanding and hence under-
standably uncommon, which is why QCaaS service providers
typically offer some form of tutorial or sandbox environment
on their platforms to help ease people into the field.
It is precisely this mystery that shrouds the enigma that is
quantum computing that makes development of the field so
challenging. Aside from a tiny talent pool available to advance
the field and explore its applications, misinformation thrives
in an environment brimming with obscurity.
For instance, there are claims that quantum-enabled networks
can instantly transmit data via entanglement. While measure-
ments on a qubit causes the other entangled qubits to instanta-
neously resolve into a state regardless of the distance between
them, there is no meaningful way to decode what the resultant
bit stream represents until both parties can compare their
results via classical channels [72]. Yet, the media coverage of

quantum computing erroneously touts the quantum internet as
a revolutionary breakthrough on which networks that operate
faster than light can be built off on [58] [51].
While quantum computing is certainly at a very exciting
juncture due to its promises, its exploits should be discussed
carefully to prevent disillusionment in an overly-hyped field
that failed to deliver on lofty, if not fictional, promises.
Hence, it is thoroughly beneficial for quantum computing to be
exposed to as many people as possible to cultivate a quantum-
savvy community [54] [73] [35], ready to reap the full extent
and push the capabilities as the technology matures.
QCaaS service providers, through service provision and the
guidance available on their platforms, are instrumental in
the endeavour of proliferating quantum computing knowledge
and by extension, the development of the entire quantum
computing ecosystem.

V. PROVISION OF QCAAS

As quantum computing gains traction, more and more
companies are hopping on the bandwagon of abstracting the
highly inaccessible hardware that enables the technology and
providing it as a service on the cloud. We will scrutinise
the various QCaaS service providers to extract key takeaways
pertaining to quantum computing and QCaaS as a whole.

A. Comparison Of QCaaS Delivery Models

Due to the nascence of QCaaS, QCaaS service providers
have yet to effectively differentiate their services from each
other, unlike how the myriad of existing services hosted
on Amazon Web Services (AWS), Google Cloud Platform
(GCP), Azure et cetera has. Currently, they function very
much similar to PaaS providers, maintaining libraries, handling
infrastructure and exposing APIs for developers to leverage on
their underlying quantum hardware.
Yet, behind the infrastructure abstraction lies a flurry of
differences that distinguishes these QCaaS service providers
from each other. These differences are succinctly summarised
in Table I below.

TABLE I
QCAAS HARDWARE IMPLEMENTATION COMPARISON

Provider Type of QC Qubit Type Max Qubit #
D-Wave Leap Quantum annealer Superconductors 5,000

Xanadu Gate-based Integrated Photonics 24
Rigetti Gate-based Superconductors 31

Google Quantum AI Gate-based Superconductors 53
IBM Quantum Experience Gate-based Superconductors 65

Azure Quantum Outsourced Varies Varies
Amazon Braket Outsourced Varies Varies

A cursory glance at Table I reveals some striking differences
amongst QCaaS service providers. They are namely:

1) D-Wave Leap is the only provider that offers a quantum
annealer as a quantum computer.

2) D-Wave’s quantum computer is magnitudes larger than
the rest.

3) Xanadu is the only provider using integrated photonics.
4) Azure Quantum and Amazon Braket have outsourced

their quantum computing hardware to 3rd party vendors.
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These observations and other developments relevant to the
QCaaS scene will be analysed in the following subsections to
help organise the discussion.

Quantum Computer Implementation
D-Wave’s implementation of a quantum computer seen from
observation (1) is a quantum annealer, a variation of quantum
computers that are limited by their practicality [36]. As
suggested by its name, quantum annealers are a quantum
take on classical simulated annealing algorithms; it is in
essence a device that leverages on superposition of qubits and
quantum tunnelling to rapidly find the global minimum of an
optimisation problem [100]. Due to its limited scope of just
quantum annealing, D-Wave’s quantum annealers are hence
often distinguished from general purpose quantum computers.
This is in stark contrast to the gate-based implementation
of quantum computers, which bears more resemblance to
classical logic gates. Like classical logic gates, operations
can be composed into quantum circuits, allowing gate-based
quantum computers the flexibility to use more advanced
algorithms like Quantum Fourier Transforms, Shor’s
algorithm and Grover’s algorithm [100].
Based on the above thus far, one might think that D-Wave’s
QCaaS might suffer from it narrow capabilities. However, it is
unwise to relegate D-Wave to the back of pack in the QCaaS
arms race based on the seeming nicheness of a quantum
annealer. Aside from being orders of magnitude larger than
the other gate-based implementations as can be seen from
observation (2), many of the aforementioned applications
of quantum computing can be boiled down to optimisation
problems. Hence, as gate-based implementations continue
to struggle with scalability due to the system’s sensitivity
to environmental noise [36], D-Wave’s comparably giant
quantum annealers look set to sufficiently satiate the needs
of QCaaS consumers and hence dominate the scene for the
foreseeable future.

Qubit Type
Despite being miniscule in size, the qubits on which these
different QCaaS service providers build their services on
have gargantuan implications for the quality of their services.
This makes Xanadu’s unique choice of qubit implementation
highlighted in observation (3) a point of interest, despite it
being currently the least scaled quantum computer.
The limelight of the discourse on quantum computing
hardware have heavily been centered on superconductors,
owing to D-Wave’s large strides in scaling its superconductor
based quantum annealer as well as being the implementation
of choice by tech giants like Google and IBM. Yet,
superconductor based qubits are met with a huge hurdle for
scaling a quantum computer due to their susceptibility to
thermal excitations that can cause the system to decohere.
Hence, superconductor based quantum computers require
elaborate cryogenic technology to keep quantum computers at
temperatures fractions of a degree above absolute zero [27].
This is a major proponent for getting behind Xanadu’s
scalable photonic implementation of the qubit: they can
operate at room temperatures [94] [13]. By taking advantage

of Heisenberg’s uncertainty principle [103] and quantum
meterology [79], the superpositions of multiple photons in
squeezed states can be measured with a higher degree of
accuracy, allowing Xanadu to entangle them [25]. In addition
to photonic’s agnosticism to temperature, the light-based
nature of the technology makes it easily integrable to existing
fiber-optics based telecommunication infrastructure, a head
start for the implementation of secure quantum networks
[25] [94] [25]. Despite its current modest size, Xanadu’s
QCaaS looks to be very promising. Unlike its peers, it is
unencumbered by scalability concerns of superconductors
whilst retaining the far-reaching practical uses characteristic
of gate-based general purpose quantum computers [80].

QCaaS provision strategy
The strategy fuelling the delivery of QCaaS for each company
can be classified according to their scale.
Startups like D-Wave, Rigetti and Xanadu are offering their
services directly from their own cloud, namely D-Wave Leap,
Rigetti Quantum Cloud Services (RQCS) and Xanadu Quan-
tum Cloud [33] [85] [101]. While these clouds lack the breadth
of services characteristic of more mature alternatives like GCP
and AWS, they embrace the field’s foreignness and bolster
their offerings by providing immense support for their users.
Users of the aforementioned quantum clouds can hence expect
all sorts of guidance to ease their deep dive into quantum
computing. For example, RQCS provides utility applications
on their platform to help their users hit the ground running
[63]. On the other hand, D-Wave Leap provides a consultancy-
like service to help their users identify and translate business
requirements into optimisation problems, guiding them from
planning to production [32].
On the other hand, cloud veterans like Azure Quantum and
Amazon Braket are playing to their strengths of delivering
cloud services by offloading the actual implementation and
maintenance of quantum computing hardware to their part-
ners. In this set up, these cloud service providers function
as middlemen providing time-based pricing to the access of
outsourced quantum computers belonging to a slew of partner
quantum computing companies including Rigetti, IonQ, D-
Wave, Honeywell et cetera [57]. Currently, the underlying
quantum computer implementation of their services can either
be quantum annealers or gate-based, while its qubits can either
be superconducting circuits or ion traps [15] [16].
For hardware providers, this makes fiscal sense as exposing
the hardware to the cloud substantially increases the reach
of the hardware, accelerating user uptake whilst maximising
utilisation of hardware [57]. The uptick of users, or at least
people exposed to quantum computing, will likely spur inno-
vation [54] [73] [35] and continue to push the limits on what
can be done on quantum computers [84].
For cloud service providers, not placing all their quantum
eggs in the same basket gives them the flexibility to lever-
age different hardware that may be better suited for certain
problems, or ride the success of the breakthroughs that one
of its many hardware providers are enjoying. This strategy
excels especially in the burgeoning field of quantum comput-
ing, where breakthroughs such as the ones driving Xanadu’s
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photonic quantum computer are aplenty and many more are
on the brink of discovery. As more players enter the quantum
hardware space, this wholly expandable and versatile middle-
man delivery model of QCaaS is able to assimilate them for
the betterment of their brand of QCaaS.
Additionally, features native to these cloud platforms such
as access control, auto scaling and logs monitoring serve to
seamlessly integrate quantum applications onto organisation
clouds [16] [15]. Adding QCaaS to their arsenal of services
readies cloud service providers to dominate an estimated
USD$472 million space which boasts an explosive 30%
Compound Annual Growth Rate (CAGR) [10]. This mode of
QCaaS delivery is thus yet another hallmark of the symbiotic
relationship between cloud and quantum computing.
While this middleman strategy is currently employed by tech
giants like Azure and AWS, Google is not following suit and
has developed their own quantum hardware in the form of
the Sycamore chip [42]. While this gives them full autonomy
of the entire stack of their quantum computing service, the
need to allocate resources to both hardware development and
software support infrastructure simultaneously might put them
on the back foot in the QCaaS arm’s race.

B. Complementary QCaaS Tools

While the previous section has underscored the diversity
within QCaaS services, there is also a flourishing ecosystem
of tools that they share.
As mentioned above, the infancy of QCaaS has caused
providers to function more like PaaS service providers, pro-
viding SDKs and APIs for consumers to interface with their
underlying hardware. However, unlike in traditional PaaS
services, where these abstractions exist in silos with little to
no interoperability, there are thriving tools to unify vendor-
specific QCaaS services [5]. These range from libraries estab-
lishing standards for the design of quantum algorithms, to the
complete abstraction of hardware to ensure that applications
are hardware, and to a large extent, vendor agnostic.
For example, IBM’s OpenQASM [83] is the defacto standard
for representing quantum circuits for any gate-based quantum
computer on which many open source libraries like Mitiq [6]
and staq [4] are based on. Also, Qibo [82] and XACC [7],
an API and a programming framework respectively, abstracts
underlying hardware from the application level, allowing de-
velopers to focus purely on the development of quantum soft-
ware without needing to worry about the underlying quantum
computer. Furthermore, Xanadu’s Pennylane [77] is a cross-
platform Python library for quantum machine learning that
has plug-ins to support other gate-based quantum computers
aside from its photonic ones. This cross-platform functionality
is demonstrated by its recent adoption by Amazon Braket,
whose slew of quantum hardware providers range from semi-
conducting circuits to ion traps [102]. Lastly, there have been
efforts by UK-based Riverlane to build Deltaflow.OS [66],
an operating system (OS) specialised for quantum software
yet independent of the underlying hardware. By optimising
task scheduling, resource allocation and other OS operations
for quantum computing, Deltaflow.OS is poised to streamline

the development of quantum applications through the stan-
dardisation of hardware abstractions with quantum-centric OS
support. These tools will be vital in ensuring that the obstacle
of vendor lock-in and low portability of existing cloud services
will not be an impediment to the development of QCaaS.
In conventional PaaS, the aforementioned ‘abstraction silos’,
when coupled with the ‘plug and play’ ease of procuring
different services, caused massive monetary and time costs
for cloud service consumers to rectify problems with data
synchronisation and backwards compatibility [1].
In a sense, the nascence of quantum computing hardware has
forced quantum computing to manifest as QCaaS to be deliv-
ered via the cloud. To cultivate a quantum-computing-savvy
community to leverage its services, which again stems from
the nascence of quantum computing, QCaaS service providers
have open sourced their abstractions, including libraries and
SDKs, something that existing PaaS service providers did not
have to do. Thus, it is reasonable to attribute the proliferation
of quantum computing know how, as well as heightened
QCaaS’ portability across vendors to cloud computing.

VI. FUTURE OF QCAAS

QCaaS, by being the primary vessel through which quantum
computing services will be procured, will absolutely remain a
point of interest for the foreseeable future.

A. Market Trends

Quantum computing’s tremendous market share and its
relentless CAGR [10] is fuelled by support from technology
evangelists and reputable technology research companies like
Gartner [76] and Forrester [44]. This has resulted in the bal-
looning of McKinsey’s valuation of the field at USD$1 trillion
by 2035 [28]. Riding on the naive optimism characteristic of
incipient technologies, the nascence of quantum computing
places it and QCaaS in the speculative phase of Gartner Hype
Cycle [75], as depicted in Figure 2 below.

Fig. 2. The Gartner Hype Cycle For emerging technologies [41]. Quantum
computing is ascending the curve to the peak of expectations, which manifests
in increasing traction, attention and support amongst technology evangelists,
companies and researchers alike.
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The predicted unassailable interest will continue to aid re-
search and development efforts in the field for the foreseeable
future.

B. Advancements In Quantum Technology

The previously mentioned financial backing will go great
lengths in achieving breakthroughs to materialise large scale
general purpose quantum computers that can be of practical
use.
Despite the challenges of scaling quantum computers, quantum
computing has an optimistic trajectory based on current trends.
IBM’s quantum computing systems have reaped a year on
year doubling of quantum volume, a performance metric for
quantum computers encompassing qubit count, error rate and
size of quantum circuitry [93] [30], for the fourth consecutive
year [26]. While this hints at some parallels to Moore’s Law,
labelling it as such would be severely belittling the enormous
engineering effort required for sustained exponential growth
[12].
Congruent with the theme of the rapid scaling of quantum
computers, IBM is eyeing a milestone of debuting a 1,121
qubit quantum computer on the cloud in 2023 [37], touting
the 1,000 qubit barrier as the tipping point for realistic com-
mercialisation of quantum computing. While the projection
appears lofty given the current scale of quantum computers, it
is incomparable to PsiQuantum’s ambitious claim of delivering
a 1,000,000 qubit commercial quantum computer in a ‘handful
of years’ [21]. There is some merit to these claims, given
their copious amounts of venture capital funding [29] and their
headstart in developing photonic quantum computers [80].
While PsiQuantum itself has largely been secretive of its
operations with no indication of taking to the cloud, their feats
are indicators of the potential of Xanadu’s QCaaS services.
Regardless, the outlook for quantum computing and QCaaS is
guaranteed to be extremely interesting.

C. Enterprise Development

While this paper thus far has likened QCaaS service
providers to PaaS service providers, QCaaS service providers
may also assimilate SaaS services into their platform.
This is the exact converse of the development of Salesforce
as a company, which started out as a Customer Relationship
Management (CRM) SaaS tool that pivoted to also encompass
PaaS capabilities by repurposing the cloud infrastructure that
was delivering its SaaS services. This consequently catalysed
3rd party application development on the platform, cementing
Salesforce as a serious PaaS contender with a comprehensive
suite of SaaS applications developed both natively and by 3rd

party vendors [88].
While the Saleforce example is the reverse of the plight of
QCaaS service providers, QCaaS service providers can still
take a leaf out of Salesforce’s book to refine and redefine
QCaaS.
Through the proliferation of quantum knowledge via their
existing PaaS-like QCaaS platforms, QCaas service providers
can cultivate a community that is ready to participate in an
active QCaaS ecosystem [54] [73] [35]. This can precipitate

the development of utility applications similar to those offered
by RQCS [63]. Arming 3rd party developers with enabling
technologies to expedite the usage of the QCaaS platform
to develop quantum-enabled applications can head start the
establishment of QCaaS platforms as viable SaaS service
providers.
Also, the applications discussed have primarily been more
catered towards enterprises, such as machine learning with
big data, supply chain management and market simulations.
Yet, enterprise cloud providers such as Salesforce, SAP and
FreshWorks have yet to detail a roadmap for equipping their
platforms with quantum computation which will unquestion-
ably generate immense value for their customer base of
enterprises.
Thus, with the fervour of differentiating themselves with a
revolutionary ‘4th Industrial Revolution’ [92] technology to
eke out an advantage in the highly competitive space of
enterprise clouds, it is not too far a stretch to envision a
future with these enterprise clouds offering QCaaS services
to complement their operations.
Incorporation of quantum computing into these enterprise
clouds will most likely manifest in the middleman delivery
model of QCaaS that we have seen being employed by
Amazon Braket and Azure Quantum, or even via Amazon
Braket and Azure Quantum themselves.

VII. CONCLUSION

As quantum computing matures, we take a step toward
materialising the benefits of its applications. Until the com-
moditisation of quantum computers is enabled by portable and
scalable consumer hardware, QCaaS will remain synonymous
with quantum computing, since it is the only viable mode of
service delivery for quantum computation. In the meantime,
the symbiotic relationship between the cloud and quantum
computing will continue to propel both disciplines forward.
That said, the discussions in the paper have laid the foundation
for readers to engage in a quantum computing/QCaaS future
by examining the fundamental concepts enabling the tech-
nology, demonstrating the potential and shortcomings of the
technology, as well as surveying the current QCaaS options.
When, not if, there are developments in the field of quan-
tum computing or QCaaS in the near future, this paper has
hopefully armed the readers with the tools necessary to not
just analyse the discourse beyond the surface level, but also
meaningfully participate in the ecosystem.
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Abstract—Cloud computing relies on ultra-large- and large-
scale cloud datacenter as its core infrastructure to provide 
services to consumers. Such data centres are energy-intensive to 
operate and require good network infrastructure to ensure low 
latency. Even though China has excess datacenters supply, there 
is a mismatch of supply and demand. Its tier-1 cities face a 
deficit of data centre supply that cannot be resolved with excess 
data centre supply in remote areas. This supply crunch is 
expected to accelerate given increasing cloud penetration and 
cloud adoption. As a result, China's dream of becoming a 
technological powerhouse might be impeded. In this paper, we 
walkthrough of China's cloud market, beginning with macro-
overview before moving to analyze China's cloud market 
nuances that lead to a data centre supply crunch at tier-1 cities. 

Keywords—cloud computing, China cloud market, global 
cloud market, market analysis 

 

I. INTRODUCTION 
There are different definitions of cloud computing. The 

generally accepted definition of cloud computing, and what 
the author subscribes to, is from the National Institute of 
Standards and Technology (NIST) [1].  NIST defines cloud 
computing as a model for enabling ubiquitous, convenient, on-
demand network access to a shared pool of configurable 
computing resources that can be rapidly provisioned and 
released with minimal management effort or service provider 
interaction [2]. 

Interestingly, China's Ministry of Industry and 
Information Technology (MIIT) excluded "on-demand self-
service" from its cloud computing definition [3]. 'On-demand 
self-service', in cloud computing, refers to the consumer's 
ability to unilaterally provision computing capabilities, such 
as server time and network storage, as needed automatically 
without requiring human interaction with each service 
provider [4].  

Without consumers' ability to provision computing 
resources on-demand, cloud computing's elasticity 
characteristics, including the autoscaling feature, will be 
impacted. Perhaps to remain commercially competitive, 
Chinese cloud vendors largely follow NIST's cloud computing 
definition and retain the feature of 'on-demand self-service'.  

The removal of "on-demand self-service" might stem from 
China's desire to add additional technical requirements for 
businesses and reduce the competitiveness of foreign firms in 
the Chinese market due to the need to adapt products to China-
specific standards [3]. One such regulatory implication is the 
requirement for global cloud players to form partnerships with 
local players to offer cloud services [5]. This type of 
regulatory requirement, or barrier for foreign players to enter 
the local market, contributes to a technology and market 
divide [6]. Chinese companies are also known for tailoring 

and localizing their products to focus on their domestic 
market, thereby creating local innovation that deviates from 
their western counterparts [7]. 

The technology and market divide, along with Chinese 
companies localizing their products and services, beget the 
following questions: what are the nuances of the China cloud 
market compared to the global cloud market, how these 
contribute to the current state of the China cloud market, and 
where might the China cloud market be heading given these? 
This paper analyses China's cloud market vis-à-vis the global 
cloud market to understand the current state, recent trend, and 
possible development. 

The rest of this paper is organized as follows: in section 2, 
major cloud vendors; in section 3, China datacentre status; in 
section 4, China cloud maturity; in section 5, cloud adoption 
barriers; and in section 6, the conclusion of this paper. 

 

II. MAJOR CLOUD VENDORS 

A. Market Share of Cloud Vendors 
Amazon Web Service (AWS) has the biggest global IaaS 

(Infrastructure as a Service) public cloud market share at 45%, 
more than the next four closest competitors' total combined 
market share. Alibaba Cloud, the most prominent Chinese 
cloud vendor, only has 9.1% of the global market share for 
IaaS public cloud market [8]. Table I shows the worldwide 
Iaas public cloud market share, 2019. 

 
TABLE I. Worldwide IaaS Public Cloud Market Share, 2019 

Company Revenue  
(USD, Millions) Market Share (%) 

AWS 20.0 45.0 

Microsoft Azure 7.9 17.9 

Alibaba Cloud 4.1 9.1 

Google Cloud 2.4 5.3 

Tencent Cloud 1.2 2.8 

Others 8.9 19.9 

Total 44.5 100.0 

Source: Gartner (August 2020) 

 

Despite the global dominance of AWS, Alibaba Cloud 
leads the IaaS public cloud market in Mainland China, with 
36.7% of the market share. Like AWS, the market share of 
Alibaba Cloud is bigger than the next three closest 
competitors' total combined market share [9]. Table II shows 
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the breakdown of market share and revenue in China IaaS 
public cloud market, 2019. 

TABLE II. China IaaS Public Cloud Market Share, 2019 

Company Revenue  
(USD, Billions)* Market Share (%) 

Alibaba Cloud 2.5 36.7 

Huawei Cloud 1  14.8 

Tianyi Cloud 0.9  12.8 

Tencent Cloud 0.8  11.4 

Others  1.7  24.3 

Total  6.9 100.0 

* Assuming a currency exchange rate of 1 USD = 6.54 CNY 
Source: China Academy of Information and Communications Technology 
(CAICT) Cloud Whitepaper (2020) and Gartner (Jan 2020) 

 

Alibaba Cloud is a Chinese company that dominates the 
China cloud market, and AWS is an American company that 
dominates the global market. Given these, further analysis of 
cloud vendors will be done using Alibaba Cloud as 
representative of the China cloud market and AWS as 
representative of the global cloud market. 

 

B. Origination and Strategy of AWS and Alibaba Cloud 
It is essential to understand AWS and Alibaba Cloud's 

origination to put their current status and development in 
context.  

AWS is a subsidiary of Amazon set up in 2004 and started 
serving external businesses in 2006. Alibaba Cloud is a 
subsidiary of Alibaba formed in 2009 and expanded beyond 
mainland China in 2014. Both AWS and Alibaba Cloud share 
the same commonality: they originated to support their 
respective parent company's core businesses [10]. However, 
their parent company's different core business segments 
influence AWS and Alibaba Cloud's capabilities and shape 
their strategic development. 

Amazon's core business is online retailing. It runs 
warehouses, owns inventory, and manages logistics networks 
for quick delivery. Amazon considers its supply chain 
expertise as its core competitive advantage. Consequently, 
AWS does not offer supply chain solutions that leverage their 
expertise on the platform [11].  

Alibaba's core business is in operating an online 
marketplace (Taobao). When Alibaba Cloud is established, 
Alibaba was own other businesses ranging from fintech (Ant 
Group), food delivery (Ele.me), to entertainment (Youku) 
[12]. Given its broad business segments, the solutions or use 
cases offered that leverage Alibaba is more extensive, such as 
Digital Credit Lending (Ant Group's expertise). 

The product-market fit of AWS and Alibaba Cloud offers 
another perspective and insights into their strategic goals. The 
industry solution on AWS focuses on common denominators 
of international demand, such as advertising, retail, and 
financial services. There is no difference between AWS in the 
USA and AWS internationally. In comparison, the Alibaba 
Cloud in China offers local solutions such as AI sheep raising, 
while Alibaba Cloud in the international market offers 

services similar to AWS's offerings. From these, it is evident 
that AWS's strategy is 'globalization' while AWS's strategy is 
'globalization'. Alibaba Cloud also tried convincing why they 
should be considered in multi-cloud strategy of companies: for 
doing business in China [13]. Table III summaries the 
discussion on AWS and Alibaba Cloud comparison. 

 
TABLE III. Summary of Alibaba Cloud and AWS Comparison 

Company Origin Business 
Segments 

Core 
Business 

Geographic 
Strategy 

Alibaba 
Cloud 

Support 
Alibaba's 
marketplace 

Diverse 
Mostly 
Mainland 
China 

Glocalization 

AWS 
Support 
Amazon's 
online retail 

Concentrated Global Globalization 

 

The origin and strategy of AWS and Alibaba Cloud 
influence their infrastructure investment decision. 

 

C. Comparison of AWS and Alibaba Infrastructure and 
Pricing 
The globalization focus of Alibaba Cloud is evident from 

its infrastructure investment. 73% of Alibaba Cloud's 
Availability Zones are concentrated in Mainland China, 
compared to AWS's whose 63% of Availability Zones are 
dispersed worldwide [14], [15]. To put the figures into 
perspective, what infrastructure AWS has for the world, 
Alibaba Cloud has half of it in mainland China alone. Table 
IV compares the infrastructure of AWS and Alibaba Cloud. 

 
TABLE IV. Region and Availability Zone of AWS and Alibaba Cloud 

Company Infrastructure 
Mainland 

China 
Market 

Global 
Market 

(Excluding 
Mainland 

China 
Market) 

Total 

AWS 
Regions 2 (9%) 23 (91%) 25 

(100%) 
Availability 
Zones 5 (7%) 75 (63%) 80 

(100%) 

Alibaba 
Cloud 

Regions 11 (48%) 12 (52%) 23 
(100%) 

Availability 
Zones 44 (73%) 25 (27%) 69 

(100%) 
Source: AWS and Alibaba Cloud website, accurate as of Mar. 20 2021 

 

An interesting question is whether the different 
concentration of infrastructure affects AWS and Alibaba 
Cloud. Both AWS and Alibaba Cloud provide multiple 
services. Since elastic computing is the core of cloud 
computing, the pricing comparison of AWS and Alibaba 
Cloud will be made by comparing both their low-end and 
high-end elastic computing cost.  

Alibaba Cloud is competitive compared to AWS. For 
similar on-demand instances in the same region, the price is 
13.8% and 35.3% cheaper, respectively, for low-end and high-
end elastic compute resources. Table V shows the comparison 
of elastic compute pricing of Alibaba Cloud and AWS.  
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TABLE V. On-Demand Instance Pricing of AWS and Alibaba Cloud 

Product Instance Regions 
Virginia Beijing Zhangjiakou 

AWS EC2 
(Linux) t2.micro USD 

0.0116 
USD 

0.016* NA 
t2.2xlarge USD 

0.3712 
USD 

0.52* 
Alibaba 
Cloud 
Elastic 
Compute 
Service 
(Linux) 

ecs.t5-
lc1m1.small 
 
(equivalent to 
t2.micro) 

USD 
0.01 

USD 
0.01 USD 0.009 

ecs.t5-
c1m4.2xlarge 
 
(equivalent to 
t2.2xlarge) 

USD 
0.24 

USD 
0.4 USD 0.291 

Price 
Difference 

t.2.micro vs 
ecs.t5-
lc1m1.small 

13.8% 37.5% 

NA t2.2xlarge vs 
ecs.t5-
c1m4.2xlarge 

35.3% 23.1% 

* Assuming a currency exchange rate of 1 USD = 6.54 CNY 
Source: AWS and Alibaba Cloud website, accurate as of Mar. 20 2021 

 
An interesting observation is the significant price difference 
of elastic computing resources in Zhangjiajou and Beijing for 
Alibaba Cloud. The price of the service provided is usually the 
total cost incurred plus a profit margin. For cloud vendor, the 
main cost would come from the datacenter. The typical data 
centre cost breakdown is shown in Figure I. 

 
FIGURE I. Typical Operation Cost (OPEX) of Datacentre. 

 
Source: Bloomberg 

  

Understanding the difference in elastic computing cost 
between different regions in China could give insight into the 
supply, demand, and data centres trend. 

 

III. CHINA DATACENTER STATUS 

A. Datacenter, Internet Datacenter, and Cloud Datacenter 
A data centre is an organization or unit that centrally hosts 

computer systems and related equipment such as 
communications and storage infrastructure; it may also allow 
other companies to store their equipment or data in an 
outsourcing manner. An Internet Datacentre is a data centre 
with network access and provides external parties services 
[16].  

A Cloud Datacentre is an Internet Datacentre. However, 
Cloud Datacentre has network equipment and architecture that 

handle more east-west traffic or internal traffic of cloud 
computing datacentre. It is usually large-scale or ultra-large-
scale data centres for scale and efficiency. The software and 
hardware resources are abstracted as services, thereby 
enabling elasticity, scalability, and cloud computing service 
models: IaaS, PaaS, and SaaS [16]. Table VI below shows the 
comparison of traditional data centre and cloud data centre. 

 
Table VI: Comparison of Traditional Data Center and Cloud Data Center 

 Traditional Data 
Center Cloud Data Center 

Location On-premises, 
physically accessible 

Virtualized, remote 
hardware 

Management Internal, business's 
responsibility 

Outsourced to third-
party provider 

Administration In-house IT 
professionals 

Employees of the 
service provider 

Reliability Co-location makes 
failures dependent, 
onus is on the 
business for 
downtime and repairs 

Provider is trusted to 
meet its promises of 
availability and 
reliability 

Pricing Business pays 
directly for planning, 
people, hardware, 
software, and 
environment 

Business pays per 
use, by resources 
provisioned 

Scalability Possible, but involves 
challenges and delay 

Completely, instantly 
scalable 

Source: Talend 
 

The number of workload instances of cloud data centres 
significantly outnumber traditional data centres' workload 
instances. In 2018, there are 459.2 million cloud datacentre 
instances, compared to just 36.2 million traditional datacentre 
instances. Figure II below shows the workload instances of 
data centres in China. 

 
FIGURE II. China Datacenter and Cloud Datacenter Workload Instances 

 
Source: Cisco 

 

An ultra-large datacentre is defined as having over 10,000 
standard racks, and a large datacentre is defined as having 
3,000 to 10,000 racks [16]. In 2018, China had 838 thousand 
ultra-large and 841 large datacentre in-operation, with a 
utilization rate of 28.2% and 54.3%, respectively. The average 
utilization rate of the datacenter was low at 47.4%. Table VII 
below shows the breakdown of data centers in China. 
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TABLE VII. Overview of China's Data Centers, 2018 
 Scale of 

Data 
Centres 

In 
Operation 

Under 
Construction 

No. of Standard Rack 
(Ten Thousand)  

Ultra-Large 83.8 139.2 

Large 84.1 40.1 

Small-Mid 58.8 7.9 

Total 226.2 187.2 

Utilisation Rate (%) 

Ultra-Large 28.2% 

NA 
Large 54.3% 

Small-Mid 59.8% 

Average 47.4% 

Directly Connected 
Backbone Network 
(%) 

Average 54.3% 75.8% 

Average PUE (Power 
Usage Effectiveness) 

Ultra-Large 1.4 1.32 

Large 1.54 1.4 

Source: National Data Centre Application Development Guidelines (2019)_ 
 

One might conclude that the low utilization rate of 
datacentres in China signifies oversupplied market. However, 
the reality is that the low utilization rate of data centres 
masked a growing concern in China: there will be a severe 
shortfall of datacentre supply in tier-1 cities. 

 

B. Supply & Demand of Datacenter 
The tier-one cities in China's eastern and southern regions, 

such as Beijing, Shanghai, Guangzhou, and Shenzhen, are 
forecasted to have a combined shortfall of 205,000 cabinets. 
Conversely, the tier-two and tier-three cities in the northeast, 
central, and western region have a combined excess supply of 
426,000 datacentre cabinets [17]. Figure III below shows the 
supply and demand of data centre supply in China.  

 
FIGURE III. Region Data Centre Supply-Demand in China, 2018 

 
Source: Development Bank of Singapore, China Data Centre Sector, 2018 
 

 

It might be reasonable to presume the excess capacity 
outside of tier-one cities will help address the shortfall. After 

all, the central region with excess supply is just right next to 
tier-1 cities suffering from a deficit.  The reality is that it is 
improbable, at least in the short-term. Due to poor network 
infrastructure outside of first-tier cities, the end-to-end latency 
is higher than connection within first-tier cities. 

China Mobile, China Telecom, and China Unicom 
dominate China's national telecommunications infrastructure. 
China Unicom dominates the North, and China Telecom 
dominates the South. China Mobile, though having a smaller 
market share, also provides more geographically widespread 
network services. Beijing, Shanghai, and Guangzhou are 
China's largest network hubs [5]. Essentially, China's 
telecommunications sector is centrally planned, state-owned, 
and monopolistic in major service areas [18]. Figure IV below 
shows the distribution of domestic node resources in China. 

 
FIGURE IV. Distribution of Domestic Node Resources in China 

 
Source: Alibaba Cloud 

 

Connections that need to pass from one Internet Service 
Provider (ISP) to another must go through an Internet 
Exchange Point (IXP). Internet connection speed and 
reliability can vary based on the ISP and the ISP's peering 
capabilities. In China, IXP's are very limited and can be very 
congested; data routed across the country may never reach the 
targeted users [19]. The poor connectivity between the three 
telecommunications companies, as evident from the low rate 
of the directly connected backbone network, results in high 
latency when data centres are built in remote regions 
supported by another telecommunication company [20]. 
Figure V below show the end-to-end latency between different 
cities in China; tier-3 and tier-2 cities typically have higher 
latency. 

FIGURE V. End-to-End Delay (ms), 2020 
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Source: CAICT, 2020 
 

A simple and direct solution might be to build more data 
centre in tier-1 cities. However, it is unlikely that the local 
governments will issue new permits to build data centres in 
tier-1 cities where there is a shortfall in electricity supply and 
available land for development [21]. Figure VI illustrates the 
electricity balance in each province. Tier-1 cities have the 
most shortfall of electricity balance. 

 
FIGURE VI. Electricity Balance by Province, 2016 

 
Source: National Bureau of Statistics; The Economist Intelligence Unit 
 

These combined factors have led the Chinese 
government to issue guidance on construction planning of 
new datacentre. The guidance classifies datacentre's locations 
into type 1, type 2, and type 3. Figure VII shows the location 
designated as type 1, type 2, and type 3. 

 
FIGURE VII. Guidance on Construction Planning of Datacenter  

 

 
Source: Ministry of Industry and Information Technology, Development 
Bank of Singapore (Hong Kong) 

 
Small-mid datacentres are encouraged to build in 

type 3 areas. Type 3 areas are closer to tier-1 cities and have 
lower network latency to support mission-critical and real-
time applications. Unsurprisingly, large and ultra-large data 
centres are encouraged to be developed in remote areas (type 
1 and type 2 areas). These areas have a cold climate and thus 
reduce electricity constraints [16]. 

 

This guidance has led to a supply-led growth in 
China's datacenter, where excess datacenter capacity is 
developed in type-1 and type-2 areas due to incentive from 
the respective local government, readily available land, and 
abundant electricity supply [17]. This explains why for a 
similar compute resource of Alibaba Cloud, the price 
difference between the Beijing and Zhangjiakou regions 
could be 30% cheaper, as shown earlier in Table V. 
Electricity and land lease constitute around 55% of operating 
expenses of a data centre (Figure I). With this specific 
guidance, the local government in each city will likely take 
heed and stop issuing permits to construct new datacentres. 
 
 The supply of new data centre in China tier-1 cities is 
therefore limited to existing datacenters. In other words, most 
of the supply growth of tier-1 towns will come from operating 
existing data centres more efficiently. The longer-term 
solution is to improve connectivity between remote and tier-1 
cities by upgrading China's national network infrastructure. In 
other words, this means the supply of datacenter in tier-1 cities 
will be unable to cope with the increasing demand for the 
datacenter in the short-term since infrastructure upgrading is 
usually expensive and time-consuming. Figure VIII below 
shows the shortage of data centre supply in tier-1 cities. 

 
FIGURE VIII. Data Centre Supply and Demand in Top-Tier Datacenter 

Cities Balance by Province, 2016 

 
Source: MIIT, DBS Hong Kong 

 

To make matters worse, the shortfall in datacenter supply in 
tier-1 cities are expected to accelerate given the growing cloud 
and internet adoption in China. 

 

IV. CHINA CLOUD MATURITY  

A. Cloud Market Penetration 
SaaS constitute the main share of global cloud computing 

with 58%, compared with 28% of SaaS in China market. In 
comparison, IaaS constitute 66% of China cloud market share, 
compared to just 23% of the global IaaS market share. Table 
VIII below illustrates the market share breakdown of each 
cloud service model. 
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TABLE VIII. IaaS, Paas, and SaaS Cloud Market Breakdown 

Region Services 2018 (USD, 
Billions) 

2019 (USD, 
Billions) 

Year-on-Year 
Growth (%) 

Global 

SaaS 92.8 
(59.6%) 

109.5 
(58.2%) 18 

PaaS 28.2 
(18.1%) 

34.9 
(18.5%) 23.8 

IaaS 34.8 
(22.3%) 

43.9 
(23.3%) 26.1 

Total 155.8 
(100%) 

188.3 
(100%) 20.9 

China 

SaaS 2.2 
(33.2%) 

3 
(28.3%) 34.2 

PaaS 0.3 
(5%) 

0.6 
(6.1%) 92.2 

IaaS 4.1 
(61.8%) 

6.9 
(65.7%) 67.4 

Total 6.7 
(100%) 

10.5 
(100%) 57.6 

Source: Gartner (Jan 2020) and CAICT Cloud Whitepaper (2020) 

 

USA and China are the two biggest world economies, and 
both are aspiring to the world's technology hubs [22]. Given 
that cloud computing is the essential tool for IT innovation and 
thereby future economic dominance, China's cloud 
penetration rate could be viewed from current IT spending 
against GDP [23]. China's GDP is currently 65% of the USA's 
GDP, but China's IT spending is only 10% of the USA's 
spending. Furthermore, China's IT spending on public cloud 
is only 3.4%, compared to the USA's IT spending on public 
cloud, which stands at 10.4%.  

Figure IX below shows the IT Spending and GDP of China 
vs the USA, while Figure X below shows the percentage of IT 
spending on the public cloud. 

 
FIGURE IX. IT Spending and GDP, 2019 

 
Source: Bain & Co 

 

 

 

 

FIGURE X. Percentage of IT Spending on Public Cloud, 2019 

 
Source: Alibaba Cloud's Investor Day 

 

 The penetration of cloud adoption could also be viewed 
from internet penetration. China's internet penetration still 
stands at around 64.5%, compared to the USA of 87.27% [24]. 
From a size perspective, this means there is potentially another 
318 million people adopting internet services should China's 
population internet adoption rate become the same as the 
USA. Figure XI below shows the penetration rate of internet 
users in China. 

 
FIGURE XI. Penetration rate of internet users in China 

 
Source: Statista 

 
These figures suggest that the cloud market penetration in 

China is still in the early stage compared to the USA. 
However, given the accelerating penetration rate of internet 
users in China and President Xi's push for technology 
leadership and self-reliance on technology, the cloud 
penetration rate is expected to grow exponentially [25], [26].  

Nonetheless, to achieve a high cloud adoption rate, it is 
necessary to have the proper governance and address 
consumers' concerns; otherwise, the market might resist or 
delay the adoption of cloud computing [27]. 

 

V. CLOUD ADOPTION BARRIERS AND INNOVATION 
Based on the top barriers for enterprise cloud adoption in 
China and globally, most of the concerns are shared, except 
for one that stood out: data privacy concerns. Data privacy 
concern is a significant adoption barrier globally, but this is 
not within China's top adoption barriers for the cloud. Figure 
XIII and Figure XII below shows the top adoption barriers for 
China and global, respectively. 
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FIGURE XII: Top Barriers for Enterprise Cloud Adoption in China, 2018 

 
Source: McKinsey 

 
 

FIGURE XIII: Top Barriers for Enterprise Cloud Adoption Globally, 2020 

 
Source: Statista 
 
China's lack of privacy concern could be due to existing 
practices established by the Chinese authorities. The Cyber 
Security Law of the People's Republic of China came into 
effect on Jun. 1, 2017. Like Europe's General Data 
Protection Regulation (GDPR), it sets rules for cross-border 
data transfer and more.  
 
In Article 61 of China Cyber Security Law, failure to 
require users to provide truthful identity information could 
lead to a penalty. Article 21 of China Cybersecurity Law 
requires network operators to perform security protection 
duties like formulate internal security management systems, 
determine persons responsible for network security, and 
implement network security protection responsibility [28]. 
This governance requirement potentially explains why 
China MITT's cloud definition excluded 'on-demand self-
service' mentioned in section I of this paper. Users will not 
be able to provision services on-demand if cloud vendors 
must manually verify consumers' 'truthful identity 
information'. To this end, Alibaba Cloud has developed 
services to automatically verify the identification of users in 
China to comply with local regulation and yet maintain the 
'on-demand self-service' feature of cloud computing [28]. 
 

VI. CONCLUSION 
 

China's cloud market is interesting in several aspects. Its 
authority excluded 'on-demand self-service' from the 
definition of cloud computing due to their cybersecurity law, 

but the cloud vendors managed to retain the 'on-demand self-
service' feature with innovative identity verification solutions.  

With its requirement for foreign cloud vendors to set up 
partnerships with local companies, China has essentially 
created a market divide where foreign cloud vendors are 
almost non-existent. The Chinese cloud vendor filled this gap 
with a glocalization strategy: creating hyper-localized product 
before venturing overseas. As a result of this strategy, what 
infrastructure AWS has for the world, Alibaba Cloud has half 
that in mainland China alone. 

The shortage of electricity and land availability in tier-1 
cities has made building additional cloud data centres in tier-
1 cities unfeasible. As a result, Chinese authority has issued 
guidance on suitable regions to construct new large- and ultra-
large-scale datacenters. These regions, however, are in remote 
areas and have poor network connectivity.  

Consumers in tier-1 cities cannot utilize the excess data 
centre capacity in remote areas due to poor interconnectivity 
between different China's state-owned telecoms. This 
threatens a supply crunch of data centre capabilities at tier-1 
cities and hampers China's ambition of becoming a technology 
powerhouse. 

As Alibaba Cloud, the largest Chinese cloud vendor, aptly 
put in their blog posts on "how China is different" [19], 
consumers and investors need to take heed of the unique 
nuances in China cloud market before venturing into it. 
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Abstract—This paper is a survey of state-of-the-art cloud
gaming services and research developments, with a focus on
achieving immersive visual quality while maintaining interactive
frame rates in real-time rendering. Features of 3 popular cloud
gaming services are also discussed, followed by a prediction of
the trend of rendering in cloud gaming moving forward.
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I. INTRODUCTION

Cloud gaming, or gaming on demand, refers to the software-
as-a-service where users play games remotely on the cloud.
In comparison to on-premise gaming, the user’s access device
(e.g. gaming console, computer, mobile phone) is not solely
responsible for the real-time rendering of video frames. In-
stead, they typically only handle the player’s inputs and sends
them to the remote server for rendering on the cloud. After
the rendering is done, output video frames are then streamed
to the user’s access device.

The major contributions of this work are:
• Analysis of the trade-off between visual quality and

performance in real-time cloud rendering.
• Comparison of network and rendering features of cloud

gaming services from 3 prominent cloud providers.
• Evaluation of open issues and key developments.

II. BACKGROUND INFORMATION

A. Real-Time Rendering

Real-time rendering is the interactive generation of images
in response to dynamic user input for applications such as
video games and 3D visualization platforms. On the other
hand, offline rendering is the construction of images based
on pre-configured information for applications like movies.

To illustrate, take a character at rest who starts to walk. In a
game, let this character be under the control of the user such
that the walking action is triggered by a keystroke. To achieve
the illusion of instantaneous feedback, the next frame needs to
render immediately with the displaced position of the walking
character. However, for a movie, this walking action would
be pre-configured into the animation settings instead of being
introduced during playback. The rendering speed of frames as
part of movie post-production is distinct from the inter-frame
playback speed of the movie as a generated video sequence.
Hence, offline rendering does not have a strict performance
requirement. In fact, the render duration of a frame can take

up to days to complete with a geometrically-dense scene and
complex light simulation.

With advancements in Graphics Processing Unit (GPU)
hardware acceleration, video games are achieving higher fi-
delity graphics in real-time with rendering techniques that
were once only feasible in offline rendering. For instance,
many games now support real-time ray tracing on newer ray
tracing-accelerated GPUs, producing more advanced lighting
effects while still meeting a tight performance budget of 60
frames per second (fps). As a result, video games look better
in terms of their photorealistic and cinematic qualities for a
more immersive gaming experience.

Hence, users without access to supporting graphics hard-
ware may wish to leverage cloud infrastructure for real-time
cloud rendering, heightening their gaming experience.

B. Cloud Streaming

Under the classification of [1], the common cloud gaming
model is image-based streaming [2], where the server renders
the images and streams them to the client. Nonetheless, there
is another model known as instruction-based streaming [3],
where the server computes graphics commands and the client
executes these commands, performing the rendering. This
workflow reduces the amount of data transfer as it only sends
commands, not whole images. It also frees up the server for
a higher degree of multitenancy. Nonetheless, it is clear why
image-based streaming is the norm, as it leverages powerful
graphics hardware on the cloud for rendering. In fact, the three
popular cloud gaming services to be discussed later, Google
Stadia [4], NVIDIA GeForce NOW [5] and Amazon Luna [6],
all employ image-based streaming.

III. RELATED WORK

[1] introduces a hybrid-streaming workflow that performs
image- or instruction- based streaming on scene objects based
on their distance from the user’s viewpoint as a trade-off in
collaborative rendering [7] where the client and server both
perform rendering and their outputs are combined as video.
Offloading rendering to more powerful cloud hardware is a
good idea, but that does not mean the client needs to do
nothing. The client’s graphics hardware, albeit weaker, can still
perform some computation. [8] discusses the layered coding
approach where the server renders a higher quality image as
compared to the client and sends the pixel-wise difference
of the images to the client, which then composites it with
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their low quality image to recover the high quality result. The
rendering workload can also be divided in terms of the level
of detail [9] and proportion [1] of object models rendered and
the proportion of video frames [7]. In particular, these works
[8], [9] provide dynamic adaptation based on the graphics
capability of the client.

Many recent works propose resource allocation and consol-
idation frameworks to maximize utilization [10] and minimize
up-front and operational costs [11] for the resource provider,
while some seek to reduce response delay [10]–[13] or even
usage cost for the consumer [14]. [15] explores the alternative
of using containers instead of virtual machines which has
promising results in consolidation and performance.

To vary the compression quality within each frame for
bandwidth reduction, [16] makes use of the fact that the
player’s attention is most likely focused on a specific region
in the frame. It maps out a prediction of such regions and
allocates more bitrate accordingly, while [17] uses a gaze
tracker device to determine where exactly the player is looking
at.

Cloud gaming is still very fresh as a service, as seen from
how Google Stadia and NVIDIA GeForce NOW were only
officially launched in the last 2 years and Amazon Luna still
being in Beta mode. Hence, much of the newest research focus
on studying the cloud service itself rather than proposing novel
systems. For instance, [18] analyzes the design and workflow
of game engines for the distribution of game code between
clients and servers. [19] examines the latency build-up from
the client to the server while [20] also measures bandwidth and
energy consumption. [21] proposes an evaluation framework
for the reliability of cloud rendering systems and [22] studies
factors that impact the sensitivity of the user towards delay.

[23] provides a comprehensive study of state-of-the-art
research in cloud gaming, focusing on cloud deployment,
client design and communication mechanisms. We set the
scope of our survey on rendering.

IV. PERFORMANCE VS VISUAL QUALITY

In video game rendering, there is an inherent trade-off
between spatial details and temporal consistency. To make the
visuals look more realistic, game artists may choose to add
numerous objects and lights into the scene and render in a
computationally-intensive way. However, the more the spatial
details, the higher the computational time and hence the longer
the render duration. On the other hand, attempts to save on
performance costs set a ceiling to the degree of photorealism
that can be achieved. Hence, given the hardware configurations
of the renderer, the approach is to maximize the amount of
spatial detail while still meeting a standard 60 fps constraint.

A. Quality of Service

In cloud gaming, we save time by rendering high fidelity
graphics on powerful cloud infrastructure instead of cheap
graphics hardware. However, we also introduce time in the
delivering of user input to the cloud as well as the transmission
of video frames back to the user as a round-trip duration.

1) Network: In terms of network latency, speed and stabil-
ity are crucial for cloud gaming. If the network is too slow,
users will experience a lag between their input and the visual
response. Nonetheless, a fast average latency is also not ideal
if the network is inconsistent, resulting in jittery and choppy
gameplay. As for network bandwidth, the transmission of user
input is negligible as compared to the video frames. The higher
the resolution of the game, the more the number of pixels
that need to be delivered to the user. Even with compression
mechanisms, it is difficult to manage the rate of data transfer
to achieve interactive frame rates as a whole.

Additionally, many cloud gaming services market ease of
use with the support for different access devices like mobile
phones and tablets. However, users may not use such devices
for cloud gaming since they will most likely have access to
devices with monitors of higher resolution and refresh rate,
such as PCs and consoles. This is unless they are on the go,
making the response time in their cloud gaming session highly
dependent on the speed and stability of public Wi-Fi or mobile
data. Hence, it is better to utilize the service in a controlled
environment such as one’s home with a hardwired Ethernet
connection or a fast wireless router. Recommended Internet
bandwidths are typically provided to users to ensure fast and
stable connections for cloud gaming.

2) Rendering: Like other cloud services, the reliability
and availability of cloud gaming can be highly variable. A
cloud gaming session for a user typically runs on a single
dedicated GPU in the data centre. This ensures that a single
user leverages the maximum hardware capability of the GPU it
can have. However, for over-subscribed cloud gaming services
like NVIDIA GeForce Now, there is usually a long wait time
before a user can start their session due to the constraints of
the number of GPUs available for cloud gaming. Nonetheless,
with more efficient GPU resource scheduling, multiple users
can render their game on the same GPU at the same time.
However, then comes the responsibility to ensure usage iso-
lation and the effective management of rendering speed with
and without sharing of the GPU.

B. Visual Quality

Given that most people who opt for cloud gaming will be
people who are already avid gamers (as they are willing to
pay for it), they are likely to already have gaming PCs and
hardware with relatively good computational power. Hence,
it is crucial for cloud services to invest in the latest high-
end hardware and upgrade regularly so that there is a marked
difference in visual quality between cloud gaming and local
gaming. Before the frames are sent to the user, some encoding
is usually performed. When the frames are delivered, they are
decoded. Sometimes, the decoding process may not recover
the full original version due to lossy compression. The pixels
are compressed to increase ths speed of data transfer. However,
they may add artifacts to the image. In this case, it might not
be worth it to perform such high quality rendering if too much
compression is going to be needed.
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V. CLOUD SERVICE COMPARISON

We will compare the differences between the 3 cloud
gaming services, Google Stadia, NVIDIA GeForce NOW
and Amazon Luna. All 3 services promise the offloading of
system software maintenance (e.g. installs, downloads, patches
and updates) to the cloud provider and provide multiple
subscription-based or pay-per-use pricing models.

A. Network

NVIDIA GeForce NOW synchronizes frame rates server-
side to match the display client-side. It also employs an
adaptive de-jitter technology to increase bitrates over unstable
connections, maintaining the stability of image quality. As for
Amazon Luna, it connects directly to game servers to minimize
roundtrip latency.

B. Rendering

Given that NVIDIA specializes in GPUs, games in GeForce
NOW are run on its proprietary GPUs that give superior
visual quality at interactive performance. For example, the
NVIDIA RTX GPU supports hardware-accelerated ray tracing
and artificial intelligence. Many games now support RTX ON
which as the real-time ray tracing feature provided by RTX,
as well as Deep Learning Super Sampling (DLSS) that uses
a deep learning neural network to upscale lower-resolution
images to higher-resolution so that rendering can be performed
at lower resolution leading to better frame rates. Hence, a user
can take advantage of GeForce NOW to try out RTX ON and
DLSS before before upgrading their own GPU to RTX. On the
other hand, Google uses a custom AMD GPU for integration
with its instances. Every player is given a dedicated instance so
there is no resource consolidation. Google is also looking into
rendering on multi-GPU instances which creates the possibility
of real-time fluid simulations and particle effects. As for
Amazon Luna, the RTX-capable NVIDIA T4 GPU will be
used, so it also supports RTX ON and DLSS.

VI. CONCLUSION

Performing real-time rendering in cloud gaming as com-
pared to local gaming poses a new set of challenges in terms
of network and graphics computation. GPU resource sharing
helps to maximize utilization and reduce cost. Hence, cloud
gaming services should be heading towards the direction of
shared, as compared to dedicated instances for consumers.
Nonetheless, it is important to consider performance and
virtual GPU resource isolation and scheduling [24]. Given the
prospect of better network bandwidth and latency, collabora-
tive rendering also seems to be the next direction to move
towards so as to leverage compute power of the client device
as well.
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