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Abstract. This paper introduces an approach of creating an image
composite by seamlessly blending a region of interest from an image
onto another while faithfully preserving the color of regions speciﬁed
by user markup. With diﬀerent regions marked for color-preserving, our
approach provides users the ﬂexibility in creating diﬀerent composites.
The experiment results demonstrate the eﬀectiveness of the proposed
approach in creating seamless image composite with color preserved.
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1

Introduction and Background

Digital image compositing is a process of blending a region of interest (ROI)
from a source image onto a target image. An example of image compositing is
shown in Fig. 11 . An ROI containing a window frame is selected by a user, as
shown inside the yellow line in Fig. 1(a). The ROI is then blended onto the target
image (Fig. 1(b)) to produce the ﬁnal composite (Fig. 1(c)).
Poisson image editing (PIE) [1] proposed by Pérez et al . is a method to
seamlessly blend ROI onto the target image. In PIE, the gradient of ROI is
pasted onto that of the target image. Then, the result image is reconstructed
from the gradient domain by solving a Poisson equation. The main advantage
of PIE is the seamless boundary around the pasted ROI in result images. To
achieve this goal, the gradient inside ROI is to be kept unchanged to make the
result visually similar as the source image. On the other hand, a hard constraint
along the boundary is enforced to make the boundary of pasted ROI agree with
the target image. PIE keeps the relative values in ROI; however, the absolute
values (the color) of ROI may shift in the process of blending. In some cases, the
color shift of ROI is desirable (some examples demonstrated in [1,2]) because
this makes the tone of pasted ROI similar to the target image. However, the
amount of the color change depends on the diﬀerence of boundaries of ROI in
the source and that in target image, which is uncontrollable by users. Despite the
case of tone matching, color shift is usually undesirable. As shown in Fig. 1(e),
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Fig. 1. An example of image compositing. (a) The source image. ROI is the region
inside yellow line. (b) The target image. (c) The ﬁnal composite of our proposed approach by pasting the window from (a) onto (b). (d) User markup (the red scribbles)
used in our approach. (e) Composite of Poisson image editing. Note the color shift in
the ROI. (f) Composite of Poisson image editing with color constraint by user markup
in (d). Note the halo eﬀects around the scribbles. See the text for details.

PIE produced a large color shift in the result. The window and the ﬂower in ROI
was expected to be the same as in the source image; however, the whole ROI
became reddish.
An improvement of PIE, proposed by Jia et al . [2], solved a problem of PIE
producing unnatural blurring artifacts when the boundary of ROI does not meet
the target image very well. However, in this paper, we do not address this problem. Instead, the aim of this paper is to ﬁnd a way of producing seamless image
composite while preserving the color.
Image matting, such as [3,4], and image segmentation techniques, such as [5,6],
are commonly used to extract objects from an image. The extracted objects can
be pasted onto a target image to produce a composite. These techniques are
suitable for foreground and background being clearly separated. However, in
many cases, the foreground interacts with the surroundings, without obvious
boundaries, e.g. the shadow region below the window frame shown in Fig 1.
These techniques are not suitable.
Another approach, interactive digital photomontage [7], aims to assemble images of the same or similar scenes together. Regions from diﬀerent images are
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picked out by users and the seams among diﬀerent regions are minimized with
Graph-cut. The ﬁnal composite keeps the color from each source images. However, if the source images are diﬀerent from each other, it is diﬃcult to ﬁnd
invisible seams to stitch the images together.
In this paper, our approach take the advantage of
C
gradient-based editing to produce a seamless com∂Ω
posite. We use weighted least squares in reconstructing the ﬁnal composite from the gradient domain.
Ω
With the boundary of ROI and the user markup
being the hard constraints, the colors are faithfully
preserved in speciﬁed regions. The idea of employing weighted least squares to enforce the similarity
within a region can be also found in some previous
works, such as colorization [8], tone adjustment [9]
and edge-preserving image decomposition [10].
Fig. 2.
Illustration
of
Contribution. In this paper, we present an ap- notations
proach of creating an image composite by seamlessly blending an ROI onto a target image with the color preserved in speciﬁed
regions. In addition, with diﬀerent markups, users have the ﬂexibility in creating diﬀerent composites by choosing diﬀerent regions for color-preserving. The
solution of our approach can be formulated as a sparse linear system which can
be eﬃciently solved.

2

Color-Preserving Image Compositing

The goal of image compositing is to blend the region of interest (ROI) from
the source onto the target image. In the ﬁnal composite, only the region pasted
from the source image is unknown, while the rest is directly from the target. As
illustrated in Fig. 2, we use Ω denote the unknown region in the ﬁnal composite
C, with ∂Ω being the boundary. The value of (C − Ω) is from the target image
t. We use r denote the pixel value of Ω, which are the unknowns to be solved; s
denotes the corresponding values of the same image.
2.1

Poisson Image Editing

In Poisson image editing [1], the diﬀerence between gradient of r and that of s
is minimized, while the value r on the boundary ∂Ω is enforced to be the same
with t. Thus, r is the solution of the following minimization problem,

min |∇r − ∇s|2 with r|∂Ω = t|∂Ω ,
(1)
r

where ∇ is the gradient operator. The solution to Eq. (1) is given by the following
Poisson equation with Dirichlet boundary conditions,
r = s
here  is the Laplacian operator.

with r|∂Ω = t|∂Ω ,

(2)
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Fig. 3. An illustration of Poisson image editing (PIE) and the proposed approach in
1D case. (a) Red: the source “signal”. Blue: the target “signal”. Green: result of PIE.
Note the color shift from r down to s. Cyan: the result of PIE ﬁxing the middle value
of r to s and the boundary. This creates a halo eﬀect. (b) Red, green, blue: same as in
(a). Black: the result of our proposed approach. Note that the middle part of r is well
preserved, while r is seamlessly connected to t.

We use a 1D example illustrate this idea, as shown in Fig. 3(a). The horizontal
axis denotes the pixel position, while the vertical axis denotes the pixel value.
The region of blue lines is (C − Ω), and the region of the green line is Ω. The
red line is the source “signal”, s. The middle part of s, which has larger value
larger than the surroundings, indicates the object to be pasted. Usually, the ROI
selected is slightly larger than the object inside. The result of PIE is shown as
the green line, which ﬁts two ends of the blue lines and keeps the gradient of s. It
appears that PIE successfully blended s onto t without visible seams. However,
the absolute value of reconstructed “signal” r shifts quite a bit from the source
s. In image domain, this results in a color shift of the ROI in the process of
blending, as shown in Fig. 1(e).
2.2

User Markup Constraints

To correct the color shift, an intuitive way is adding additional constraints: user
markup indicating the foreground that should be the same as in the source image,
s. If there are holes in the foreground, extra user markup should be involved
indicating the holes (as background) as well. These constraints are added as
hard constraints, i.e.
r|M1 = s|M1 and r|M2 = t|M2 ,

(3)

where M1 and M2 denote markup of foreground and background, respectively.
In the 1D example, a point in the middle of Ω is used as user markup of
foreground. The result of Eq. (2) with additional constraints of Eq. (3) is shown
as the cyan line in Fig. 3(a). With the user markup as hard constraints, the
error of the objective function usually becomes much larger. In PIE, this error
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is evenly spread on each pixel position, resulting in a gradual change in r. The
result “signal” r is more similar to the red line s when the position is nearer to
the user markup, otherwise more similar to the green line (the result without
user markup). In the image domain, the gradual change will undesirably result
in a halo eﬀect around the user markup.
2.3

Weighted Least Squares

The main idea to reconstruct r from the gradient domain is to minimize the
error between ∇r and ∇s with hard constraints of ∂Ω and user markup. Instead
of spreading the error evenly on each pixel in PIE, we add diﬀerent weights to
diﬀerent pixel positions to control the desired similarity between ∇r and ∇s.
Ideally, the color of the regions from the foreground should be preserved during
compositing; and color preserving should be restricted to these regions only. For
a “region”, we mean an area where the colors are similar. Within a region, small
gradients in the source image shouldd be more likely to be kept small in the
result. In other words, the larger the gradient of a pixel in s is, the more this
pixel should share the error from the overall minimization error.
In 2D image domain, r is given by the solving the following minimization
problem,


2

2 
α(p) rx (p) − sx (p) + β(p) ry (p) − sy (p)
min
r
(4)
p∈Ω
with r|∂Ω∪M2 = t|∂Ω∪M2 and r|M1 = s|M1 ,
where {.}x and {.}y denote the partial derivative of {.} along x and y coordinates respectively, while α(.) and β(.) are two weights controlling the similarity
between the gradient of r and s. The hard constraints are the same as discussed
before. The weights, α, β, are deﬁned according to above analysis, i.e.
α(p) =

1
1
, β(p) =
|sx (p)|γ + 
|sy (p)|γ + 

(5)

where  is a small constant preventing division by zero, and the exponent γ is the
sensitivity of enforcing the similarity. A similar way of deﬁning the two weights
can be found in [9] and [10].
The solution of Eq. (4) is given by the following linear system,
for each p ∈ Ω,


r(p) − r(q)
s(p) − s(q)
=
,
|s(p) − s(q)|γ + 
|s(p) − s(q)|γ + 
q∈N (p)

(6)

q∈N (p)

with hard constraints,


r(p) = t(p)
r(p) = s(p)

p ∈ ∂Ω ∪ M2
,
p ∈ M1

(7)
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(a)
(b)
Fig. 4. A new image composite result created with a diﬀerent user markup. (a) User
markup. One more stroke on the side of the window frame, compared to Fig. 1(d).
(b) Image composite with user markup of (a). Note that the color of the inside of the
window frame has been changed to blue from yellow( Fig. 1(c)).

where N (p) denotes four neighbors of p. By substituting the hard constraints
(7) into (6), the linear system can be solved.
In the 1D example previously discussed, we still use only the middle point
as user markup. As shown in Fig. 3(b), the resultant curve r (the black line)
is obtained via Eq. (6) by setting γ = 4.0. The middle part of r is kept almost
the same to s, while two ends of r are seamlessly connected to t. As expected,
the value of the region marked by user is preserved and no halo eﬀects exist. A
2D example has been shown in Fig. 1(c). The ﬁnal composite was seamless and
natural, while the color was well preserved.

3

Experiments and Results

Fig. 5 shows an example of image compositing by blending a bear from the sea to
a swimming pool. In the result of Poisson image editing, the pasted bear in the
ﬁnal composite appeared pale. By adding additional constraints of user markup
on the body of the bear, the result of PIE produced a halo eﬀect around the
markup. In contrast, the ﬁnal composite of our proposed approach preserved the
look and feel of the bear in the source image. Also, the boundary of the pasted
bear was seamless.
Another example is shown in Fig. 6. The motorcyclist consists of a lot of
diﬀerent colors. Thus, a bit more user markup are required to cover each component. As shown in Fig. 5a, nine strokes were marked on diﬀerent parts, including
one indicating the background where a hole exists between the motorcyclist’s
arms and the motorcycle. In the result of PIE, the motorcyclist became reddish.
PIE with markup still produced obvious halo eﬀect. The result of our proposed
approach faithfully preserved the color of the motorcyclist.
With our proposed approach, a user can create diﬀerent image composites
by choosing diﬀerent regions for color-preserving. We show this with the wall
example in Fig. 1. The source and target image are the same as before. The new
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Fig. 5. Image compositing of a bear. (a) The source image with selected ROI (yellow
boundary)and user markup (red strokes). (b) The target image. (c) Result of Poisson
image editing. Note the color shift of the bear from original brown to pale. (d) Result
of PIE with constraints by user markup. Note the halo eﬀects around the head of the
bear. (e) The result of our proposed approach without color shift or halo eﬀect. The
images are from [1].
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Fig. 6. Image compositing of a motorcyclist. (a) The source image with ROI and user
markup of the foreground (red) and background (blue). (b) The target image. (c)
Result of PIE. Note the color shift on the helmet. (d) Result of PIE with constraints
by user markup. Note the halo eﬀect around the foreground. (e) Result of our proposed
approach.
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user markup (Fig. 4(a)) contained one more stroke on the side of the window
frame. With the new markup, the side of the window frame was kept the same
as the source image, with the color being blue, instead of the previous “yellow”.
Still, there is not any artifact produced in the ﬁnal composite.

4

Conclusion and Future Work

In this paper, we have presented an approach of creating seamless image composite
with the color of speciﬁed region faithfully preserved. The main idea is simple yet
powerful. By adding diﬀerent weights to the minimization term, smaller gradient
is more likely to be kept small. Thus the color within a region is kept similar in the
ﬁnal composite. By adding user markup, the color in speciﬁed regions is preserved
in the ﬁnal composite. With diﬀerent markups, users have the ﬂexibility in creating diﬀerent image composites by choosing diﬀerent regions for color-preserving.
Experiment results have demonstrated the eﬀectiveness of our approach.
Since the user should add background markup to the holes of the object in
ROI, the marking process could be time-consuming if the object consists of
many holes. One future work could be automatically detecting the holes and
then keep these hole regions similar to the background in the ﬁnal composite.
One possible solution may be adding global color constraints to keep similar
color being similar in the ﬁnal composite.
The authors acknowledge the generous support of NUS (Research Grant #R252-000-383-112).
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