Towards General Motion-Based Face Recognition
Ning Ye and Terence Sim
School of Computing, National University of Singapore, Singapore 117417
{yening,tsim}@comp.nus.edu.sg

Abstract
Motion-based face recognition is a young research
topic, inspired mainly by psychological studies on motionbased perception of human faces. Unlike its close relative, appearance-based face recognition, motion-based face
recognition extracts personal characteristics from facial
motion (e.g. smile) and uses the information to recognize
human identity. However, existing studies in this ﬁeld are
limited to ﬁxed motion, that is - a subject must perform a
speciﬁc type of facial motion in order to be correctly recognized. In this paper, we try to overcome this limitation
by investigating the patterns of local skin deformation exhibited in facial motion. We are pushing the state-of-the-art
towards general motion-based face recognition.
Our approach is able to extract identity evidence from
various types of facial motion, as long as those facial motions are at least, in some part of the face, locally similar to the facial motions used in training. We call our approach Local Deformation Proﬁle (or LDP). This approach
is tested through several experiments conducted over a
video database of facial expression. The experiment results
demonstrate the potential of LDP to be used for biometrics.
We also evaluate LDP under extremely heavy face makeup,
showing its usefulness to recognize faces even in disguise.

1. Introduction and Related Work
It is well known in psychology that humans can exploit
facial motion to recognize people. One explanation regarding this phenomenon is: facial motion provides identityspeciﬁc dynamic facial signatures that beneﬁts the perception of identity, which is known as supplemental information hypothesis[15]. Evidence supporting this hypothesis
has been reported by several psychology research groups.
For example, Lander et al. [9] claimed that famous faces
were better recognized by human subjects when presented
as moving images (involving various facial motions) rather
than static ones. In a series of cross-expression/cross-view
identity matching tests, Thornton and Kourtzi [16] observed
a recognition advantage from human subjects when moving

face images, rather than static face images, were used for
training. Based on a more recent study, Pilz et al. [14] argued further that familiarizing human subjects with moving
images not only increased recognition rate, but also reduced
reaction time. In another experiment conducted by Lander et al. [10], natural smiles (recorded from real persons)
were found to be beneﬁcial to face perception while synthesized smiles (generated using computer graphics techniques) were not. The results of a recent study on identityspeciﬁc facial expression perception [3] also supports the
hypothesis. Although the supplemental information hypothesis has not been justiﬁed thoroughly in theory, the
aforementioned experimental ﬁndings do imply that facial
motion may contain considerable identity-speciﬁc information and that humans are probably using these to recognize
each other in daily life.
If humans can utilize facial motion to identify each other,
can we teach our machines to do the same thing? This question is asked and being examined by researchers from the
computer vision and pattern recognition community. Using
the terminology of pattern recognition, this problem can be
rephrased as: from facial motion, can we extract a feature
which is discriminative enough to help distinguish between
different human subjects? Pamudurthy et al. [13], Tulyakov
et al. [17] and Ye and Sim [18] looked for such a feature in
smiles. Speciﬁcally, Pamudurthy et al. computed a dense
displacement ﬁeld from a frontal neutral-smile face image
pair. They reported that by using the dense displacement
ﬁeld as a feature, their system was able to recognize human
subjects under face makeup. Also from a frontal neutralsmile face image pair, Tulyakov et al. extracted the displacement of a set of tracker points deﬁned on both images
and stacked the displacement vectors altogether to make a
feature. They concluded that this feature could be used as
a soft biometric trait [7]. Instead of static images, Ye and
Sim created a feature from a frontal neutral-to-smile facial
motion video. The feature was generated by summing over
time a series of dense motion ﬂow ﬁelds computed from
neighboring video frames. They claimed that the feature
was highly discriminating. Besides smile, some other types
of facial motion have also been studied. Zhang et al. [19]

(a) Video clip (the solid blue line in (d)): subject 74, surprise

(b) Video clip (the dashed blue line in (d)): subject 74, fear
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Figure 1. An example of local deformation pattern: (a)(b)(c) are the three video clips from which the deformation patterns of a speciﬁc
point (marked using red cross) are computed; the motion trajectories and the deformation patterns of this point are illustrated in (d), after
being aligned to the mean face shape; in (d), the lines represent the motion trajectories and the ellipses are deformation indicators which
are computed at each video frame; (f) shows an enlarged deformation indicator; the white cross denotes the deformation center; the white
circle represents the undeformed state; the yellow ellipse describes the deformed state; the major/minor axes of the ellipse represent the
two principal deformation directions detected, with a red line segment representing a stretch and a green line segment representing a
compression; video (a) and (b) are from the same human subject but with different facial expressions; video (a) and (c) are from different
human subjects but with the same facial expression. Note in (d): although the solid blue line (video (a)) and the solid yellow line (video
(c)) are more similar in terms of the trajectory (probably due to the same undergoing expression) the solid blue line (video (a)) shares more
similarity with the dashed blue line (video (b)) in terms of the deformation patterns, as suggested by the shape of the ellipses (probably
due to the same identity). Please note that this is an example for a better understanding of our hypothesis. We do not base our arguments
on this single instance.

made use of physical laws (momentum conservation and
Hooke’s law) to estimate the elasticity of the masseter muscle from a pair of side-view neutral and mouth-open face
range images. They said that this estimated elasticity could
be used as a biometric trait. Chen et al. [2] concatenated
a series of dense optical ﬂow ﬁelds computed from a short
talking video to make a feature. They reported that the feature was less sensitive to illuminance variation, compared
to traditional facial appearance feature. In their experiment
settings, the vocabulary of the speech was limited to two
speciﬁc words.
Existing works share a common limitation: the type of
motion is ﬁxed. In other words, a human subject must perform a speciﬁc facial motion in order to be successfully
recognized. In this paper, we argue that this limitation is
not necessary. Our strategy is to look for identity evidence
from locally similar facial motions. The motion similarity is measured based on motion vectors and the identity
evidence is computed based on local deformation patterns.
We call our approach Local Deformation Proﬁle (or LDP).
Compared with existing works, LDP is more ﬂexible and
more practical in the sense that it can learn and recognize
human identity from various facial motions. To the best of

our knowledge, LDP is the ﬁrst approach which can carry
out cross-motion motion-based face recognition. The motivation behind our research is that, since human faces are
almost always moving in daily life, why not exploit these
facial motions to help in identiﬁcation? And a cross-motion
approach is an essential step towards the ultimate goal of
general motion-based face recognition.

2. Methodology
The hypothesis behind LDP is that different faces can
exhibit different deformation patterns (i.e. stretch and compression) when undergoing the same motion, due to the
slight but not negligible individual difference in the physical property of facial material (skin, muscle, etc.). Figure
1 illustrates an example of individual differences in local
deformation patterns observed in facial expressions. Our
hypothesis can be considered as an engineering counterpart
of the supplemental information hypothesis in psychology
research (Section 1). Based on this hypothesis, our strategy
is to look for identity evidence from parts of the faces where
similar motion (displacement) are observed. The restriction
to “similar motion” is important, because a human face is
a non-linear and anisotropic elastic surface. A difference
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Figure 2.

in either the direction or the magnitude of the displacement
can cause a signiﬁcant difference in the deformation patterns observed. This “similar motion” restriction means: in
comparing the facial motions from two video clips, we do
not require the entire facial motion to be the same, but we
do require the motions to be locally similar at least in some
parts of the faces. For example, in Figure 1, the facial expressions of surprise and fear are globally different, but they
are locally similar around the eyebrows.

2.1. Representation of Deformation Patterns
We rely on the Right Cauchy-Green deformation tensor
[1] to describe deformation patterns. The neutral face is
used as the initial state. Let u denote the 2D displacement
ﬁeld which changes the neutral face to a speciﬁc deformed
face, then the deformation tensor C is computed as,
C = ∇uT ∇u + ∇uT + ∇u + I,

(1)

where I is an identity matrix; ∇ is the gradient operator. Although in physics both u and C are supposed to be continuous in space, in our implementation, u is deﬁned on each
pixel in the neutral face and thus, so is C. The two orthogonal eigenvectors of C give the two principal deformation
directions. And the square-root of the corresponding eigenvalue measures the deformation magnitude. If the eigenvalue is smaller than one, a compression is observed. If the
eigenvalue is larger than one, a stretch is observed. Such
a deformation pattern can be well represented by an ellipse
(Figure 1(f)). The direction and length of the major/minor
axes of the ellipse are determined by the eigenvectors and
the square-roots of the eigenvalues of C, respectively.

2.2. From Facial Motion Videos to LDP
We deﬁne the LDP of a human subject to be a set of
deformation-displacement pairs. Mathematically,
P = {(Cx,t , ux,t )},

(2)

where x denote a pixel in the shape-normalized neutral face
image of the subject and t is an index. Please note that there
is no order for the elements in set P. The index t is used to
refer to different deformed state of the face. ux,t excludes

rigid head motion. Figure 3(a) illustrates two LDPs on a
speciﬁc pixel x. A facial motion video of N frames which
starts with a neutral face can provide (N − 1) × |Ω| pairs of
deformation and displacement for the LDP of the subject,
where |Ω| denotes the number of pixels within the region of
interest Ω. Given a frontal-view facial motion video which
is assumed to start with a neutral face, LDP is extracted in
the following steps:
1. Use a face detection and localization algorithm to ﬁnd
a set of key points on the neutral face (the ﬁrst frame
of the video);
2. Remove any rigid head motion from the video;
3. Crop the face region from the video to get a cropped
face image sequence;
4. Track each pixel on the neutral face (the ﬁrst cropped
face image) throughout the image sequence to obtain
its displacement in each frame;
5. Warp the displacement ﬁelds deﬁned on the neutral
face using a transformation which normalizes the face
shape to a given mean face shape (Figure 2(a));
6. From the shape-free displacement ﬁelds, construct
LDP (Eq.(1) and Eq.(2)).
In our implementation, we use the STASM [12] library
for Step 1. We skip Step 2, because the videos we currently work on (from the Cohn-Kanade Facial Expression
Database [8]) contain very slight and negligible head motion. However, Step 2 can be difﬁcult in general settings.
In Step 3, face images are resized to 128 by 160 pixels.
Lucas-Kanade optical ﬂow estimation [11] with pyramidal
reﬁnement is used for tracking (Step 4). Figure 2(a) shows
the mean face and its key points, which is computed from
all the neutral faces found in our dataset. And in our experiment, we compute LDP from the pixels inside the region of
interest only (Figure 2(b)). There are two reasons for using
this region of interest. First, some regions of the face, like
the forehead, are not enclosed by the key points. During
warping (Step 5), the displacement vectors in those regions
are extrapolated, which introduces extra distortion. Second,
some regions of the face, like the eyes and chin, can be occluded or move out of the image in some facial motion. For
example, eyes will be occluded when blinking occurs and
chin will move out of the image with a wide open mouth
(e.g. in the facial expression of surprise). Please note that
LDP is purely motion-based and does not contain any appearance information (color, shape, etc.). We are not performing appearance-based face recognition.

2.3. Similarity between Two LDPs
Figure 3(a) shows an example of comparing two LDPs
at a speciﬁc pixel. In order to measure the similarity between two LDPs, we have to consider both the deformation
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Figure 3. (a) Matching the red LDP against the blue LDP on pixel
x: an LDP is a set of deformation-displacement pairs (Eq.(2)).
Suppose we are matching the red LDP against the blue LDP, we
need to ﬁnd, for each u in red, a closest u in blue and then measure
the similarity between their corresponding C. Thus, in this particular example, C1(red) will be compared with C2 and C2(red)
will be compared with C4. (b) A relative vector difference measurement: r = |u1 − u2 |/(|u1 | + |u2 |).
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Figure 4. φ1 : penalty on motion similarity due to large vector
difference (Figure 3(b)); φ2 : penalty on motion similarity due to
small displacement. Please read Section 2.3.1 for details.

2.3.1

Local Deformation Similarity

ψ(C1 , C2 ) =

similarity and motion similarity. Intuitively, while a small
deformation similarity (i.e. big difference in deformation
patterns) suggests a difference in identity, a small motion
similarity (i.e. big difference in displacement vectors) will
suggest that the deformation patterns are not comparable
at all, because the two deformation patterns are caused by
very different local motions. And different motions will result in different deformation patterns even when they are
performed by the same face, since the human face is a nonlinear and anisotropic elastic surface. In this sense, motion
similarity can be considered as a conﬁdence score about the
deformation similarity measurement. Only when motion
similarity is high will we be able to obtain reliable results
from the deformation similarity measurement. Table 1 summarizes this intuitive understanding of deformation similarity sd and motion similarity sm . The overall sd and sm are
computed as weighted averages of local deformation similarity and local motion similarity which are measured on
each pixel, respectively,


0.2

Based on the elliptical representation (Section 2.1), we deﬁne function ψ for comparing two deformation patterns as,

high sm
imposter detected
genuine detected

Table 1. An intuitive understanding of sm and sd

sd =

0.1

1
2

C 2 (r e d )

0.5

(4)

where x denote a pixel in the region of interest Ω (Figure
2(b)). Normalized motion similarity serves as the weight.
The computation of local deformation/motion similarity is
explained in the following subsections.

A
,
A1 + A 2

(5)

where A1 and A2 are the areas of the ellipses which represent the two deformation patterns, C1 and C2 , respectively;
A is the area of the overlap of the two ellipses after being
translated to be concentric. Figure 2(c) shows an example
A
of A1 , A2 and A. Now, to match PA = {(Cx,t
, uA
x,t )}
B
B
against PB = {(Cx,t , ux,t )} on pixel x, we ﬁrst need to
ﬁnd, for each local motion uA
x,t1 in PA , the most similar
local motion in PB (on the same pixel). Mathematically,
t˜2 (uA
x,t1 )

=

φ(u1 , u2 )
φ1 (u1 , u2 )

=

φ1 (u1 , u2 ) · φ2 (u1 , u2 )

(7)

=
=

(1 − r)exp(−r2 /σ12 ),
|u1 − u2 |/(|u1 | + |u2 |),

(8)

r

B
arg max φ(uA
x,t1 , ux,t2 )

(6)

t2

φ2 (u1 , u2 )

=

1 − exp(−q

q

=

|u1 | + |u2 |,

2

/σ22 ),

(9)
(10)
(11)

where | · | denotes l2 -norm; r is a commonly used relative
measurement of vector difference (Figure 3(b)); φ1 alters
the value of r so that larger difference will be penalized
more severely (Figure 4); φ2 is a penalty for small displacement vectors (Figure 4); φ2 is necessary because when the
displacement is small, the deformation pattern is also slight
and thus does not provide much personal characteristics; σ1
and σ2 are two parameters which are set to 0.3 and 1.0 in
all of our experiments; φ is the motion similarity between
two displacement vectors; 0 ≤ φ ≤ 1 and a bigger value
indicates a higher motion similarity. Since motion similarity can be considered as the conﬁdence of the deformation
similarity measurement (Section 2.3, ﬁrst paragraph), we

convert the motion similarity scores to normalized weights,
B
φ(uA
x,t1 , ux,t˜2 (uA ) )
x,t1
w(x, t1 ) = 
.
A , uB
φ(u
)
x,i
i
x,t˜ (uA )
2

(12)

x,i

And ﬁnally, the local deformation similarity at pixel x is
computed as the weighted average,

A
B
w(x, t1 )ψ(Cx,t
, Cx,
(13)
sd (x) =
t˜2 (uA ) ).
1
t1

x,t1

3.1. The Dataset

Please note that this local deformation similarity measurement is not symmetric. We assume here that we are matching PA against PB .
2.3.2

Local Motion Similarity

A
Given two LDPs, PA = {(Cx,t
, uA
x,t )} and PB =
B
B
{(Cx,t , ux,t )}, the local motion similarity measured on a
pixel x is computed as follows,

B
w(x, t1 )φ(uA
(14)
sm (x) =
x,t1 , ux,t˜2 (uA ) ),
t1

x,t1

where wt1 , φ, t˜2 are deﬁned in Section 2.3.1.
2.3.3

Veriﬁcation Score

We deﬁne the veriﬁcation score to be the multiplication of
overall motion similarity and deformation similarity,
s(PA , PB ) = sm (PA , PB ) · sd (PA , PB ).

(Section 3.2). Second, among all available databases, it provides the best balance between facial motion variation and
identity variation while other databases contain either much
motion variation from only a few subjects or only one or
two facial motions from many subjects. An ideal database
for our experiment should contain both rich facial motion
variation and rich identity variation, but unfortunately, such
a database does not exist. Third, rigid head motion is very
slight and negligible in most of the videos in this database.

(15)

We do not set a threshold on sm , because such a threshold may vary from case to case, depending on the types
of facial motion covered in training/testing. sm (PA , PB )
denotes the motion similarity measured with PA against
PB , similarly sd (PA , PB ). And s(PA , PB ) is the veriﬁcation score of matching PA against PB , with 0 ≤
s(PA , PB ) ≤ 1.0. A higher score means a higher similarity in identity. We adopt a simple veriﬁcation rule in our
experiment: if s(PA , PB ) ≥ θ, subject A is considered as
the same person as subject B; if s(PA , PB ) < θ, subject
A is considered as a different person from subject B. We
vary θ from 0.0 to 1.0 to draw a FAR-FRR (false accept rate
vs. false reject rate) curve.

3. Experiments
For the experiments reported in this paper, we use the
videos from the Cohn-Kanade Facial Expression Database
[8]. We choose the Cohn-Kanade database for three reasons. First, it is AU-coded so that we can run analysis on the
relation between motion similarity and AU score distance

The Cohn-Kanade database contains facial expression
videos collected from 97 subjects. All video clips have
been AU-coded using FACS (Facial Action Coding System
[5]). The AU (Action Unit) scores are translated to expression tags in our experiment. Each subject has three to eight
recordings, which include all or part of following facial expression/motion: happy, sad, surprise, fear, anger, disgust
and mouth-open. Most subjects have only one recording
for each facial expression/motion. Rigid head motion is not
noticeable in most of the recordings.

3.2. Experiment 1: Pair-wise Cross-Expression
Face Veriﬁcation
In this experiment, we evaluate the performance of LDP
in a “train on one expression, test on another” setting. That
is, we train on one type of facial expression and then test
on another type of facial expression. The six basic facial
expressions of emotion [4] are covered in this experiment,
namely, happy, sad, surprise, fear, anger and disgust. This is
a very challenging experimental setting, because one type of
facial motion can not provide much discriminant information and also the six expressions are actually very different
from each other. In order to have a fair comparison, all the
pair-wise tests must be run over the same set of subjects.
Thus, we pick all the subjects whose video data cover all
the six expressions. This results in a dataset which includes
11 subjects with each subject having one video recording
for each of the six facial expressions. Figure 5 shows a
set of examples of the six basic facial expressions. Table 2
lists the pair-wise cross-expression face veriﬁcation performance in terms of the EER (equal error rate). Figure 6(a)
provides an overall FAR-FRR curve of the pair-wise crossexpression face veriﬁcation. The overall EER is 0.3008,
which is signiﬁcantly above chance (i.e. 0.5). Moreover,
it is even better than the previous result reported in ﬁxedmotion experiment (EER=0.4 by Tulyakov et al. [17]). And
please note that Tulyakov et al. [17] required ﬁxed facial
motion, while our result is from cross-expression face veriﬁcation, which is much more difﬁcult and, to the best of our
knowledge, has never been reported before.
In this experiment, we also investigate the relation between the motion similarity (i.e. sm ) and the AU score dis-

XXX train
XX
test
surprise
anger
happy
sad
fear
disgust

(a) surprise (b) anger (c) happy (d) sad
(e) fear (f) disgust
Figure 5. Examples of the six basic facial expressions

surprise

anger

happy

sad

fear

disgust

N/A
0.2727
0.3091
0.3227
0.2500
0.3136

0.2318
N/A
0.3636
0.1182
0.4318
0.3318

0.2000
0.2955
N/A
0.3500
0.2000
0.2455

0.3273
0.1773
0.4045
N/A
0.3364
0.3182

0.2818
0.4182
0.2182
0.3318
N/A
0.2273

0.2864
0.3455
0.1545
0.3955
0.2545
N/A

Table 2. Experiment 1 pair-wise cross-expression face veriﬁcation
result: the equal error rates
1

1

0.8

0.8

0.7

0.7

0.6

0.6

0.5

0.5

0.4

0.4

0.3

0.3

0.2

0.2
0.1

0.1
0
0

EER = 0.0843

0.9

EER = 0.3008

FRR

FRR

tance. By AU score distance, we refer to the distance between the AU scores of two video recordings of facial expression (all video recordings in the Cohn-Kanade database
are AU-coded). To compute the AU score distance, we use
a vector to encode the AU score of a video recording. Each
dimension of the vector corresponds to one AU. If an AU
is not activated in this video, 0 is given to the corresponding dimension. Otherwise, the magnitude of a dimension
is extracted from the corresponding AU magnitude. There
are ﬁve degrees of AU magnitude, marked from ‘a’ to ‘e’
in FACS. In the experiment, ‘a’ is translated to 0.1, ‘b’ to
0.2, ‘c’ to 0.4, ‘d’ to 0.7, ‘e’ to 0.9 and if there is no magnitude marked (meaning at least ‘b’), 0.5 is used. This rough
quantization is based on the explanation in the 2002 version
of FACS manual [6]. The AU score distance is computed as
the Euclidean distance between the vectors. We then compute the Pearson correlation coefﬁcient between the motion
similarity and the AU score distance. The result, −0.35, implies that the motion similarity and the AU score distance
are correlated, but the correlation is not strong. The correlation is negative because larger AU score distance means less
similarity. Considering that AU score is also a measurement
of local facial motion (though not a quantitative measurement in nature), we are not surprised to see the presence
of this correlation. However, the correlation is weaker than
we expected. We think there are two reasons behind this.
First, AUs are not independent from each other in terms of
observable local motion. For example, AU1 (inner brow
raiser) and AU2 (outer brow raiser) overlap in the middle
part of the eyebrow region and both can cause wrinkles in
the forehead region. This kind of dependence is hard to
measure and is not covered in the quantization of the AU
scores. Second, sm is not a linear measurement of local
motion similarity with respect to the difference in displacement. Instead, sm stems from altering the relative vector
difference measurement r using function φ1 (Eq.6) and φ1
is non-linear (Figure 4). Since the correlation between sm
and AU score distance is weak, we do not use AU scores to
guide us in our experiments.
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(a) Experiment 1: overall FARFRR plot of pair-wise crossexpression face veriﬁcation
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from face veriﬁcation using ﬁxed
facial expression

Figure 6. FAR-FRR plots for Experiment 1 and 2

video clips against the 88 ﬁrst recordings of happy expression from 88 subjects (including the 15 subjects). Figure
6(b) shows the FAR-FRR curve from this test. The EER is
around 0.0843, which is signiﬁcantly better than the previous result reported by Tulyakov et al. [17] (EER=0.4).

3.4. Experiment 3: Using More Facial Expressions
for Training
In this experiment, we use the same set of videos as that
used in Experiment 1 (11 subjects, 6 expressions from each,
see Section 3.2). But this time, we train on ﬁve out of six
facial expressions and test on the one remaining facial expression. We run the experiment six times and leave each
facial expression out in turn. The purpose of this experiment is to verify if there will be a boost in performance
when more motion data is used for training. The test result
is to be compared with the result obtained in Experiment
1. Figure 7(a) plots the overall FAR-FRR curve obtained
from this experiment. The EER is around 0.1886, which
shows a considerable improvement over the result we get
in Experiment 1 (EER=0.3008). Because the comparison
of LDPs is slow in our current implementation, we are not
able to report in this paper the results of the experiments of
other train/test combinations, for example, “train on three
expression, test on the remaining three”, which will require
a combinatorial number of comparisons.

3.3. Experiment 2: Fixed Facial Expression
We test the performance of our method for ﬁxed facial
motion in this experiment. In the Cohn-Kanade dataset,
there are 15 subjects who have a second recording of happy
facial expression. In this experiment, we verify these 15

3.5. Experiment 4: Face Veriﬁcation under Heavy
Face Makeup
One of the major beneﬁts that face recognition researchers are expecting from motion-based approaches is
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Figure 7. FAR-FRR plots for Experiment 3 and 4

the ability of identiﬁcation even when appearance information is severely distorted, for instance, by extreme lighting
conditions or by heavy face makeup. In this experiment,
we would like to test the performance of LDP under extremely heavy face makeup (Figure 8). The dataset from
Experiment 1 (11 subject, six facial expressions from each,
see Section 3.2) is re-used. But this time, all expressions
are used for training. The painted face videos are collected
by ourselves. Speciﬁcally, we collect three sets of facial
expression recordings from ﬁve subjects, the ﬁrst and the
second normal face video set and the painted face video set.
The six basic facial expressions are covered in each set. The
ﬁrst normal face video set is used for training. Thus, in total, we have 16 reference subjects. The painted face video
set is used in testing. Figure 7(b) shows the FAR-FRR curve
of this test. The EER is around 0.1867, which is reasonably
good considering that the painting can actually reduce the
accuracy of STASM (for face localization) as well as the
accuracy of optical ﬂow estimation, even though LDP itself
does not contain any appearance information. For comparison, we repeat the experiment and use the second normal
face video set for testing. We get EER=0 this time, which
means all subjects are successfully recognized. Although
this can be due to the small size of the testing dataset (ﬁve
subjects), please note that the motion information contained
in this test (six expressions for both training and testing) is
much richer than those in any of the previous experiments.

3.6. Discussion
Several conclusions can be drawn from the experiments.
First, and most important: cross-expression motionbased face recognition is possible. In the ﬁrst and the third
experiments (Section 3.2 and Section 3.4), although the
facial expressions used for training and the facial expressions used for testing are completely different, LDP shows
above-chance veriﬁcation performance (EER=0.3008 and
EER=0.1886). Moreover, the performance is even better
than the previously reported performance from a ﬁxed expression face veriﬁcation test [17] (EER=0.4). This ﬁnd-

(a) surprise (b) anger (c) happy (d) sad
(e) fear (f) disgust
Figure 8. An example of facial expressions with heavy face
makeup: we collected several sets of these data from ﬁve subjects
for our experiment. The faces of all subjects are painted with the
same pattern which is commonly seen in Beijing Opera.

ing implies the possibility of developing a general motionbased face recognition algorithm which can identify a human subject from any kind of facial motion. Such an algorithm will be very useful to enhance and promote face
recognition technology in practice, because facial motion is
a nuisance to existing still-image face recognition systems
while in contrast, motion-based approaches are exploiting
facial motion as a biometric trait. A combination of the two
may give us a more robust face recognition system.
Second, LDP can help face recognition under heavy face
makeup. In the fourth experiment (Section 3.5), although
all the subjects have their faces completely painted in testing (not in training), by using LDP we are able to get an
above-chance face veriﬁcation performance (EER=0.1867).
This suggests that LDP is effective even when the face is
disguised. However, we should not be overly optimistic,
because appearance distortion can jeopardize the extraction
of motion features, even though LDP does not contain any
appearance information. When the second set of normal unpainted faces is used in testing, we get EER=0.0 in the experiment. This shows that face makeup does increase EER
(from 0.0 to 0.1867).
Third, there seems to be an approximate relation between
the performance of LDP and the similarity between the facial motion covered by training and testing videos. In Experiment 1 (Section 3.2), we get EER=0.3008 when the
training videos contain only one type of facial expression
and the testing videos contain another type of facial expression (most un-similar motions). In Experiment 3, we get
EER=0.1886 when the training videos contain ﬁve facial
expressions and the testing video contains the remaining
one facial expression (higher chances of local motion similarity due to the more facial expressions covered in training). In Experiment 2, we are able to get EER=0.0843,
when both training and testing videos contain only the facial expression of happy (almost same facial motion). And
ﬁnally, in Experiment 4, we get EER=0 when both training
and testing videos contain the six facial expressions (almost
same facial motions). Although currently, our dataset is too

small for us to conduct any quantitative analysis over the
relation between the performance and the training-testing
motion similarity, we do believe there is a very close relation. Because LDP looks for identity evidence from face
regions where similar local motions are observed and intuitively, globally similar motions should also be locally similar. A further implication of this approximate relation is
that if we want to train an LDP which can be used for recognizing a human subject from any kind of facial motion,
the LDP must be built from a set of videos that contains all
possible local facial motions of this subject. This idea introduces one interesting question: does there exist a smallest
set of facial expression that captures all possible local motions? We call such a set Minimum Spanning Set for Facial
Motion, whose investigation we leave for future work.

4. Conclusion and Future Work
In this paper, we have proposed a novel motion-based
face recognition approach, the Local Deformation Proﬁle
(LDP). To the best of our knowledge, LDP is the ﬁrst approach which can be used for cross-motion face recognition tasks. That is, with LDP, we can learn human identity from one type of facial motion and later verify human
identity from another type of facial motion - as long as the
two types of facial motion are locally similar in some parts
of the face. We have evaluated the performance of LDP
through several experiments conducted over a facial expression video database. LDP can also help face recognition
when extremely heavy face makeup is present.
There is still a large amount of work to be done in
motion-based face recognition. First, a good facial motion
database is still lacking. Existing facial motion databases
are all collected for the purpose of facial expression recognition. Compared with an experiment on facial expression
recognition, an experiment on motion-based face recognition requires more variation in facial motion and also larger
number of recordings for each type of facial motion. Second, the research area of 3D motion-based face recognition
is worthy of exploration. Extending LDP to 3D can be quite
straightforward, since both displacement tensor and deformation tensor are originally deﬁned in 3D space in physics.
However, data acquisition and post-processing may become
more complicated in 3D. Third, combining motion-based
face recognition approaches with conventional appearancebased face recognition approaches to get maximum performance is also an interesting research topic. Finally, the existence of a Minimum Spanning Set for Facial Motion (please
read the last paragraph in Section 3.6 for details) is worthy
of further study. If we can ﬁnd such a set of facial motions,
it will become much easier for researchers to develop and
deploy motion-based face recognition systems in practice.
We acknowledge the generous support of NUS.
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