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ABSTRACT
In this paper, we propose a novel method for transferring
artistic styles from a single image to a video clip. This new
method can be considered as an extension of the image analogies technique in the domain of video processing. The method
is built upon a previous fast texture transfer algorithm. The
main contribution of our work lies in an extra constraint added
to the original formulation, which preserves temporal coherence during frame-wise texture transfer. The experimental
results show that this new constraint successfully helps suppress the artifacts of flickering, “stained-glass” and dragging,
which are the main causes of temporal incoherence.
Index Terms— image synthesis, image texture analysis
1. INTRODUCTION AND RELATED WORK
Video stylization means re-rendering a real video with an artificial style. The output stylized video has the same content
as the original video, but possesses an aesthetically different
form so that, compared with the original video, it becomes
more attractive or conveys a different emotion. The style can
be as simple as a black-and-white rendering, or as complicated as a painting technique used by professional painters.
Video stylization is closely related to image stylization,
which re-renders a photo with an artificial style. A bunch
of image/video stylization approaches have been developed
by researchers in computer vision and graphics community.
And existing methods can be classified into two categories:
style-oriented approaches and example-based approaches.
Style-oriented approaches aim at producing a particular style
for images/videos. The rules for producing those styles
are derived from the domain knowledge of painting and
re-implemented computationally. Representatives in this category are the stroke-based approaches [1, 2, 3, 4], which use
virtual canvas and distinct strokes to mimic a range of oil
painting styles. In contrast, instead of developing explicit
computational painting rules, example-based image/video
stylization approaches aim at “learning” styles from a given
example (usually a single image) and transferring this style
to another image or video. Image analogies [5] is a typical
example-based image stylization approach. However, to the
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best of our knowledge, the category of example-based video
stylization is still empty. The method proposed in this paper
is expected to fill in this gap.
Our algorithm can be considered as an extension of image analogies technique in video domain. Image analogies
[5] is intrinsically a texture synthesis technique. It combines
the power of globally optimal texture synthesis and locally
coherent texture synthesis. However, we failed to adopt the
original image analogies algorithm due to its speed. While it
is not a big problem to wait for an hour to get a stylized image, it is a problem to wait for days to get a stylized video of
a few seconds long. Thus, we turn to the fast texture transfer algorithm described in [6], which is a direct extension of
the locally coherent texture synthesis approach [7]. This algorithm produces similar results as image analogies does, in
simulating artistic painting effects. And it runs much faster
(in seconds for an image of 640×480 pixels).
The key problem in extending this fast texture transfer approach to video domain is how to preserve the temporal coherence. Technically, any video stylization approach can be
considered as an extension of a particular image filter (image
analogies can be considered as a generic image filter). For
some image filters, like blurring, such an extension can be as
trivial as applying the filtering procedure on a video frame
by frame. For others, like watercolorization [8], however, it is
not. Those “problematic” filters break the temporal coherence
of a video when simply applied frame-wisely. Temporal incoherence is often perceived when a sudden change of the color
intensity of an object occurs (flickering) or the luminance of
a certain pixel never changes along with the content of the
video (“stained-glass” artifact).
To preserve temporal coherence, some existing video stylization approaches rely on high-level motion information provided by users. In video tooning [9], user-marked object contours, combined with mean-shift clustering, was used to segment objects in the 3D spatiotemporal domain. The stylization was then applied object by object without worrying about
the inter-object impacts. Similar idea has been adopted in
video cutout [10]. While those high-level information (object/layer segmentation) can be very helpful for improving
temporal coherence, the markup process may become tedious
and painstaking in a complicated video shot.
Other existing approaches rely on low-level motion in-
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Fig. 1. System overview
formation (i.e. optical flows) to achieve temporal coherence.
In painterly animation, Hays and Essa [3] moved the virtual
brush strokes by following optical flows. The “stained-glass”
artifact was successfully removed, but flickering was still noticeable near occlusion/disocclusion boundaries. Additionally, due to the imperfection of optical flow estimation, faithfully following optical flows caused another artifact - dragging, where a foreground moving object left its color behind
on the background it had passed over. In video watercolorization, Bousseau et al. [8] first generated pigment texture layers for the key frames and then let the texture layers evolve
inner-wards, following optical flows, to compute the texture
layers for the in-between frames. A combination of the pigment texture layers and an abstracted version of the original
video yielded a nice-looking watercolorized video. This bidirectional advection scheme also relies faithfully on optical
flows and thus may suffer from dragging when the flow estimation contains noise. The situation may get worse as the
error in optical flow estimation can accumulate during the
evolving of the texture layers.
In our study, we rely on optical flow to preserve the temporal coherence. However, we do NOT faithfully follow the
optical flow. Instead, we employ a confidence map to help
our algorithm automatically adapt for occlusion/disocclusion
boundaries and noisy regions in the estimated optical flow
field. This strategy successfully suppresses the artifacts of
flickering, stained-glass and dragging, which are the major
causes of temporal inconherence.
2. ALGORITHM
Figure 1 provides an overview of our video stylization system. Our method is built upon the fast texture transfer algorithm proposed by Ashikhmin [7, 6]. Specifically, we add an
extra term to the original similarity matching equation so that
temporal coherence is taken care of in parallel with spatial
coherence during frame-wise texture synthesis.
2.1. The Original Fast Texture Transfer Algorithm
Let S, T and R denote the example image, the image to be
filterred and the result image, respectively. And let N (x) and

L(x) denote the square neighborhood (Figure 2(a)) and the Lshaped neighborhood (Figure 2(b)) of a pixel x respectively.
Suppose that S, T and R are all single-channel images, the
fast texture transfer algorithm can be summarized as follows,
1. Initialize R by filling it with pixels randomly picked
from S. Let function g keep tracking the mapping of
pixel coordinates, i.e. pixel z in R obtains its value
from pixel g(z) in S;
2. In scan-line order, for each pixel z in R,
(a) Get candidates Q ← {g(t) + (z − t)|t ∈ L(z)};
(b) With a pre-defined probability p, add one extra
random candidate to Q;
(c) Update g(z) ← arg minq∈Q D(z, q);
(d) Update R(z) ← S(g(z));
3. Go back to step 2, if multiple passes are required.
And the distance function D(z, q), where z is the coordinate
of a pixel in T (also R) and q is the coordinate of a pixel in S,
is defined as follows,
D(z, q) =
DN (z, q) =
DL (z, q) =

DN (z, q) + α · DL (z, q),

(1)

nz − nq 2 ,
(1/|L(z)|)Hz − Hq 2 ,

(2)
(3)

where  · 2 denotes the 2 norm; | · | denotes the set size; nz
and nq are sample means of pixels in the square neighborhood
of z and q, respectively; Hz and Hq are vectors consisting
of high-frequency components of the pixels in the L-shaped
neighborhood of z and q, respectively,
nz
nq

=
=

T (x), x ∈ N (z),
S(x), x ∈ N (q),

(4)
(5)

Hz

=

[R(xi ) − R(x)], xi ∈ L(z),

(6)

Hq

=

[S(xi ) − S(x)], xi ∈ L(q).

(7)

2.2. Preserving Temporal Coherence
Directly applying the fast texture transfer algorithm framewisely causes flickering and faithfully following the optical
flows causes dragging (please see the accompanying video1 ).
To deal with both problems, we add one extra term to Eq.
(1) to prevent the value of pixel z from deviating too much
from its value inherited from previous video frame (following
optical flow) with a certain confidence,
1 http://www.yening.net/mysite/VS.html

DF (z, q) = C(z) · S(q) − S(g(z + F (z)))2 ,

(8)

where F denotes the backward optical flow field computed
from the current frame to the previous frame; and C(z), the
confidence of the flow quality at z, is defined as follows,
C(z) = G(∇·F (z); σF2 )·G(T (z)−T−1(z+F (z)); σI2 ), (9)
where ∇ · F denotes the divergence of the flow field; T is
the current video frame and T−1 is the previous video frame;
G(·; σ 2 ) denotes a zero-mean Gaussian function with variance σ 2 . The first factor, G(∇ · F (z); σF2 ), is based on the
observation that optical flow estimation is usually less reliable near occlusion/disocclusion boundaries (large flow divergence indicates the boundaries) and also that a noise in
the flow field causes a pulse in the flow divergence. We expect C(z) to automatically adapt for occlusion/disocclusion
boundaries and noisy regions so that this temporal coherence
constraint becomes looser in those places. The second factor,
G(T (z) − T−1 (z + F (z)); σI2 ), is a simple validation of the
optical flow based on the intensity similarity. This formulation is inspired by the occlusion detection algorithm used in
[11]. The new distance function is then defined as,
D(z, q) = DN (z, q) + α · DL (z, q) + β · DF (z, q). (10)
Instead of initializing R randomly, we fill in R with pixel values inherited from the previous video frame (following optical
flows) which has already been filtered by the time. The algorithm parameters and their recommended values are listed in
Table 1. All the experimental results presented in this paper as
well as those in the accompanying video are generated using
these recommended parameter values. As suggested by previous works on image analogies [5, 6], we process color images
on their Y-channel in the YIQ color space only. Noticing that
the flow confidence map C(z) often contains tiny high-valued
regions surrounded by low-valued pixels, we apply a dilation
followed by an erosion (i.e. morphological closing) on the
confidence map (actually on 1 − C(z) so that those tiny highvalued regions are “closed”) before using it in computing the
distance. A 7×7 disk structuring element is used for the morphology operators. Figure 3(c) and 3(d) show examples of a
confidence map computed from a pair of neighboring frames
(Figure 3(a) and 3(b)), before and after the morphological
closing operator, respectively. For computing optical flows,
we used the variational optical flow estimation code kindly
provided by Sand and Teller [11].
3. EXPERIMENTAL RESULTS
Figure 4 shows a set of frames from the original/stylized
videos. The results are produced by a single pass of applying
the temporally coherent fast texture transfer algorithm on
the original video in forward order. Current implementation
takes 8 seconds to synthesize one frame (640×480 pixels)
on a CPU of 2.33GHz. Our method can also be combined

(a) Current frame

(b) Previous frame

(c) Optical flow confidence map (d) Optical flow confidence map
(before morphological closing)
(after morphological closing)

Fig. 3. Flow confidence map computed from a pair of neighboring video frames: white/black regions are of the highest/lowest confidence (C(z) = 1, C(z) = 0), respectively.

Parameter
s
p
α
β
σF2
σI2

Notes
Neighborhood size
Probability of adding extra candidate
Weight of DL in Eq.(10)
Weight of DF in Eq.(10)
Flow divergence variance in Eq.(9)
Intensity variance in Eq.(9)

Value
5×5
0.05
1
1
0.001
0.1

Table 1. Algorithm parameters and recommended values

with [12] to transfer both texture and color. Please see the
accompanying video for the experimental results.
In most of the results, temporal coherence is well preserved and the artifacts of flickering, “stained-glass” and
dragging are unnoticeable. Exceptions are found near disocclusion boundaries in one or two frames where slight dragging occurs. We notice that those problematic boundaries are
related with relatively fast motion.
We are also aware of another noticeable artifact existing
in the stylized videos - swimming. It can be found near the occlusion/disocclusion boundaries of a foreground moving object, where part of the background seems to move with the
object. Swimming is a result of the combination of spatial
coherence constraint and low optical flow confidence near occlusion/disocclusion boundaries. Low flow confidence causes
the synthesis algorithm to downplay temporal coherence constraint. And spatial coherence constraint pushes the synthesized pixel values in those regions to be harmonious with the
foreground moving object in each frame. To completely remove swimming, one may have to extract 3D information
from the video and process foreground and background objects separately, which we leave for future investigation.
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Fig. 4. Results: a video clip stylized by using images of different painting styles as examples. Note the clean occlusion/disocclusion boundaries. Please see the accompanying video (http://www.yening.net/mysite/VS.html) for an examination
on the temporal coherence issue, as well as more experimental results. The original shots (the first row) are taken from movie
c
“Eternal Sunshine of the Spotless Mind” (2004
Focus Features).
4. CONCLUSION
In this paper, we present an example-based video stylization
technique which can transfer artistic styles from an image to
a video clip in a temporally coherent manner. Compared with
existing video stylization approaches, our method is more
generic. It can be considered as an extension of the image
analogies technique to the domain of video processing. By
introducing the adaptive optical flow confidence map, we
significantly reduce the occurrence of flickering, “stainedglass” and dragging, which are the main causes of temporal
incoherence in video stylization.
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